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IoT Revolution: Very Edge

Technology
Solutions

Requirements

Needs
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The Holy Grail: Unlimited autonomy

Energy required to
perform a given
operation

Gene’s Law: ~1.3x/year > “Moore”
Moore’s law: ~1.6x/year ~

“~. “More than Moore”

Time (years)
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Batteries vs. Energy Harvesting

Rechargeable

Type LiPo
Lithium - lon
~27x20Xx5m
800 mWh >
18 h @ 50 mW

Type LIR2032
Lithium - lon

020 x3.2mm
160mMWh->7d@ 1 mW

Batteries
Type 371 =)
Silver Oxide
?9.5x2.1Tmm
50mWh->5y@ 1 uW
Type CR2032 N—"
Lithium - Manganese
@20 x3.2mm

750 mWh = 1y @ 80 uW

Harvesting
Solar
Varies /w illum. g
~10 pW - 100 MW &
Mechanical

Complex

~ 6 uW
Thermoelectric §&
Temp. differential %%
~5-20 uW

Sources: CSEM, Renata, ifixit.com, energiein.e-monsite.com
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Low power Face Detection

A CMOS chip, based on the RISC-V architecture to allow more vision-based ML include hierarchical dual accelerator
to allow both light weight Binary Decision Tree and Convolutional Neural Network
to be selected depending on the available energy.

1Imw

Enters area

Detected / Face recognition

/ Face tracking i,

Presence detection T .
N . = ON-time/activity
100% - - : 0%
1 FPS 5 FPS 5 FPS
90-320px face 90-320px face 90-320px face
0.15mwW 0.76mwW 0.87mwW

ERGO: Imager
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Benchmarking and why it is needed?
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Outline

% Positioning
“ Benchmarking why, for who?
“ What we have done so far

“ Conclusions

% Next steps
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Progress of ML

Local Area Network
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ASSUMPTION
“* STANDARD EDGE DEVICES CAN BE ASSESSED WITH
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Power
consumption

TOPS

Table 1.4 Typical display of performance comparison of neuromorphic hardware platforms,
adapted from [34].

Memory size

DLI Accelerator Type Target application Performance
NVIDIA Jetson Nano GPU Embedded 472 GOPS @ 5—- 10 W
Nvidia Jetson TX2 GPU Edge 1,3TOPS @ 7.5 W

— Area NVIDIA Jetson AGX Xavier GPU Edge 30 TOPS @ 30 W
NVIDIA Drive AGX Pegasus GPU Automotive 320 TOPS
Intel Movidius Myriad 2 bzw. Myriad X  Chip Embedded/Edge DL/ Vision 4 TOPS @ 1 W (Myriad X)

J /0 p MobilEye EyeQ4 Chip Automotive 2.5TOPS @3 W

GreenWaves GAPS Chip Battery powered Al 200 MOPS bis 8 GOPS @ <100mW
Canaan Kendryte K210 Chip Embedded Vision & Audio 250 GOPS @ 300mW
Google Coral Edge TPU Chip Edge 4TOPS @ <2,5W

— J/ Spl ke Lattice sensAl Stack Soft TIP-Core Embedded <ImW-1W
Videantis v-MP6000UDXM Soft TIP-Core Embedded DL/Vision <6,6 TOPS @ 400 MHz

m Area efficiency

Precision
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ASSUMPTION

“* STANDARD EDGE DEVICES CAN BE ASSESSED WITH

Complexity

etc.) are not taken into account.

Spike rate

Synops

* Or a combpination to give Accuracy, Precision

— TPR (sensitivity)*
_
Method Accuracy on Digits Accuracy on Letters Accuracy on Balanced # Parameters MAdds
A Syntiant (4 Dense) 95.16% 76.54% 70.21% 0.55M 0.55M
P — B OPIUM[Y] 95.90% 85.15% 78.02% 8.32M 8.32M!
@ &Y Autoencoder[0] - 91.27% - 0.35M 2.3M
_8 -  HM2-BP[17] - - 85.57% 0.6TM NA
= | TNR (specificity)* CNN (2' Conv, 2 ngse)[r] 99.46% 93.63% 87.18% 1.2M 13.95M
'8 Parallelized CNN[34] 99.62% - - 0.2IM 6.13M
© 128 NeuroEvolved CNN[2] 99.73% 95.19% - 2.03M 100.19M
o = - EDEN[I1] 99.30% - 88.30% 1.65M NA
O & ROC TextCaps[ 16] 99.79% 95.36% 90.46% 5.87TM 253.48M!
s CNN (6 Conv, 2 Dense)[*1] 99.79 % - 90.59 % 1.36M 131.31M
S(: OptConv+Perc (ours) 98.29% 91.92% 84.68% 0.55M 0.55M
= \v@ OptConv+Log+Perc (ours) 99.43% 93.65% 87.69% 0.55M 0.55M
5
) ! Number of MAdds operations computed only for the linear and convolutional part of the method. Extra steps (external classifiers, network capsules,
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Classical Benchmarking

Definition

Objective function Determines and measures the goal of a given task
(Balanced) Accuracy Compules the ratio of correctly classified examples over the dataset (weighted by class occurrences) %
Precision Computes the ratio of correctly classified samples per class %o
True Positive Rate (TPR) / Sensitivity / Recall ~ Ratio of true positives over the total number of samples %

Task KPIs True Negative Rate (TNR) / Specificity Ratio of true negatives over the total number of samples %0
False Positive Rate (FPR) Ratio of false positives over the total number of samples %o
Mean average precision (mAP) The mean of the average precision per sample %
F1-Score Harmonic mean of the precision and recall -
Receiver operating characteristic (ROC) Plot the true positive rate against the false positive rate of a class -
Area under the curve (AOC) The area under the ROC curve -
Metric Definition Unit
Complexity Number of multiply-accumulate (multiply-additions) operations MACs (MAdds)

Number of (floating-point) operations, often assumed equivalent to 2x MACs (FL)OPs
Parameters Total number of parameters in the model (weights, biases, etc.) -
Precision Precision of the paramelers and activations (floating point, integer, etc.) bits
Model KPls Struc[.ure Nur.nber and type of layers (and neurons)
Sparsity Ratio of sparse values %
Maximum Activation Maximum activation buffer of any layer in the network
Spike Count Number of spikes emitted -
Spike rate / Spike Frequency Rate at which the spikes are emitted (model level or neuron level) Hz
SynOps Number of synaptic operations produced by the model at inference -
Metric Definition Unit
(Idle/Peak) Power consumption Power consumption of the system in idle/peak mode Watts (W)
(Peak) Number of operations Number of operations per second (peak over short period of time) TOPS (TOPs/s)
Die size Silicon area of the system mm?
Memory size On chip memory size MB
Memory bandwidth Maximum data rate from memory (internal/external) bit/s
Energy per operation Energy to perform one operation including necessary memory transfers Jiop
Hardware KPIs | Energy per synaptic operations Energy to perform one synaptic operation including necessary memory transfers 1/8ynOps

Mean energy per spike Energy required to execute one spike 1/Spike
Energy efficiency Tera operations per second per watt TOPS/W
Area efficiency Tera operations per mm? TOPS/mm?
Precision Precision of the parameters and activations (floating point, integer, etc.) bits
Maximum network size Size constraints of network architecture (number of neurons/synapses, etc.)
Max. Core Frequency Maximum frequency of the hardware MHz

Wake-up time Time to load the model in memory and make it ready for inference

Latency Time needed to perform inference ms
Inference rate / Throughput Number of inferences per second Inference/s
Energy per inference Energy consumed by the system when running an inference for a certain model Joules (J)
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Positioning

Edge

« Examples: Raspberry PI, Jetson Nano

* Energy not a concert

 Consider: Accuracy, Cost, Latency

« Optimization separate: Hardware vs Software

Very Edge

|- Examples: Gap9, ST Arm series, Visage, Arduino &
NEUROMOPHIC: SpiNNaker, Loihi, TrueNorth, Akida
Energy a primary concern (fully autonomous, cyclic autonomy)
Consider: Accuracy, Latency Cost, but also AUTONOMY, SPEED
Co-Optimization of hardware & Software

Copyright © 2024 12



Challenges : what's holding us back
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Measurment: Benchmarking

UNFAIR : Same NN is deployed in each hardware platform.

FAIR: Exploits all capabilities of the hardware. Different NN
Hardware KPIs can be compared since Task and Model KPIs are models are deployed on the hardware. Thus Model and
same. However, all capabilities of the hardware are not exploited Hardware KPIs cannot be compared. Over-optimization
and the models are not optimized and the comparison is misleading

makes the comparison impossible.

| L
v Optimize 7 Oprimize
Model
KPls

P T S~ Per-HW optimization

\ «” 4 TN

Hardware \\\\ Task | I I
KPls KPls VA

I Measure

v v v

| Measure
v v v

Incomparable Incomparable
Comparable Comparable P P
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Current Neurmophic / Very Edge use cases

+» Use-case

» Face detection

» Glance detection

» Monitoring e.g. environmental

» Object Identification (autonomous driving)
» Fast object tracking
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Solution: NAS for Use-Case optimization

f Use-case ) C
R < Gets peak

performance for
use case

“ Gives justified
comparisons

% Little insight or
heuristic learning

As condition Architectures exploiting
s all hardware capabilities

list and deployment tools
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“ Today industrial applications in Very Edge / Neuromorphic are not using
benchmarks.

> Look at different models

» Choose different hardwares

» Create own understanding of trade-offs
= Cost
= Latency

Accuracy

Software

Availability

Supply chain security

Robustness U SAB I L I TY
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Benchmarking to know about model development

“*Model based optimization
» MobileNet
» RESNet (18, 101 etc..)
> Yolo

% Gives comparison of
different hardware with
respect to model type.

“ Gives better understanding
of co-functionality
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Conclusions

“ Need standardization tools including benchmarking

“ Industrialy products remain niche, only use it if you have to, but
maybe more to usability of the technology itself, then the lack of
understanding.

“ Industrial's driven by USE-CASE

“* NAS are technologies which will help find optimized solutions but
bring little insight. Good solution for today.

“ Model based comparisons (benchmarking) bring more insight and
will help progress.
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“» Benchmarking across hardware providers
» Model based
» Architectures & Layer based benchmarking
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Submission Extended to 19th January...

https://sds2024.ch/call-for-papers/

SDS

IEEE SWISS CONFERENCE
ON DATA SCIENCE

(o

data Innovation alliance

QIEEE Q=

Call for Papers

Data Science stands at the forefront of new stientif ¢ discoveries. It plays a significant role in all aspects of our daily
lives. The 11th IEEE Swiss Conference on Data Science brings together researchers, developers and innovators.
SDS2024 takes place on May 30-31, 2024.

Topics of interest
We invite international submissions of original research papers related to all areas of Data Science, especially best
practice and use-case oriented research work with scientif c-technical depth and practical applicability. Topics include
but are not limited to the following areas:

Data Product Design, Data-Centric Business Abnormal Detection, Adversarial Attacks & Data Modeling and Visualizatio

Models Robustness Data Structures and Data Management

Business Intelligence Support Vector Machines Algorithms

Data, Text, and Web Analytic Data Mining Big Data Applications

Machine Translatio & Multil nguality Classification, Clustering, Objact Detectio a d Edge Compgtin

Questio  Answering and NLP Applicatios Semantic Segmentatio Query Processing and Optimizatio

Data Warehousing Un-, Semi- and weakly Supervised Learning Data Privacy and Security

Decision Bupport Systems Deep Learning Fairness, Accountability, Transparency, Ethics,

Informatio | ntegratio Machine Learning and Explainability

Search & Information Retrieval Evolutioar y Computing and Optimization Cyber security in relatio to data science

Semi-Structured and Unstructured Data Feature Selectign Domain Specific Applitatios (e.g. Health, Legal,

Data Governance Fuzzy Computin Industrial, Environmental etc.)

Data Fusion Hybrid Methods smart services

Pattern Recognition Neural Networks and their Applications data-driven value creation

Recommendation Systems Data Management data-driven servitization

Personalizatio a1 d Contextualization Modeling and Managing Large Data Systems circular servitization

Predictive Modelling Open Data data-driven service ecosystems

Data and Information Quality

Submission

[T Full Paper — present high-quality research contributions, including experiments, analysis, or system papers, as
well as descriptions of application results. Each submission can have up to 8 pages incl. references.

[1 Short Paper — present late-breaking results, work in progress, follow-up extensions, application case studies, or
evaluations of existing methods. Each submission can have up to 4 pages incl. references.

All submissions must be original works that have not been published previously in any conference proceedings,
magazine, journal, or edited book. The review process will be double blind, therefore we ask authors to take specific
care to anonymize their submissions reasonably. Concurrent submissions are strictly forbidden. Submission of papers
implies the intention to register and present the related content at the conference. The scientific international
Program Committee will carefully review the submissions. Excellent content and presentation as demonstrated in the
submission are mandatory for acceptance (acceptance rate 2023: 34.5%). Accepted submissions will be presented in
English (as a talk or a poster) by the authors at the conference. As last year, proceedings of all papers presented at
the conference will be submitted for inclusion in the IEEE Xplore digital library. All submissions must be formatted by
following the IEEE 8.5” x 11” two-column format.

Important Dates

Jan 12, 2024: Submission deadline March 01 — March 05, 2024: Rebuttal phase




EMEA:

TinyML
“Amplifying
Impact”

Abstract due Jan 31, 2024

https://www.tinyml.org/news/emea-2024-call-for-presentations-and-posters/

tinyML EMEA
June 24 -26, 2024 in Milan, Italy

The tinyML EMEA Innovation Forum 2024 invites submissions for presentations and posters that embody
the theme of "Amplifying Impact - Unleashing the Potential of tinyML." We are seeking contributions
that focus on impactful technical advancements in the field of tinyML and articulate the broader impact
of tinyML across different industries, disciplines, and societal challenges. We encourage submissions
from both industry and academia.

The scope of interest of the tinyML EMEA Innovation Forum 2024 includes, but is not limited to:

Key Focus Areas:

L

Impact Across Industries
Explore and articulate how tinyML is making a tangible impact across diverse industries.

[¢]

o Showcase the transformative effects of tinyML in real-world scenarios.

2. Impactful Technical Advancements:

o Delve into the latest technical advancements in tinyML with a strong emphasis on their impact.
o Submissions are encouraged in the area of Hardware, algorithms, models, software, sensors, and
deployment/ MLOPS, highlighting practical aspects and demonstrating how these advancements
contribute to increased impact.

3. Positive Change: tinyML for Good:

o Explore the positive impact of tinyML across themes such as the environment, ethics, security, safety,
and reliability.

o Highlight how tinyML can contribute to positive change, democratizing Al, and making it accessible to
communities that need it most.

4. Distributed Solutions:
o Discuss and showcase distributed tinyML solutions, low code, federated Learning, distributed learning.
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Thank You

Andrea.Dunbar@CSEM.ch

Simon Narduzzi (PhD)
Dorvan Favre (Master)
Qian-Qian Feng (Master)
Nicolas Cantale

Romain Gaulier

Rémy Vuagnaux




EAI

https://www.hipeac.net/2024/munich/#/program/sessions/8129/

The Workshop on Driving Next-Gen Edge Al Technologies is part of the HIPEAC 2024 Conference held in Munich, Germany.

The workshop is co-organised by large-scale Chips JU EdgeAl, ANDANTE, REBECCA, CLEVER, NEUROKIT2E and Horizon
Europe dAIEPGE projects to exchange ideas for providing a set of reference comprehensive benchmarking solutions by

bringing together a diverse community of experts, researchers, and industry leaders to collectively tackle the intricacies of
benchmarking in edge Al.
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Workshop Objectives

o To address the latest developments in the implementation
of edge Al technologies and present and discuss the
advances in intelligent embedded devices across the edge
Al computing continuum from micro- to deep- and meta-
edge. .

oTo advance the field of smart embedded devices by
systematically evaluating and comparing technologies for
edge Al.

o To identify the needs and current issues hampering the
benchmarking of edge Al systems and develop
methodologies and tools to enable fair and reliable
verification, validation, testing and performance
assessment across various use cases and domains.

oTh event plans to address these challenges head-on,
bringing together a diverse community of experts,
researchers, and industry leaders to collectively tackle the
intricacies of benchmarking in edge Al.
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Projects Involved

=i °
Ships;y

@ GeAl

)

S
&

CLEVER

NEUROKIT2E

dAIEDGE

Chips Joint Undertaking supports research, development, innovation, and future manufacturing capacities in the
European semiconductor ecosystem. Launched as part of the Chips for Europe Initiative, it confronts
semiconductor shortages and strengthens Europe's digital autonomy, engaging a significant EU,
national/regional and private industry funding of nearly €11 billion. www.chips-ju.europa.eu

EdgeAl (Edge Al Technologies for Optimised Performance Embedded Processing) develops new electronic components
and systems, processing architectures, connectivity, software, algorithms, and middleware through the combination of
microelectronics, edge Al, embedded systems, and edge computing. www.edge-ai-tech.eu

ANDANTE leverages innovative HW solutions to build strong HW/SW platforms for artificial neural networks (ANN) and
spiking neural networks (SNN) processors for future edge computing products, combining extreme power efficiency with
robust neuromorphic computing capabilities and demonstrate them in key applications. www.andante-ai.eu

CLEVER (Collaborative edge-cLoud continuum and Embedded Al for a Visionary industry of thE futuRe) proposes
innovations in hardware accelerators, design stack, and middleware software that revolutionize the ability of edge

computing platforms to operate federated, leveraging sparse resources that are coordinated to create a powerful
swarm of resources. www.cleverproject.eu

REBECCA (Reconfigurable Heterogeneous Highly Parallel Processing Platform for safe and secure Al) aims to democratize
the development of edge Al systems and create a complete hardware and software stack centered around a RISC-V CPU,
which offer higher performance, energy efficiency, safety, and security than existing systems. www.rebecca-chip.eu

NEUROKIT2E (Open source deep learning platform dedicated to Embedded hardware and Europe) proposes a Deep
Learning Platform for Embedded Hardware around an established European value chain (Al HW/SW). The solutions
developed support neural network design, optimisation, and implementation on constrained HW.

dAIEDGE is the European Network of Excellence for distributed, trustworthy, efficient, and scalable Al at the Edge and
promotes the application, development, and deployment of Artificial Intelligence (Al) on edge computing platforms.
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