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Introduction

Massive acceptance of Deep Learning tools Edge? Not quite there yet.
due to standardization

- A plethora of device architectures

O - Hence a lot of different tools
1| PyTorch
TensorFlow ?,: NumPy

€ ONNX

\C 'ij[llil,-\ cuDNN

Mastering each tools is a lot of efforts.

Comparing two devices requires expertise
on platform, and careful implementation.

— Need to standardize the deployment phases
— Remove «adoption» barrier for fast prototyping
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State-of-the-art

“*Available Frameworks
Edge
»EdgeSimPy: Simulations of Edge Servers (network load)
»Nvidia EGX: Optimization library for Nvidia Edge servers
»TensorRT: Optimization library for production models on Nvidia

Very edge

»>Apple CoreML : Running models on iOS devices

»TensorFlow Lite/Micro : Compilation for Microcontrollers and accelerators
»STM CubeMX: Keras/Onnx/TFLite models

»Edge Impulse: SaaS for Edge Device optimizations

Copyright © 2024 5



State-of-the-art

“*Benchmarking: lot of benchmarks, few guidelines

»TinyMLPerf:
= Closed and Open track
= Requires manual implementation
= Optimizations are not clear

Lots of benchmarks, but no clear guideline
on the underlying optimizations.

Manual implementation for each device in
»DeepEdgeBench and EdgeBench the benchmark -> Black box, independent
= No clear guidelines for deployement
= Few devices supported
= Adaptability

»EMBCC MLMark, EdgeAl Bench, ...
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NeurlO : A Python Library for Deployment on Edge Devices

— N — Standardization

Adaptability

N e u rl O High-level

Prototyping and testing
https://neurio.org
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Methodology

Device Preparation

Model training

Data collection —— Data annotation H Data preprocessing H Model Definition H Model training H Model evaluation

1

Model preparation

Model optimization H Model quantisation —— Model conversion

l

Inference code generation

Inference script generation H [optional] Compilation

l

Deployment

Transfer of model to device —+ Transfer of executable code to device

Inference

Data preparation

Data Preprocessing ———# Subsample batch —— Data transfer to device memory

l

Inference

/D Measure inference —\

Load model —— Load batch data = Run inference Transfer results to workstation

\D Save predictions —/

l

Reporting

Aggregate results ——» Compute KPI — Display KPI
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Implementation : Abstracting the device

(XX
Workstation Workstation Tass bowt
[ modelhs | [ data.npy | [ modelhs | [ data.npy |
). dir: str = None, *x

Convert to Generate source code for L4R9 .

TFLite STM32CubeMX c°"TVe';r:::|I;L'te
Tensorflow X-CUBE-AI

tflite file tflite file
A 4 A4

Generate C i Convert to

model sl = KModel

X-CUBE-AI NNCase
.cfiles .kmodel files

" — Compute
Compile Generate scripts in KPls
GCC MicroPython Python
Make Compute KPIs Python 7
ata.npy
.elf file F Python infer.py Batch process
v v Y
elf fi Upload Kmodel
Upload .elf file Validate ploa |:no e Upload Data Dou{nl?ad
STM32Cube X-CUBE-AI and scripts RShell predictions
Programmer report.txt Python, RShell RShell
Ik
return
ST-Link UART UART UART UART
Predict e w‘ | nf ‘, s yfile: bool = True):
Sipeed > dataset S
. Micropython
STM32L4R9 MaixPy Dock M1 By
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Deploying a model using NeurlO

import tensorflow as tf

import numpy as np

import os

from neurtio. . .st. import STM32
from neurio. . import Runner

log_dir = os. . ("logs-STM32L4R9-float32")
stm_device = STM32(port='serial', device_identifier="STM32L4R9", name='stm32', log_dir=log_dir)

runner = Runner(stm_device)

model = ...
input_data

runner. (model, quantize=True)
pred, prof runner. (input_x=input_data, batch_size=1)

print(pred)
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Implementation

Device Callbacks
Runner
Physical Virtual PowerMonitoring
Timer prepare_for_inference()
STM32L4R9
STMicroelectronics NUCLEO-H723ZG
Logger :
infer()
Edge TPU TFLite
Google Coral
NCC- Simulator
Kendryte K210
Canaan
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Implementation

Benchmarking

Model-based Task-based
e Trypiper
Cell-based MobileNetv2 block
Architecture-based MobileNety2

ViT
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Layer-based Benchmarking

NUCLEO-H723ZG x STM32H7471-DISCO x
Inference Rate of Supported OPs

1000000
@ NUCLEO-L552ZE-Q
100000 o
-
@® STM32L4R9 ®
-
N NN N @
@ NUCLEO-H723ZG eg®®ecooo 0, ©
10000 ° e®
o®
STM32H7471-DISCO seneatoee s
" 8 e00c00ccoe0tocooe
~ ]
1000
@ o000 8
g ecce08888
v
2 &  Processor ARM Cortex M7 Processor ARM Cortex-M7
e 100 SO0 ONAAIOMIAANIAS
[ ] 0 Clock speed 0 Clock speed
550000000 Hz @ 200000000 Hz
10 0000000000000 000
¥  Romsize 1000000 8 & Romsize 2000000 B
1
[J Ramsze 1000000 B [J Ramsize 1000000 B
0.1
8 z 3 8 s & o Y ] 3 o 3 (=) a s B 5 3 g 3 i
S B g g 2 H 3 3 3 g g 2 g 2 S ] 3 & 2 3 B Attributs [FeU) B8 Attributs [FPU, Chrom-ART Accelerator]
S 2 2 3 3 & & 8 3 & 3 g @ | s &g = 3 B
s 3 & € ¢ § & & & £ ¥ £ g % & & £ 3§ : &
o o w = 3 3 3 3 5 2 3 % z = <] a 5 3 g
] 2 = g 2 = 2 R & ) 8 - H 3 e = 2 OV mmdiassiian 455.76 mW @  Power consumption 76233 mW
2 g © & & & & & & & ¢ 5 & 3 e 5
o & ~ S ~ ~N ~ o =3 bd = < ~
i = 5 S & & & 2 8 R 2 = 5
o & o b & & 3 & c z S rrke 27.55¢€ $  Price 92.15 €
i s i & 0 R 'S
i £ 9 % [ / 2
“ 2 &
|
L Supported Ops Supported Ops
2 2
g g
g | g
3 5

|

] iﬂ n_m h||||‘x[ ‘ l \E‘J n_m Jtl\ | | ‘ M
78 /191 84 /191

Copyright © 2024



Model Based-benchmarking

Inference Rate of Standard Models
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Monitoring consumption with NeurIO

import tensorflow as tf

import numpy as np

import os

from neurio. . NGH import STM32
from neurio. . import TimerSyncCallback
from neurio. . import Runner

model = tf. . . ("./assets/experiments/lenet_model.h5")

(x_train, y_train), (x_test, y_test) = tf. . . . ()
input_data = x_test. (np. )

log_dir = os. . ("logs-STM32L4R9-float32")
stm_device = STM32(port='serial', device_identifier="STM32L4R9", name='stm32', verbose=
log_dir=log_dir)

runner = Runner(stm_device, callbacks=[
TimerSyncCallback(log_dir=1log_dir, name="time_sync")

1

runner. (model)
pred, prof = runner. (input_x=input_data, batch_size=1)

print(pred)
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Power-monitoring demonstration: STM32L4R9

Standby 86.9

Code generation - - 26 sec
Deployment 65.16 69.11 23 sec
Data Transfer 84.22 86.91 1.5 ms
Inference 87.47 90.84 1.8 sec
Power Monitoring Data Transfer
100 - [ I R T
Deployment / Flashing Inference
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Released

3 Families of devices
- STM
- Google Coral
- Canaan

Architecture benchmarks
Layer-based benchmarks

In-progress

Energy monitoring
Arduino support
‘Universal’ Converter

- Tflite

- ONNX

- Torch

- Keras

Extended benchmarking

Future Developments

Event-based tasks
Sparsity-aware benchmarks
Neuromorphic platforms
Your platform

Huge thanks to contributors!

Dorvan Favre

Qian-Qian Feng
Nicolas Cantale
Romain Gaulier
Rémy Vuagnaux
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Conclusion

“*Removes the ‘expertise’ barrier

“*Standard way of deploying model at the edge
“+*Standardizes the “phases” of deployment
“*Allows to rapidly benchmark a use-case

“+*Need for standardization of benchmarking
O https://github.com/csem/NeurlO
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EAI

https://www.hipeac.net/2024/munich/#/program/sessions/8129/

The Workshop on Driving Next-Gen Edge Al Technologies is part of the HIPEAC 2024 Conference held in Munich, Germany.

The workshop is co-organised by large-scale Chips JU EdgeAl, ANDANTE, REBECCA, CLEVER, NEUROKIT2E and Horizon
Europe dAIEPGE projects to exchange ideas for providing a set of reference comprehensive benchmarking solutions by

bringing together a diverse community of experts, researchers, and industry leaders to collectively tackle the intricacies of
benchmarking in edge Al.
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Workshop Objectives

o To address the latest developments in the implementation
of edge Al technologies and present and discuss the
advances in intelligent embedded devices across the edge
Al computing continuum from micro- to deep- and meta-
edge. .

oTo advance the field of smart embedded devices by
systematically evaluating and comparing technologies for
edge Al.

o To identify the needs and current issues hampering the
benchmarking of edge Al systems and develop
methodologies and tools to enable fair and reliable
verification, validation, testing and performance
assessment across various use cases and domains.

oTh event plans to address these challenges head-on,
bringing together a diverse community of experts,
researchers, and industry leaders to collectively tackle the
intricacies of benchmarking in edge Al.
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Projects Involved
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CLEVER

NEUROKIT2E

dAIEDGE

Chips Joint Undertaking supports research, development, innovation, and future manufacturing capacities in the
European semiconductor ecosystem. Launched as part of the Chips for Europe Initiative, it confronts
semiconductor shortages and strengthens Europe's digital autonomy, engaging a significant EU,
national/regional and private industry funding of nearly €11 billion. www.chips-ju.europa.eu

EdgeAl (Edge Al Technologies for Optimised Performance Embedded Processing) develops new electronic components
and systems, processing architectures, connectivity, software, algorithms, and middleware through the combination of
microelectronics, edge Al, embedded systems, and edge computing. www.edge-ai-tech.eu

ANDANTE leverages innovative HW solutions to build strong HW/SW platforms for artificial neural networks (ANN) and
spiking neural networks (SNN) processors for future edge computing products, combining extreme power efficiency with
robust neuromorphic computing capabilities and demonstrate them in key applications. www.andante-ai.eu

CLEVER (Collaborative edge-cLoud continuum and Embedded Al for a Visionary industry of thE futuRe) proposes
innovations in hardware accelerators, design stack, and middleware software that revolutionize the ability of edge

computing platforms to operate federated, leveraging sparse resources that are coordinated to create a powerful
swarm of resources. www.cleverproject.eu

REBECCA (Reconfigurable Heterogeneous Highly Parallel Processing Platform for safe and secure Al) aims to democratize
the development of edge Al systems and create a complete hardware and software stack centered around a RISC-V CPU,
which offer higher performance, energy efficiency, safety, and security than existing systems. www.rebecca-chip.eu

NEUROKIT2E (Open source deep learning platform dedicated to Embedded hardware and Europe) proposes a Deep
Learning Platform for Embedded Hardware around an established European value chain (Al HW/SW). The solutions
developed support neural network design, optimisation, and implementation on constrained HW.

dAIEDGE is the European Network of Excellence for distributed, trustworthy, efficient, and scalable Al at the Edge and
promotes the application, development, and deployment of Artificial Intelligence (Al) on edge computing platforms.
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