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Neuromorphic and Hardware Efficient Edge-Al & loT Research

@ imec the Netherlands
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What is special with Neuromorphic processing

= Asynchronous processing = Low power
= Event / Dataflow driven "» = ...by exploiting sparsity

= ALU near/in memory Low latency
= ...by exploiting high

temporal precision
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What is special with Neuromorphic processing

= Asynchronous processing = Low power

= Event / Dataflow driven "» = ...by exploiting sparsity
= ALU near/in memory -

Low latency

o . standard /]q“/]lll
= ...by exploiting high e Lrilii g A A

temporal precision
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imec (2020): planning transition from pBrain ... to Seneca

Mostly an experiment Mature accelerator

|-
= 40nm = Small node (currently 28nm)
= |st digital, yet fully asynchronous = GALS for vectorized computations
= 336 physical neurons, 3 lyrs, | core = Scalable up => time-multiplexing
= Distributed memory (registers) = Scalable out => multi-core & multi-tiled
= ULP: 70uVW, 340n] / inference = Support different memories & 3D stacking
= Limited programmability = Highly programmable

= Maybe not ULP but still very LP
“unec :
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Small node (currently 28nm)

GALS for vectorized computations
Scalable up => time-multiplexing

Scalable out => multi-core & multi-tiled
Support different memories & 3D stacking
Highly programmable

Maybe not ULP but still very LP



imec (2024): Scalable Energy efficient NEuromorpchic Computer Arch

How it works .... will help understand its evolution and design choices

Each Seneca core

Inst-Mem RISC-V Controller

Shared memory Prefetch Unit
Event Generator

NPE 7

I
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imec (2024): Scalable Energy efficient NEuromorpchic Computer Arch

How it works .... will help understand its evolution and design choices
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imec (2024): Scalable Energy efficient NEuromorpchic Computer Arch

How it works .... will help understand its evolution and design choices
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imec (2024): Scalable Energy efficient NEuromorpchic Computer Arch

How it works .... will help understand its evolution and design choices
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Evolution of SENECA

2020 - 2024
= Array of RISC-V
= NoC

= Neuron Processing Elements
= Loop Controller

* Event Generator

= Spike Grouping

* NoC revisited

= Depth-First Processing

= Task FIFOS (Asynchronization)
= Shared Memory

= Synaptic Delay accelerator

= Open-source SENECA Lite
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Starting point ...

Studying similar architectures

=  SpiNNaker (ARM),

Loihi/TrueNorth/NeuronFlow (custom)

“mmec

Epiphany/Esperanto (RISC), _

Performance Comparison of Time-Step-
Driven versus Event-Driven Neural State
Update Approaches in SpiNNaker

Amirreza Yousefzadeh ; Mikel Solo ; Teresa Serrano-Gotarredona. All Aut

Benchmarking the Epiphany Processor
as a Reference Neuromorphic Architecture

Maarten Molendijk'?, Kanishkan Vadivel?, Federico Corradi™!,
Gert-Jan van Schaik!, Amirreza Yousefzadeh’, and Henk Corporaal®

limec, Netherlands
Technical University of Eindhoven, Netherlands

NeuronFlow: A Hybrid Neuromorphic — Dataflow
Processor Architecture for Al Workloads

O.Moreira; A Yousefzadeh; F. Chersi; A. Kapoor; R.-J. Zwartenkot; P.Qiso; G. Cinserin



Starting point ...

Studying similar architectures

=  SpiNNaker (ARM), Epiphany/Esperanto (RISC), _

Loihi/TrueNorth/NeuronFlow (custom)

The idea was to connect many tiny processors trough an
extendable network on chip (NoC):

= Distributed memory-processing
=  Event-driven Dataflow architecture

’ Ibex Core

Data Mem

One of the smallest RISC-V available One of the simplest NoCs available
(0.0lmm? @22nm) (low area, low perf.)
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Maarten Molendijk'?, Kanishkan Vadivel?, Federico Corradi™!,
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limec, Netherlands
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NeuronFlow: A Hybrid Neuromorphic — Dataflow
Processor Architecture for Al Workloads
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First version ready — essentially | core!

= Cadence Tools
= 22nm FDSOI technology node

Processor Memory (Mb) Area(mm?)
per core per core

IMEC SENECA
Intel Loihi 1
Intel Loihi 2
SpiNNaker2
IMEC uBrain

GML NeuronFlow
SpiNNakerl

IBM TrueNorth

“mmec

2.0
1.5
1.0
0.15
0.12
0.12
0.1

0.40
0.41
0.21
1.09
1.42
0.1
5.6
0.1

Number of
neurons
per core

Flex
1024
Flex
Flex
336
1024
Flex
256

Technology

22nm

14nm

Intel4
28nm

40nm

28nm
130nm
28nm

ADDRESS

2Mb Data Memory

200 f|/b

80 f|/b

0.0lmm




Application Benchmarking

Processor | Inference Energy
Benchmarking Keyword Spotting Efficiency on Neuromorphic Hardware o
Time (uS) (U))

Peter Blouw Xuan Choo Eric Hunsberger Chris Eliasmith

390 D 256 D 256 D Loihi | 3378 372
SpiNNaker2 1000 7.1
SENECA 7000 34 i
Inputs Outputs * Slower than Loihi-1

—> because Loihi has custom made processor, so faster

* Lower power than Loihi-1
—> Loihi implements a very complex neuron model

* Slower & higher power than SpiNNaker-2
—> SpiNNaker2 has vector processing unit, for more
efficient processing
“unec ’


https://arxiv.org/pdf/1812.01739.pdf

Vector pipeline: Neuron Processing Elements

SENeCA: Scalable Energy-efficient Neuromorphic
Computer Architecture

Amirreza Yousefzadeh ; Gert-Jan van Schaik ; Mohammad Tahghighi; Paul Detterer; St... #

Improves ...

= Performance

= Updating 8 neurons in parallel

= Complex neuron operations in | cycle
= Energy consumption

= BFI6 instead of INT32
= Single instruction overhead (SIMD)

PORT B (16 X n bits)

Caveat: Writing NPE assembly micro-code

MLD (RO, ADD1, 1) //load weight Wi j
MLD (R1, ADD2, 0) //load state wv;
ADD (R1, RO, R1) //vi= vi+ wij

MST (ADD2, R1, 1) //store R1 in v

“mmec B




Vector pipeline: Neuron Processing Elements

Improves ...

= Performance

= Updating 8 neurons in parallel

= Complex neuron operations in | cycle

= Energy consumption

= BFI6 instead of INT32
= Single instruction overhead (SIMD)

Caveat: Writing NPE assembly micro-code

SENeCA: Scalable Energy-efficient Neuromorphic

Computer Architecture

Publisher: IEEE s

Amirreza Yousefzadeh ; Gert-Jan van Schaik ; Mohammad Tahghighi; Paul Detterer ; St...

’

MLD (RO, ADD1, 1) //load weight Wi j
MLD (R1, ADD2, 0) //load state wv;
ADD (R1, RO, R1) //vi= vi+ wij

MST (ADD2, R1, 1) //store R1 in v
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PORT B (16 X n bits)




Application Benchmarking

Processor | Inference Energy
Benchmarking Keyword Spotting Efficiency on Neuromorphic Hardware °
Time (pS) (1))

Peter Blouw Xuan Choo Eric Hunsberger Chris Eliasmith

390 D 256 D 256 D Loihi | 3378 372
SpiNNaker2 1000 7.1
I I I I SENECAI 7000 34
SENECA2 1100 7
Inputs Outputs

S T
Time (pS) Energy (1)) Energy ((5)) Energy (1)) Energy (1))
RISC-V only 7000

Using NPEs 1100 3 2 1.5 7
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https://arxiv.org/pdf/1812.01739.pdf

Loop buffer / controller

Hierarchical controller system

Highly Flexible
controller

Loop Controller Custom controller
10x more power
efficient

* Load Instr. to NPEs

RISC-V Controller

*  Memory Address
calculation

* Loop index
calculation

“mmec

‘ Loop Controller

21




Loop buffer / controller

Hierarchical controller system

Highly Flexible
controller

RISC-V Controller

Loop Controller

“mmec

Custom controller

10x more power
efficient

Load Instr. to NPEs

Memory Address
calculation

Loop index
calculation

22




Application Benchmarking

Processor | Inference Energy
Benchmarking Keyword Spotting Efficiency on Neuromorphic Hardware Ti m e (l" S) (“j)

P B o o Bk e e Loihi | 3378 372
oP zeb 220 SpiNNaker2 1000 7.1
SENECAI 7000 34
SENECA2 | 100 7
Inputs Outputs SENECA3 550 3
Time (uS) Energy (D)) Energy (D)) Energy (D)) Energy (1))
RISC-V only 7000
Using NPEs | 100 3 2 |.5 7
Loop Contrl 550 0.2 1.3 1.2
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https://arxiv.org/pdf/1812.01739.pdf

Event Generator

Accelerate Spike Packetization:
* Threshold comparison
* Address calculation

Time (uS) (M)

Loihi | 3378 372
SpiNNaker2 1000 7.1
SENECAI 7000 34
SENECA2 | 100 7
SENECA3 550
,@_@\
SENECA4 400 2.1

“mmec




Shared memory

Creating a mem hierarchy
|. Reg. File per NPE
2. Data Mem per core

3. Shared mem across cores

Share mem

*  On-the-go reconfig. (scenario exchange)

= Support new memory technologies
(read-optimal, write-optimal)

* Potentially support for caching

SENECA: building a fully digital neuromorphic processor, design trade-offs and
challenges

Guangzhi Tang, " Kanishkan Vadivel, ! Yingfu Xu, ' Refik Bilgic, ? Kevin Shidgi, * Paul Detterer,  Stefano Traferro, !
Mario Konijnenburg, ! Manolis Sifalakis, ! Gert-Jan van Schaik,  and Amirreza Yousefzadeh® ! *

“mmec

Shared memory (SRAM/HBM / MRAM)

I-b Shared memory Prefetch
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Reducing Mem |/O: Weight/Activation Quantization & Spike-grouping

Batching of spike processing and low
precision data types to reduce SRAM

Time (uS) (M)

accesses Loihi | 3378 372
SpiNNaker2 1000 7.1
SENECAI 7000 34
SENECA2 1100 7
flvp:r: SENECA3 550 3
o SENECA4 400 2.1
SENECA5S 200 1.2

Spike
Grouping

Open the box of digital neuromorphic
processor: Towards effective algorithm-
hardware co-design

Guangzhi Tang, Ali Safa, Kevin Shidqi, Paul Detterer, Stefano Traferro,
Mario Konijnenburg, Manolis Sifalakis, Gert-Jan van Schaik, Amirreza
Yousefzadeh

Grouping



NoC evolution: the quest for efficient multicast solution

Packet Switching

* Large routing tables

* (Source-)Destination
based routing

¢ Outmost flexible

» Opportunistic routing
harder to debug

“mmec

Circuit Switching with

Segmented bus

» Compact routing tables

* Efficient resource util.

* Not particularly flexible

* Easier to debug,

* Challenging to prototype
(FPGA)

//s

Hard-wired Multicast
(Static Circuits)
* Flexible but manual ©

Multicast routing

* Compact routing tables

* Efficient resource util.

* Source-based routing,
sufficiently flexible

* Tractable routing easier
to debug

L o
-
Routing table ﬂ >

tabel | Outpus

West 1 [« A4

* Not scalable

* No routing, only forwarding
e Hardwired multicasting

e ..buying us time ...

West N+S+E

North S+E

2
2

South 2 N+E v
2

Core N+S+E

27



Depth first convolution + event sorting

Mapping the neural network to SENECA Cores
Normal convolution

Core | Core 2 C 3 Core 4
In L Ofe Out
ayer | Layer2 Layer3 Layer4 Pre Layer Kernel Post Layer
RN R SN T -
4 SENECA Cores’ activity s i . L
C4
c3
Cc2
(] —
=
° %
Time (ms) T N g 2 Depth first convolution
=
Pre L
4 SENECA Cores’ activity Layer sync g Q re -ayer N Kernel Post Layer
3 e |
4 & Firing ~=1-"
c3 ==l L
C1
cl
- e g
a 2 i - L2 - g
Time (ms) L "




Depth first convolution + event sorting

Mapping the neural network to SENECA Cores

Core | Core 2 Core 3 Core 4 Depth first convolution
Layer| Layer2 Layer3 Layer4 Pre Layer Kernel Post Layer
1__
4 SENECA Cores’ activity =T | 65 4
= 1T

c3

c2
Cl

Memory improvement

£
g0
L

153

X*Y*C => min(X,Y)*C*4 Pre Layer Post Layer

Time (ms) :
e - Max pool &
Processor Inference Energy Area* o | Mem release
Time (mS) (PJ) (mm?) a ’
n =1
Loihi | 5.74 o = - In mem
c
TrueNorth 4 108 192 a8 ,
+ Never loaded
MAX78000 8.3 215 NA

SENECA 1.1 12 .88 (*%) »



Synaptic delay accelerator

Use of synaptic (axonal/dendritic)
delays

= Model compression

® |ess params, shallower structure

= Activation sparsification

= Replace RNNs with FF-NNs

Input sLamp]e

Measurement SENeCA w/ DIPs  SENeCA w/o DIPs
stwork: 48-48-20
Energy 43.6 pJ 152 pJ
Latency 4.25 ms @“\ 18.3 ms
Memory 3.38 Mb \\\—;{1/ 3.34 Mb
DIP energy 0.98 pJ 0 pJ
stwork: 32-32-20
Energy 295 pJd 92.4 puJ
Latency 3.34 ms 13.6 ms
Memory 2.33 Mb 2.29 Mb
DIP energy 077 pJ 0 pd

“mmec

Hidden layer 1 Hidden layer 2 Output layer

S C : A o A o v g
g ‘- 60x oo C z 60x a“’“( ) ~z s
0 A > Delay . A g Delay a5, \ "é
S

LR LU "?”‘w I

Hidden layer 1 Hidden layer 2 Output layer
H1 H2
I ik ik ik Output spik
nput spikes » NCC spikes > D?Lay | ] nee spikes; | DT:,ay | 3| Nee utput spi es>
~* Mo T~
- \ ~ -
-~ \ N - -
- \ ~ NCC -
- =
- Delay IP \ L Pre / post processing
L ik < slgilkes Input buffer Mux / demux Output buffer: L;
i-1 SPIXES || yite Read + delayi o L;,spk L, spk spikes
controllerf... Memory ...{controller| ’ "l : —> "" —>
A RISC-V L, spk Neurons
m ZSDF L, spk| NPEs

Empirical study on the efficiency of Spiking

Neural Networks with axonal delays, and

algorithm-hardware benchmarking

Alberto Patifio-Saucedo ; Amirreza Yousefzadeh ; Guangzhi Tang; F...

All Authors



Then ...and ... Now

2020

= Local-memory

= Single-level controller per core

= Simple packet switching NoC

= Yet another NM accelerator in breed

“mmec

2024

Memory hierarchy
...and experimenting with 3D stacking

3-level decentralised controller hierarchy
...and considering a 4t

Multicasting NoC

Co-optimization accelerates
evolution!



Seneca next ..

Event-based Camera Hard Attention

7 .‘# Gesture

ROI Prediction
ROI Generation

Classification

SENECA Neuromorphic Processor with TRIP

Hard-attention

= On-device learning w/ reduced memory

| Core 2Mb @ 4 Core 2Mb @ 4 Core 4Mb @
435 MHz 400 MHz 385 MHz

3D-tech integration

Sparse(r) store-n-compute

“mmec 2
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