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“*Introduction of mobile smart sensors
“+Edge Al and constrained devices
*Hardware and Software trends
“*Smart Glasses and Yolo
“TinyssimoYOLO Family

“*Results on novel processors

¢ Conclusion and future work
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Energy efficient and Mobile Systems

% Miniaturized intelligent devices are
today a commercial reality, widely used

by:
« Surveillance
« Monitoring
« Controlling access
 Drones
« Wearable

% Today “smart” device rely on batteries
with few hours of operation time and
few of them are smart.

. A
< Battery in the range of few hundreds M

of mAh _—
N‘r

MIT News
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Embedded Edge AI (TinyML) vs Cloud

» Latency/reliability
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Figure reference: Accelerating Implementation of Low Power Artificial

Intelligence at the Edge, A Lattice Semiconductor White Paper, November 2018
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Setting Things into Perspective

Peak Performance (GOps/sec)
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Setting Things into Perspective
GPT-4 ~175 billion parameters

THE DRIVE TO BIGGER Al MODELS

The scale of artificial-intelligence neural networks is growing exponentially, as measured A~>
by the models’ parameters (roughly, the number of connections between their neurons)*. G PT 4 1 TB RAM

Neuronal Networks
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AI Workloads from Cloud to Edge (Extreme?)
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Extreme edge Al challenge
Al capabilities in the power
envelope of an little cores:
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Hardware Platforms

275 TOPS/s @ 15-60W
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Smart Glasses with You only look Once - YOLO

)
Speed Speed \
. I T
Model size  MAP™ o oNNX | A100 TensorkT | Params  FLOPs W
(pixels) 50-95 (M) (B)
(ms) (ms)
|
“ YOLOv8n 640 373 80.4 0.99 3.2 8.7
()
X
o YOLOv8s 640 449 128.4 1.20 { i [8 28.6
0
3
YOLOv8m = 640 50.2 234.7 1.83 25.9 789
YOLOvSI 640 52.9 375.2 2.39 43.7 165.2
YOLOv8x 640 53.9 479.1 3.53 k68.2 257.8/

o mAP"¥ values are for single-model single-scale on COCO val2017 dataset.
Reproduce by yolo val detect data=coco.yaml device=0

e Speed averaged over COCO val images using an Amazon EC2 P4d instance.
Reproduce by yolo val detect data=cocol28.yaml batch=1 device=0/cpu

R a1 | L : ° i
Somm l YOLO models for Object Detection Explained
[YOLOvV8 Updated] :
Nikolaj Buhl
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Tinyissimo YOLO -
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J. Moosmann, M. Giordano, C. Vogt and M. Magno, "TinyissimoYOLO: A
Quantized, Low-Memory Footprint, TinyML Object Detection Network for Low
Power Microcontrollers,"” 2023 IEEE 5th International Conference on Atrtificial
Intelligence Circuits and Systems (AICAS), Hangzhou, China, 2023, pp. 1-
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Introducing Family of TinyissimoYOLO versions

Starting point is TinyissimoYOLO[1] but:

. . NI o
“*256x256 pixels resolution % i ==
\/ M 1 A . 33333333 ﬁwé @EXDX @
*e 20 d Iffe rent d etection cC | asses - B =
‘»Evaluation on full PascalVOC([2] dataset

TinyissimoYOLOv1.3 TinyissimoYOLO[1] From YOLOv3 959k
TinyissimoYOLOvV5 YOLOvV5 (MF*=0.15) From YOLOV3 260 889k
TinyissimoYOLOv8 YOLOv8 (MF*=0.18) From YOLOV3 223 839k

*MF: multiplication factor

[1] J. Moosmann, M. Giordano, C. Vogt, and M. Magno, “TinyissimoYOLO: A Quantized, Low-Memory Footprint, TinyML Object detection Network
for Low Power Microcontrollers,” 2023.

[2] M. Everingham, L. Van Gool, C. K. Williams, J. Winn, and A. Zisserman, “The pascal visual object classes (voc) challenge,” International
journal of computer vision, vol. 88, pp. 303—-338, 2010.

24.01.2024 Dept. of Informatl ecr_|ogy and Electrical
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TinyissimoYOLO Comparison

Results: mAP in Perspective - we're getting there...

Networ | mAP
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New trend and commercial platform

Evaluate the performance in terms of Latency, Computation power,
Energy Efficiency, of below 200mW power platforms.

PULP
(ETH Prof. Benini) MAX78000
9X-RISC-V Parallel

BLOCK DIAGRAM
' Bluetooth WiFi LT

(2]
4 |m

G CXD5602 l SDIO/UART/I
CORTEX®-M4 —=taees

ApO”O Amblq 4. Serial Flash eMMC

ARM Cortex-M4F S Dual Core
orex oy - Arm Cortex-M4
Spresense XMOS - XCORE.Al GAP9 RISC.V
CXD5602 GREENWAVES
6xX ARM- Parallel - HW C TECHNOLOGIES ’” HW Accelerator
Cortex-M4
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Banchmark of commercial MCUs

TinyissimoYOLO [1] = Accelerated MCUs for Al /&

10 996 i 107
_ Further TinyissimoYOLOv Evaluation[4]
(8]
} 8T - GAP9 is ideal commercial & General MCU platform for Al ¢4
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Hm MAX78000 N H7A3 B L 4R9 Apollo multi-GAP9@(0.65; 150MHz) GAP9-NE16@(0.65V; 150MHz)

[4] Moosmann J, Mueller H, Zimmerman N, Rutishauser G, Benini L, Magno M. Flexible and fully quantized ultra-lightweight tinyissimoyolo for ultra-low-power edge systems.
arXiv preprint arxXiv:2307.05999. 2023 Jul 12.
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GAP9 implementation results

Results
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System Init

Post-
Processing

Image Capture Demosaic DNN Inference

BLE
Transfer

= == GAP9 power

e System Init
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Time (ms)

34.69ms 4.87ms 16.86ms

- Image capture + Demosaic +

DNN Inference + Post Processing
at the max speed of 370MHz

- Always on and active inference

- 9.3 h battery runtime @
150mAh

- This is the worst case scenario.
With new training and parallel
processing the total time can be
reduce of 50%.
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Demo in real time on glasses!

ISP4520+BLE nPM1300

Camera connector
Board connector
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Conclusion

“*Proposed 3 versions of TinyissimoYOLO - v1.3, v5 and v8
TinyissimoYOLOvVS: 840kB, 42%mAP, 34ms, 2.5m])

“*In-depth comparison of quantized on-device execution
> (size vs. detection accuracy vs. latency vs. energy)

Copyright © 2024

“*Designed novel smart glasses system
“*Daylong example application running on battery (9.3h)@150mAh

Dept. of Information Technology and Electrical

“*Underlined the importance of using hardware acceleration for ML (i.e. GAP9)




Future work Very Flexible Model for different use-cases

“*Embedded Fast Object detection and tracking (i.e Drone detection)
“*Very fast Eye-tracking in-glasses

Bonazzi, Pietro, Sizhen Bian, Giovanni Lippolis, Yawei Li,
Sadique Sheik, and Michele Magno. "A Low-Power
Neuromorphic Approach for Efficient Eye-Tracking." arXiv
preprint arXiv:2312.00425 (2023).
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It is a large group work ©

Research

The Center for Project-based Learning focuses its research on energy efficiency for
embedded systems and smart sensors over a very wide range of applications.
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