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Outline

• Why automating SIL/HIL testing is important

• State-of-the-art AI benchmarking

• Concept, frameworks, environments, and platforms

• Benchmarking results

• Future research and conclusions
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Introduction: Why Automating SIL / HIL is Important
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State-of-the-art
❖YOLOBench: Benchmarking Efficient Object Detectors on Embedded 

Systems – Aug 2023 - 2307.13901.pdf (arxiv.org)
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YOLOBench - fair, controlled comparison of 
detectors with a fixed training environment 
(code and training hyperparameters).
https://github.com/Deeplite/deeplite-torch-zoo 

- NVIDIA Jetson Nano GPU (ONNX Runtime, 
FP32)
- Khadas VIM3 NPU (AML NPU SDK, INT16)
- Raspberry Pi 4 Model B CPU (TFLite with
XNNPACK, FP32)
- Intel® Core i7-10875H CPU (OpenVINO, FP32)

But how much does the software deployment
and tooling environnent impact the runtime 
performance of the model?

https://arxiv.org/pdf/2307.13901.pdf
https://github.com/Deeplite/deeplite-torch-zoo
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Concept
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Framework Git Version Date

ARMCL https://github.com/ARM-software/ComputeLibrary v20.08 2020.08.21

CAFFE-SSD https://github.com/weiliu89/caffe caffe-ssd 2018.01.03

LPDNN https://gitlab.com/bonseyes/lpdnn/sdk V20201120 2020.11.20

LPDNN (Opt) https://gitlab.com/bonseyes/lpdnn/sdk V20201120 2020.11.20

MNN https://github.com/alibaba/MNN v1.1.0 2020.11.03

NCNN https://github.com/Tencent/ncnn V20200916 2020.09.16

OPENCV4 https://github.com/opencv/opencv v4.2.0 2019.12.20

PADDLE-LITE https://github.com/PaddlePaddle/Paddle-Lite v2.3.0 2020.02.22

TENGINE-LITE https://github.com/OAID/Tengine v1.0 2020.10.05

TENSORFLOW-LITE https://github.com/tensorflow/tensorflow v.2.5.0 2020.11.03

TVM / TVM (Opt) https://github.com/apache/tvm v0.7.0 2020.10.02

TVM / TVM (Opt) https://github.com/apache/tvm v0.8.0 2021.11.21

TVM / TVM (Opt) https://github.com/apache/tvm v0.9.dev 2022.04.17

Embedded Inference Frameworks
Overview of Frameworks Evaluated

bonseyes.com

https://github.com/ARM-software/ComputeLibrary
https://github.com/weiliu89/caffe
https://gitlab.com/bonseyes/lpdnn/sdk
https://gitlab.com/bonseyes/lpdnn/sdk
https://github.com/alibaba/MNN
https://github.com/Tencent/ncnn
https://github.com/opencv/opencv
https://github.com/PaddlePaddle/Paddle-Lite
https://github.com/OAID/Tengine
https://github.com/tensorflow/tensorflow
https://github.com/apache/tvm
https://github.com/apache/tvm
https://github.com/apache/tvm
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Hardware Platforms
Supported Benchmark Hardware Platforms

RPI2B / RPI3B+ / RPI4B Jetson Nano / Xavier NX / 

Xavier AGX / Drive AGX

Intel NUC

8th / 9th / 10th / 11th Gen

iMX8

QuadMax / Nano

ARM A7/A53/A72 ARM A57/Camel V8.2 Intel i3/i5/i7 ARM A35/A53/A72

Vulkan GPU CUDA or Vulkan GPU Vulkan GPU Vulkan GPU

OS Linux Ubuntu Based OS Linux Yocto Based
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Methodology 
Overview of Benchmark Environment Used

Benchmark Protocol Test inference latency of common CNN model architectures using ImageNet

classification models using a variety of SoA embedded inference frameworks

using a stable and common benchmarking infrastructure. Run 30 times with

warm-up and voltage, frequency, and temperature monitoring to ensure no 

frequency scaling during benchmarking and constant voltage.

Models ImageNet classification (224x224) using reference ONNX models (Caffe

when not supported). A total of 28 model architectures.

Inference Frameworks (C++) ARMCL, Caffe-SSD, LPDNN, MNN, OPENCV, PADDLE-LITE, TENGINE-

LITE, TENSORFLOW-LITE, TVM

Hardware + OS Raspberry Pi 4 Model B Rev 1.1 + Ubuntu 20.04.1 LTS aarch64

Compiler GCC 9.3

CPU 1-4x CPU (Arm Cortex A-72 @ 1.5 GHz)

Memory 4GB
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Mean Std Speed-Up

LPDNN-v0.4.rel [11/20] (Opt) 238.40ms 3.95ms 3.91

LPDNN-v0.4.rel [11/20] 248.00ms 3.36ms 3.76

A 251.60ms 3.23ms 3.71

B 259.60ms 7.59ms 3.59

C 274.80ms 4.38ms 3.40

D 305.67ms 3.09ms 3.05

E 318.40ms 7.41ms 2.93

F 347.00ms 3.39ms 2.69

G 365.00ms 6.96ms 2.56

H 375.60ms 3.66ms 2.48

I 381.20ms 7.32ms 2.45

J 474.40ms 7.81ms 1.97

K 506.60ms 3.42ms 1.84

J 543.60ms 10.01ms 1.72

K 588.60ms 5.63ms 1.59

OpenCV 4.2 933.00ms 21.84ms 1.00

Embedded Inference Framework Benchmarking
Latency (ms) Average for ImageNet Benchmark (5 Model Architectures)

bonseyes.com

~3.9x
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1LPDNN (1.6x) vs TVM (1.0x)

Latency (ms) Average Across All Model Architectures

Mean Std Speed-Up

LPDNN On-Device Tuning 238.40ms 3.95ms 3.91

LPDNN Unoptimized 248.00ms 3.36ms 3.76

A 251.60ms 3.23ms 3.71

B 259.60ms 7.59ms 3.59

C 274.80ms 4.38ms 3.40

D 305.67ms 3.09ms 3.05

E 318.40ms 7.41ms 2.93

TVM-v0.8.0.rel [11/21] (Opt) 347.00ms 3.39ms 2.69

TVM-v0.9.dev.rel [04/22] (Opt) 365.00ms 6.69ms 2.56

TVM-v0.9.dev.rel [04/22] 375.60ms 3.66ms 2.48

TVM-v0.8.0.rel [11/21] 381.20ms 7.32ms 2.45

TVM-v0.7.0.rel [10/20] (Opt) 474.40ms 7.81ms 1.97

F 506.60ms 3.42ms 1.84

TVM-v0.7.0.rel [10/20] 543.60ms 10.01ms 1.72

G 588.60ms 5.63ms 1.59

Opensource Baseline 933.00ms 21.84ms 1.00

bonseyes.com

~1.6x
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LPDNN (2.23x) vs TVM (1.26x) vs ONNX Runtime (1.0x)

RPI4 ARM Coretex-A72 | Average Latency (ms) of 28 Architectures

bonseyes.com

Model Architecture /

Inference Time (ms)

LPDNN

lne v0.1.1

TVM

v0.8.0

LPDNN

onnxruntime

v.1.10.0

regnet_x_3_2gf 617 967 1588

regnet_x_8gf 1325 2325 3549

regnet_x_16gf 2616 4959 5525

regnet_x_32gf 4937 9643 9988

regnet_x_400mf 116 156 294

regnet_x_800mf 213 255 506

regnet_y_1_6gf 374 510 924

regnet_y_3_2gf 694 911 1511

regnet_y_8gf 1647 2738 3306

regnet_y_16gf 2759 6154 5480

regnet_y_32gf 4881 10032 10917

regnet_y_400mf 129 166 284

regnet_y_800mf 222 323 499

Average 1102.43 1942.89 2455.39

Speed-Up 2.23 1.26 1

Model Architecture /

Inference Time (ms)

LPDNN

lne v0.1.1

TVM

v0.8.0

LPDNN

onnxruntime

v.1.10.0

alexnet 141 289 339

efficientnet_b0 239 290 506

efficientnet_b1 336 415 722

efficientnet_b2 369 485 775

efficientnet_b3 505 664 1054

efficientnet_b4 714 1007 1522

efficientnet_b5 1033 1462 2109

efficientnet_b6 1392 1999 3050

efficientnet_b7 1987 2782 4162

mobilenet_v2 144 132 267

resnet18 210 279 738

squeezenet1_0 134 275 372

vgg16 1199 2010 4161

wide_resnet50_2 1555 2686 3739

regnet_x_1_6gf 380 487 864
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Temperate vs Multi-threading (Number of Cores 1-4 CPUS)

RPI4 ARM Coretex-A72

LPDNN TENSORFLOW
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Future Research and Conclusion
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❖Automated HIL/SIL testing allows rapid testing and isolation of 
system level components impacting AI System performance

❖Baseline (ONNX-Runtime) to best inference engine (LPDNN) 
performance ~2.23x – choosing the right inference engine for a given 
hardware is important

❖Attention to monitoring temperature, voltage, and frequency to 
ensure so dynamic frequency scaling of hardware occurs

❖Scalable across many platforms and components

❖Future to extend to edge friendly transformers and quantized 
networks

❖Extend to new frameworks supporting neuromorphic computing
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EAI
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Driving Next-Gen Edge AI Technologies Workshop 
Munich, Germany, 17 January 2024

https://www.hipeac.net/2024/munich/#/program/sessions/8129/

The Workshop on Driving Next-Gen Edge AI Technologies is part of the HiPEAC 2024 Conference held in Munich, Germany. 

The workshop is co-organised by large-scale Chips JU EdgeAI, ANDANTE, REBECCA, CLEVER, NEUROKIT2E and Horizon 
Europe dAIEDGE projects to exchange ideas for providing a set of reference comprehensive benchmarking solutions by 
bringing together a diverse community of experts, researchers, and industry leaders to collectively tackle the intricacies of 
benchmarking in edge AI.
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Workshop Objectives
o To address the latest developments in the implementation 

of edge AI technologies and present and discuss the 
advances in intelligent embedded devices across the edge 
AI computing continuum from micro- to deep- and meta-
edge. . 

o To advance the field of smart embedded devices by 
systematically evaluating and comparing technologies for 
edge AI.

o To identify the needs and current issues hampering the 
benchmarking of edge AI systems and develop 
methodologies and tools to enable fair and reliable 
verification, validation, testing and performance 
assessment across various use cases and domains.

o Th event plans to address these challenges head-on, 
bringing together a diverse community of experts, 
researchers, and industry leaders to collectively tackle the 
intricacies of benchmarking in edge AI.
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Projects Involved
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dAIEDGE is the European Network of Excellence for distributed, trustworthy, efficient, and scalable AI at the Edge and 
promotes the application, development, and deployment of Artificial Intelligence (AI) on edge computing platforms. 

NEUROKIT2E (Open source deep learning platform dedicated to Embedded hardware and Europe) proposes a Deep 
Learning Platform for Embedded Hardware around an established European value chain (AI HW/SW). The solutions 
developed support neural network design, optimisation, and implementation on constrained HW. 

NEUROKIT2E

ANDANTE leverages innovative HW solutions to build strong HW/SW platforms for artificial neural networks (ANN) and 
spiking neural networks (SNN) processors for future edge computing products, combining extreme power efficiency with 
robust neuromorphic computing capabilities and demonstrate them in key applications. www.andante-ai.eu 

EdgeAI (Edge AI Technologies for Optimised Performance Embedded Processing) develops new electronic components 
and systems, processing architectures, connectivity, software, algorithms, and middleware through the combination of 
microelectronics, edge AI, embedded systems, and edge computing. www.edge-ai-tech.eu 

REBECCA (Reconfigurable Heterogeneous Highly Parallel Processing Platform for safe and secure AI) aims to democratize 
the development of edge AI systems and create a complete hardware and software stack centered around a RISC-V CPU, 
which offer higher performance, energy efficiency, safety, and security than existing systems. www.rebecca-chip.eu  

CLEVER (Collaborative edge-cLoud continuum and Embedded AI for a Visionary industry of thE futuRe) proposes 
innovations in hardware accelerators, design stack, and middleware software that revolutionize the ability of edge 
computing platforms to operate federated, leveraging sparse resources that are coordinated to create a powerful 
swarm of resources. www.cleverproject.eu   

Chips Joint Undertaking supports research, development, innovation, and future manufacturing capacities in the 
European semiconductor ecosystem. Launched as part of the Chips for Europe Initiative, it confronts 
semiconductor shortages and strengthens Europe's digital autonomy, engaging a significant EU, 
national/regional and private industry funding of nearly €11 billion. www.chips-ju.europa.eu 

http://www.andante-ai.eu/
http://www.edge-ai-tech.eu/
http://www.rebecca-chip.eu/
http://www.cleverproject.eu/
http://www.chips-ju.europa.eu/
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