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Introduction

Al Chips"
2024-203:
the Edge

Technology analyses an
geography, architecture,

Number -~ \rtificial Intelligence-Related Companies

CO2 Equivalent Emissions (Tonnes)

CO2 Equivalent Emissions (Tonnes) by Selected Machine Learning Models and Real Life Examples, 2022
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Source: Artificial Intelligence Index Report 2023,Stanford University

Source: www.kbvresearch.com
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Introduction

« We ought to do better !

* On-device and EdgeAl needed

« Ad-hoc Appplication Specific
Neural Networks

« Custom Computation Engines
* Neural Network Architecture
Specific
« Commodity hardware
including AI acceleration

(‘ embeddedworldazo=s
Exr blt on&Comerence

Why tinyML opportunity is so enormous?

Data is a new oil(electricity) and ML is a way to produce it

Data Sources:
Cloud ML -
* DNN on the cloud Storage and sharing
~ me?) * HW: TPU, FPGA, GPU, CPU
User provided: 4%
Edge ML 1. Pics
* Optimized algos and CNN-light 2. Audio
*SoC (with NPUs/NSP accelerators) 3. Clicks/likes
4. GPS, Location based
tiny ML 95%
« CNIN-micro REHI—_tlmem the
physical world
* MCU w/ HW accelerators
2ty 2 3 2ty 2y 4 . 4
CMOS IR IMUs Audio Environ/  Temperature  Optical
cameras cameras mics chemical Sensors

Asia Pacific Edge Al Market

Size, by Component, 2020 - 2030 (USD Billion) GRAND V FIEW RESEARCH

$2.18 $2.58 l I I
=muninll

2020 2021 2022 2023 2024 2025 2026 2027 2028 2029 2030
@ Hardware Software Edge Cloud Infrastructure Services

W, Erandviewresearch.com
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“*Introduction

“+Objective of the study

“*Ad-Hoc Neural Networks
“Implementation and measurements
“*Experimental results and result analysis
“*Next steps

“Summary and conclusion
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Goal of the Study

« Compare ad-hoc CNN implementations on OTS HW
o Search for a suitable CNN
o Implement it using a "standard" framework on commodity boards

<X Google  &y7..-o-
JETSON Coral &2

T

TensorFlow Lite
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Ad-Hoc Convolutional Neural Network Architecture

Layer AlexNet | Test 1 | Test 2 | Our Model
Conv2D 96, (11x11),s4 | 96, (11x11),s4 | 32,(7x7),s2 32, (7x7), s2
MaxPool2D (3%3), s2 (3%3), s2 (2x2) (2x2)
Conv2D 256, (5%5) 256, (5x3) - 1 Inception
MaxPool2D (3%3), s2 (3%3), s2 (3x3), s2 (3%3), s2
Conv2D 384, (3x3) 384, (3x3) 12, (1x1) 12, (1x1)
Conv2D 384, (3x3) 384, (3x3) 116, (3%x3),s2 | 116, (3%x3),s2
Conv2D 256, (3x3) 256, (3x3) 116, (3%x3),s2 | 116, (3x3),s2
MaxPool2D (3%3), s2 (3%3), s2 - -

FC/Dropout 4096 /0.5 - - -

FC/Dropout 4096 /0.5 - - -

FC 58 58 58 58

# params 58,495,738 4,258,554 465,590 478,150

# FLOPs 2,126,591,932 2,018,125,756 56,258,108 125,518,940
Accuracy Mean (%) | 97.16 96.94 95.09 99.89

Std. Dev. (+/-) 0.07 0.07 0.11 0.01

“Start from AlexNet and GoogleNet

<Prune, simplify and quantify

“*Manual trial and error iterative process, ...
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Validation Accuracy

<*Non-sharable industrial
process images dataset

“Originally 400x400 pixels

»Scaled to 224x224

Impact of image resizing over the rate of convergeance

0.9 +

0.8 4

0.7

0.6

0.5 ~——— 100 x 100px
—— 150 x 150px

0.4 — 200 x 200px
— 224 X 224pX
— 250 x 250px

0.3 4 w300 x 300px
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Epochs



Ad-Hoc Convolutional Neural Network Architecture

Concatenate
Oy =2  ~500K Parameters
v o Fits in small memories
Dense
% @x3), s=2 1x1) e ~1 25M OP/S
7 _ . . .
| } T o, se2 o Computationally intensive,
224 2 lﬁ e but still Ok
128 12 116 116
Flatt
e Max e * ~99% Accuracy on test
1 pooling pooling >8 dataset
128
a5
40 false_negatives
o 39 8 I false_positives
& 30
E 25
S 20 x
zZ . 10
10 |
5 9 9 5
I : LT AT Ty
PP g 438789 101112131455151?13;{1202121223242525272329303132333]:1:;:535373331;4%4142434445454?}3495051525135455555?53

Number of false negatives (FN) and false positives (FP) images for all 58 classes.
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Implementation Flow

« Post-training quantization (8-bit, float16)
o Accuracy > 97%
oMP1-GPU - TPU
(input.1 )

S - |
INT8 model  edgetpucompiler , | (imput10) /g dgeTPU | a———
| L I e o oo ot ————
/\ _c.ﬁ : hzuuzza—li _ == T
It : el el :
TensorFlow Post-tr.ain.ing ;5';,'0 i 2 i e :— :_? 1x224%224x1
model Qu:.antlzatlon = | (deniyr) ) Coral T G G S
(-tflite model) 5 R S % —— N edgetpu-cusiom-op
\} E STM32MP1 - :
,_g._‘ Cwm— @‘"‘/1
Float16 model A Jetson —
TV
‘—‘
o Conversion workflow to TF-lite model
- o Edgetpu-custom-op -t
o

=> all operations are supported and mapped to TPU
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System Level Metric Gathering

* Cheap USB Power Meter
o Full system power measurement
o Up to 1000 samples per second, forwarded to computer
0 0.1% maximum gain error for both voltage and current
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Results : Coral
+CPU (int8 and float16) and TPU (int8&)
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Results : Jetson Nano
+CPU (int8, float16 and float32) and GPU (float16)

Jetson/Power-float-gpu
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Jetson/Power-int-cpu
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*+CPU (int8 and float32)

Power (mWw)

MP1/Power-int-cpu
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Results : Apple to Apple Comparison

Power Comparison
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“*Experiment with other backends

o Apache MicroTVM (Clear gains according to J. Daugalas et al)
o Other lightweight ONNX targets?

“*Develop ad-hoc Hardware
o Further Quantification : 4, 2, even 1 bit
o Heterogeneous Quantification
o Although hard to generalize for OTS Hardware and SoA NN Architectures
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“*Power Efficient Edge Al :
o Custom Neural Networks
o Quantization

“*Trade-Offs with Commodity Hardware
o Inference/s/Watt : higher power-efficiency with TPU
o Watt : lower power with CPU
o Minimal batch size : issue for ultra-low power, low-throughput applications

*TPU/NPU
o Without surprise the most efficient solution
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Thank You

frederic.petrot@univ-grenoble-alpes.fr
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EAI

https://www.hipeac.net/2024/munich/#/program/sessions/8129/

The Workshop on Driving Next-Gen Edge Al Technologies is part of the HIPEAC 2024 Conference held in Munich, Germany.

The workshop is co-organised by large-scale Chips JU EdgeAl, ANDANTE, REBECCA, CLEVER, NEUROKIT2E and Horizon
Europe dAIEPGE projects to exchange ideas for providing a set of reference comprehensive benchmarking solutions by

bringing together a diverse community of experts, researchers, and industry leaders to collectively tackle the intricacies of
benchmarking in edge Al.
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Workshop Objectives

o To address the latest developments in the implementation
of edge Al technologies and present and discuss the
advances in intelligent embedded devices across the edge
Al computing continuum from micro- to deep- and meta-
edge. .

oTo advance the field of smart embedded devices by
systematically evaluating and comparing technologies for
edge Al.

o To identify the needs and current issues hampering the
benchmarking of edge Al systems and develop
methodologies and tools to enable fair and reliable
verification, validation, testing and performance
assessment across various use cases and domains.

oTh event plans to address these challenges head-on,
bringing together a diverse community of experts,
researchers, and industry leaders to collectively tackle the
intricacies of benchmarking in edge Al.

Copyright © 2024




Projects Involved

=i °
Ships;y

@ GeAl
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S
&

CLEVER

NEUROKIT2E

dAIEDGE

Chips Joint Undertaking supports research, development, innovation, and future manufacturing capacities in the
European semiconductor ecosystem. Launched as part of the Chips for Europe Initiative, it confronts
semiconductor shortages and strengthens Europe's digital autonomy, engaging a significant EU,
national/regional and private industry funding of nearly €11 billion. www.chips-ju.europa.eu

EdgeAl (Edge Al Technologies for Optimised Performance Embedded Processing) develops new electronic components
and systems, processing architectures, connectivity, software, algorithms, and middleware through the combination of
microelectronics, edge Al, embedded systems, and edge computing. www.edge-ai-tech.eu

ANDANTE leverages innovative HW solutions to build strong HW/SW platforms for artificial neural networks (ANN) and
spiking neural networks (SNN) processors for future edge computing products, combining extreme power efficiency with
robust neuromorphic computing capabilities and demonstrate them in key applications. www.andante-ai.eu

CLEVER (Collaborative edge-cLoud continuum and Embedded Al for a Visionary industry of thE futuRe) proposes
innovations in hardware accelerators, design stack, and middleware software that revolutionize the ability of edge

computing platforms to operate federated, leveraging sparse resources that are coordinated to create a powerful
swarm of resources. www.cleverproject.eu

REBECCA (Reconfigurable Heterogeneous Highly Parallel Processing Platform for safe and secure Al) aims to democratize
the development of edge Al systems and create a complete hardware and software stack centered around a RISC-V CPU,
which offer higher performance, energy efficiency, safety, and security than existing systems. www.rebecca-chip.eu

NEUROKIT2E (Open source deep learning platform dedicated to Embedded hardware and Europe) proposes a Deep
Learning Platform for Embedded Hardware around an established European value chain (Al HW/SW). The solutions
developed support neural network design, optimisation, and implementation on constrained HW.

dAIEDGE is the European Network of Excellence for distributed, trustworthy, efficient, and scalable Al at the Edge and
promotes the application, development, and deployment of Artificial Intelligence (Al) on edge computing platforms.
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