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Edge AI 
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• What is Edge AI

○ Edge AI allows computations to be done close to

where data is actually collected

• Advantages

○ Fast response time

○ Less total power/bandwidth

○ Increased security

○ Scalability
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Edge AI platforms
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• Qualcomm

○ AI-capable Snapdragon 8 Gen3 that run on smartphones and PCs

○ “multi-modal generative AI models, up to 10B parameters—solely on-device”

• NVIDIA

○ NVIDIA IGX Orin & Jetson Orin delivers 275 TOPS of AI performance

○ NVIDIA AI-on-5G unified platform

• University of California San Diego

○ NeuRRAM Neuromorphic chip running sizeable AI algorithms on smaller devices.

What about Europe??

• Axelera AI

○ AI acceleration module
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It is not an easy path…

Challenges

• Challenges

○ Limited HW Resources

○ Real Time Response

○ Low Energy

○ High Security

• What do we need?

○ Domain-specific SoCs/platforms integrating many-core CPUs, vector processors, HW

accelerators

○ HW Design Tools, Programming environments efficiently designing and programming such

domain-specific heterogeneous platforms

○ Complete SW stacks from application programming to runtime systems to satisfy hard real-time,

safety and security requirements, wherever possible, in a formal way
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REBECCA Approach

❖ 24 partners from 8 countries: €8.5M of EC and Member States funding

❖ 42 months of active research and development (now on 11)

Hardware
❖ Low-power RISC-V multi-core processor

❖ Low-power modular chiplet technology

❖ Security and AI accelerators (CNN, ML, 

Neuromorphic)

❖ REBECCA system comprising of REBECCA 

chip + FPGA

Software
❖ 3 different tool suites for Design Space 

Exploration, Safety and Security Modelling 

and Development 

❖ 2 Hypervisors

❖ 2 Runtime Environments

❖ 4 Real-world Use Cases
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FPGA vs ASIC
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Feature/Characteristic FPGA (reconfigurable NPU) ASIC (programmable NPU)

Neural Network quantization Variable-width integer quantization adjusting 

memory/computing requirements

Fixed-width integer quantization

Number of AI engines/neurons Variable number of engines Fixed number of engines

Neural network topology & layers Any topology (all-to-all, one-to-many, custom, 

etc.) and any layers

Fixed topology and layers

Design/Model update Firmware update New HW (old one binned)

Energy consumption for same 

design

Higher Lower

Clock Frequency Lower Higher

REBECCA heterogeneous platform incorporates AI/ML/CNN accelerators (NPUs) on ASIC (programmable NPUs) and FPGA (reconfigurable 

NPUs) enabling the use case to harness the benefits of both technologies: tailored FPGA design with high-performance ASIC
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REBECCA Chip SW/HW stack

Holistic Approach

❖ Runtime & Middleware

❖ Kubernetes

❖ RISC-V Compiler

❖ RISC-V processor

❖ Chiplets

❖ REBECCA chip

❖ REBECCA system
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REBECCA Hardware 

Category Subcomponents

RISC-V 

Processing 

System

RISC-V Main Processor Complex, AXI 

Crossbar for Central Interconnect

Accelerators on 

ASIC

Intrusion-Detection System (IDS) Module

Neuromorphic Accelerator

Near-memory Compute (NMC) 

Accelerator

Accelerators on 

Reconfigurable 

Logic

Watchdog AI Accelerator

FORTH AI Accelerator

ML Accelerator

CNN Accelerator

Chiplet 

Interconnection
Chip2Chip Interface

• REBECCA HW will consist of an ASIC with two identical processing chiplets and an FPGA 

• The processing chiplet consists of (i) a System-on-Chip (SoC) style integrated RISC-V 

processing system, including many RISC-V CPU cores and (ii) AI & Security accelerators. 

One chiplet communicates to an external FPGA.
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REBECCA RISC-V processor

REBECCA has chosen to build the processor subsystem upon the OpenHW group’s CVA6 processor core, which implements the

RV64GC RISC-V ISA, fully supporting a Unix/Linux operating system. EXAPSYS will provide the design and the NOC.

Core Open-source MMU
System 

Interfaces
SW support European Data width

Multi-core 

support

Lang 

Description

Instruction 

Execution

Issue 

Width

RISC-V 

extensions

IBEX Yes (Apache) no no OS yes 32-bit no
system 

verilog
in-order single I/E, M,C, B

CVA6
yes 

(SOLDERPAD)
yes AXI4 interface

linux, 

Hypervisor
yes 64bit

Through 

OpenPiton 

Project 

system 

verilog
in-order single IMACSU

Noel-V yes (GPL) yes AMBA (AXI4)
linux, 

Hypervisor
yes 64-bit yes VHDL in-order dual

IMAFDGC

HNB

Rocket yes (Apache) yes

Rocket Chip 

Coprocessor 

(RoCC) interface

linux, 

Hypervisor
no 64-bit yes Chisel in-order single 64GC

BOOM Yes (BSD) yes RoCC interface
linux, 

Hypervisor
no 64-bit yes Chisel out-of-order dual 64GC

SHAKTI          

c-class
Yes (BSD) yes AXI4 linux no 64-bit yes Bluespec in-order single 64GCSUN
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REBECCA AI Accelerators on ASIC

Intrusion-detection system module (TUC) for malicious 

activity detection and filtering

Category Subcomponents Partner

Accelerators 

on ASIC

Intrusion-Detection System 

(IDS) Module
TUC

Neuromorphic Accelerator IMEC

Near-memory Compute 

(NMC) Accelerator
LUND

IDS Module Specifications (Partner: TUC)

Specification Description Value Importance

I/O
AMBA-based AXI4 

streaming
Min. 64-bit wide Moderate

Control AMBA-based AXI4-lite 32-bit wide Moderate

Signature/Rule 

Storage

In close proximity 

BRAMs
Min. 512KB Moderate

Flag Port
Toggles in case a match 

is found
Single-bit Moderate

Frequency 

Target

Target for 22nm GF 

22FDX process
Min. 250MHz Moderate

Neuromorphic accelerator (IMEC) for efficient event-driven neural 

network computation

Neuromoprphic Accelerator Specifications (Partner:IMEC)

Specification Description Value Importance

Data Memory
Size of data memory 

(SRAM) per core
2Mb High

NPE

Number of NPEs for 

SIMD processing per 

core

8 Moderate

Controller
RISC-V controller of the 

core
IBEX Moderate

Cores
Number of Neuromorphic 

Cores
8 High

Area
Accelerator area per 

core (GF 22FDX)
0.46 mm2 Moderate

Overall Area 

Estimation

Accelerator overall area 

estimation (GF 22FDX)
5 mm2 Moderate

System 

Interconnect

Main System 

Interconnect IP to attach 

AXI4 memory mapped 

(64-bits address/data) 

AXI4lite (control)

High

Frequency
Target for 22nm GF 

22FDX process
High
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REBECCA AI Accelerators on Reconfigurable Logic

Category Subcomponents Partner

Accelerators 

on 

Reconfigurable 

Logic

Watchdog AI Accelerator SYN

FORTH AI Accelerator FORTH

ML Accelerator CSEM

CNN Accelerator POLITO

Watchdog AI Accelerator Specifications (Partner: SYN)

Specification Description Value Importance

Data Memory
Size of memory 

(BRAM/URAM)
128KBytes (TBD) High

Compute Cores Number of Cores TBD High

Area
AI Accelerator area on 

FPGA
TBD High

System 

Interconnect

Main System 

Interconnect IP to attach 
AXI4 memory mapped Low

Frequency Target (FPGA) 25 to 100MHz (TBD) High

CNN Accelerator Specifications (Partner: POLITO)

Specification Description Value Importance

Data Memory 

Interface

Used to read/write data 

to/from the memory

Open Bus Interface 

(OBI); can be connected 

to AXI4 with an adapter

High

Control Interface
Used to set up and 

control the NCE

AXI4 slave interface; can 

be connected as OBI 

slave

High

Number of MAC 

Units
TBD High

Precision 

Support
8, 16 bits Medium

Area TBD Medium

Frequency Target (FPGA) TBD High
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REBECCA Software 

Category Subcomponents

System 

Software

PikeOS and Hypervisor

XtratuM Hypervisor

Middleware 

and 

Orchestration

Kubernetes

SafeLayer

ROS2, Asimovo

AI 

Frameworks

RISC-V Software AI Inference Engine, FPGA Software AI 

Inference Engine, LPDNN

AI Asset Workflow

DNN Safety Layer

EDDL Library

YOLO-based Object Detector and Image Processing 

Algorithm

SDK for Neuromorphic Accelerator

SDK for Watchdog AI Accelerator

ML Compiler for ML Accelerator

ML Design Space Exploration and Compiler for CNN 

Accelerator

AI Mapper

Asimovo-based AI Algorithms

• REBECCA will re-target and optimize a highly efficient hypervisor 

• On top of the hypervisor both a domain specific as well as a general purpose 

OS will be ported and optimized.
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REBECCA CPU subsystem on AMD(Xilinx) Hardware 

• The initial implementation of the RISC-V based CPU subsystem for functional emulation 

purposes has been realized on an Alveo U55C FPGA board

• The prototype has 4 processor cores (CVA6) and uses the OpenPiton infrastructure to provide 

core-to-core and cores-to-system interconnection. The OpenPiton infrastructure replaces the 

default cache subsystem of CVA6 cores and provides cache coherency

• The system employs AXI4 as a system interconnect

• Besides the processor complex and the cache coherency fabric, the prototype system 

includes basic peripherals and I/O components (e.g. memory controllers, UART, Ethernet) 

to ensure a minimum required functionality

• The prototype system is able to boot a minimal Linux distribution and support basic services and 

the execution of software applications  
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Results from REBECCA CPU on AMD(Xilinx) Hardware 

Benchmark Overall processor 

cycles

Overall execution 

time

Instructions 

Retired

IPC Microseconds / 

dhrystone

Dhrystone/sec

Dhrystone (15M runs) 28.230.340.712 564,6 sec 13.202.247.626 0,4676 1882 531

Median (1M runs) 46.948.427.668 938,9 sec 20.342.563.662 0,4332

Multiply (200k runs) 30.528.959.761 610,6 sec 12.690.477.113 0,4156

qsort (100k runs) 38.993.335.800 779,9 sec 20.456.591.637 0,5246

rsort (20k runs) 41.512.252.376 830,2 sec 23.823.832.136 0,5738

towers (500k runs) 33.238.583.788 664,8 sec 9.173.134.190 0,2759

vvadd (1M runs) 16.049.804.003 321 sec 7.767.339.084 0,4839

• We were able to compile for Linux and execute the available unit tests for RISC-V processor 

(https://github.com/riscv-software-src/riscv-tests) along with the benchmarks provided, fully 

verifying the correct functionality of the prototype’s processor subsystem

• The following table provides the benchmarks results on our platform (timings are based on the 

50MHz clock used for the CVA6 cores) – single core results
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Next Steps & Conclusions

❖ REBECCA Architecture of HW and SW is defined

❖ Emulation of Processing Unit is (more or less) Complete

❖ HW Accelerators (in ASIC and FPGA) are well under development

❖ SW  Stack components are well under development

❖ Full emulation platform (including SW and HW) will be ready by the 
end of the year 

❖ REBECCA silicon will be ready in mid-2025

❖ A specific version of the emulation platform will be open to any 
interesting party to experiment with 
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ygp@exapsys.eu

Thank You
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Driving Next-Gen Edge AI Technologies Workshop 
Munich, Germany, 17 January 2024

https://www.hipeac.net/2024/munich/#/program/sessions/8129/

The Workshop on Driving Next-Gen Edge AI Technologies is part of the HiPEAC 2024 Conference held in Munich, Germany.

The workshop is co-organised by large-scale Chips JU EdgeAI, ANDANTE, REBECCA, CLEVER, NEUROKIT2E and Horizon
Europe dAIEDGE projects to exchange ideas for providing a set of reference comprehensive benchmarking solutions by
bringing together a diverse community of experts, researchers, and industry leaders to collectively tackle the intricacies of
benchmarking in edge AI.
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Workshop Objectives
o To address the latest developments in the implementation

of edge AI technologies and present and discuss the
advances in intelligent embedded devices across the edge
AI computing continuum from micro- to deep- and meta-
edge. .

o To advance the field of smart embedded devices by
systematically evaluating and comparing technologies for
edge AI.

o To identify the needs and current issues hampering the
benchmarking of edge AI systems and develop
methodologies and tools to enable fair and reliable
verification, validation, testing and performance
assessment across various use cases and domains.

o Th event plans to address these challenges head-on,
bringing together a diverse community of experts,
researchers, and industry leaders to collectively tackle the
intricacies of benchmarking in edge AI.
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Projects Involved
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dAIEDGE is the European Network of Excellence for distributed, trustworthy, efficient, and scalable AI at the Edge and
promotes the application, development, and deployment of Artificial Intelligence (AI) on edge computing platforms.

NEUROKIT2E (Open source deep learning platform dedicated to Embedded hardware and Europe) proposes a Deep
Learning Platform for Embedded Hardware around an established European value chain (AI HW/SW). The solutions
developed support neural network design, optimisation, and implementation on constrained HW.

NEUROKIT2E

ANDANTE leverages innovative HW solutions to build strong HW/SW platforms for artificial neural networks (ANN) and
spiking neural networks (SNN) processors for future edge computing products, combining extreme power efficiency with
robust neuromorphic computing capabilities and demonstrate them in key applications. www.andante-ai.eu

EdgeAI (Edge AI Technologies for Optimised Performance Embedded Processing) develops new electronic components
and systems, processing architectures, connectivity, software, algorithms, and middleware through the combination of
microelectronics, edge AI, embedded systems, and edge computing. www.edge-ai-tech.eu

REBECCA (Reconfigurable Heterogeneous Highly Parallel Processing Platform for safe and secure AI) aims to democratize
the development of edge AI systems and create a complete hardware and software stack centered around a RISC-V CPU,
which offer higher performance, energy efficiency, safety, and security than existing systems. www.rebecca-chip.eu

CLEVER (Collaborative edge-cLoud continuum and Embedded AI for a Visionary industry of thE futuRe) proposes
innovations in hardware accelerators, design stack, and middleware software that revolutionize the ability of edge
computing platforms to operate federated, leveraging sparse resources that are coordinated to create a powerful
swarm of resources. www.cleverproject.eu

Chips Joint Undertaking supports research, development, innovation, and future manufacturing capacities in the
European semiconductor ecosystem. Launched as part of the Chips for Europe Initiative, it confronts
semiconductor shortages and strengthens Europe's digital autonomy, engaging a significant EU,
national/regional and private industry funding of nearly €11 billion. www.chips-ju.europa.eu

http://www.andante-ai.eu/
http://www.edge-ai-tech.eu/
http://www.rebecca-chip.eu/
http://www.cleverproject.eu/
http://www.chips-ju.europa.eu/
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