
 
 

 

 

 

 

10 - 00 - 11 - 00 Session 1 - Foundations of the Next-Gen Edge. "Intelligent Mesh" vision 

for edge AI. 

• The Edge AI Systems Reference Architecture - Orchestrating Autonomous and AI-Defined Systems 

Through GenAI and Agentic AI in the Intelligence Mesh, Ovidiu Vermesan - SINTEF AS, Norway  

• Vision in the Intelligent Mesh: From Sensing to Autonomous Visual Intelligence, Alain Pagani - German 

Research Center for Artificial Intelligence, Germany  

• The Agentic Leap - Reflection and Responsibility in Autonomous Edge AI, Raffaella Folgieri - Università 

di Milano, Italy 

11 - 00 – 11 - 30 Coffee/Tee Break. 

11 - 30 – 13 - 00 Session 2 - Edge AI Technology Developments. Challenges, and trends. 

• Object-Centric Perception for Robotic Manipulation, Maximilian Durner - German Aerospace Center 

(DLR), Germany  

• Efficient RTDETR for Grape Leaf Diseases Detection, Ana Pinzari - Grenoble INP, TIMA laboratory, France  

• Advancing SNNs on Low-Power FPGAs, Paola Busia - Università degli studi di Cagliari, Italy  

• Chiplets at the Edge, Axel Nackaerts - imec, Belgium  

13 - 00 – 14 - 00 Buffet Lunch. 

14 - 00 – 15 - 30 Session 3 - Rise of SLMs, VLMs and Agentic AI. 

• Compute-in-Memory – A Key Enabler for Edge AI?, Henk Corporaal - Eindhoven University of Technology, 

Netherlands 

• Compiler Technology to Enable Edge AI - From RISC-V to In-Memory Computing, Giovanni Agosta - 

Politecnico di Milano, Italy  

• Toward Efficient Edge Foundation Models - Hardware-Aware Co-Design, Iryna de Albuquerque Silva - 

CEA, France  

• Accelerating LLMs at the Edge: The Power of Efficient Hardware-Software Co-Design, José Cano - 

University of Glasgow, United Kingdom 

15 - 30 – 16 - 00 Coffee/Tee Break. 

16 - 00 – 17 - 00 Session 4 - Edge AI Future Technology and Applications. Trends and 

Strategic Research Agenda. Presentations and Panel Discussions. 

Moderators: Ovidiu Vermesan - SINTEF AS, Norway, Alain Pagani - DFKI, Germany. 

• Intelligent Mesh Solutions, Andries Stam - Almende b.v., Netherlands 

• European Edge AI Ecosystem. Roadmap for Orchestrating Autonomous Systems with Agentic and 

Generative AI 

15 - 00 Closing. 
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Presentations  

Ovidiu Vermesan - SINTEF AS, Norway  

Presentation Title - The Edge AI Systems Reference Architecture - Orchestrating 

Autonomous and AI-Defined System Through GenAI and Agentic AI in the 

Intelligence Mesh. 

Abstract - The presentation outlines the evolving reference architecture needed to 

support the next generation of edge AI, moving beyond simple data processing to 

complex edge reasoning. It explores the convergence of novel heterogeneous 

solutions that optimise the hardware-software-AI-data quad required to run GenAI, 

agentic AI, Small Language Models (SLMs) and Vision Language Models (VLMs) 

efficiently at the edge. By defining a holistic edge AI technology stack that integrates 

trustworthy edge AI, software platforms and datasets, with hardware-aware 

optimisation, it is possible to lay the groundwork for mesh intelligence where edge 

systems possess the agency to sense, reason, plan, learn, memorise and execute 

tasks autonomously. These fundamental elements support the orchestration of the 

interactions within a collaborative mesh of autonomous AI-defined entities and 

components. The presentation opens the floor for discussion to provide a roadmap 

for shifting edge AI systems to dynamic, GenAI-enabled architectures capable of 

supporting the high computational demands of real-time agentic reasoning, with 

applications in AI-Defined Vehicles and robotics. 

Bio - Ovidiu Vermesan is Chief Scientist at SINTEF Digital, Oslo, where he is involved 

in applied research on future edge autonomous intelligent systems and edge AI, 

wireless sensing devices and networks, intelligent systems integration, 

microelectronics design of integrated systems (analogue and mixed signal), IIoT. His 

applied research activities focus on applications such as green mobility, energy, 

buildings, autonomous systems, electric connected, autonomous, and shared 

vehicles, and industrial manufacturing. He is currently the coordinator of the Edge 

AI Technologies for Optimised Performance Embedded Processing (EdgeAI) Chips 

JU project. 

 

Alain Pagani - German Research Center for Artificial Intelligence, Germany  

Presentation Title - Vision in the Intelligent Mesh: From Sensing to Autonomous 

Visual Intelligence. 

Abstract - Machine vision is evolving from isolated perception modules into a 

distributed, adaptive capability embedded across networks of devices. In the 

intelligent mesh, agentic ai introduces reasoning and autonomy into visual systems, 

while generative ai enriches perception with prediction, synthesis and imagination. 

Together, they shift vision from passive sensing to active understanding at system 

level. The talk explores how these trends reshape visual intelligence in edge-centric 

autonomous systems. 

Bio - Alain Pagani is Principal Researcher and deputy director of the Augmented 

Vision research department at the German Research Center for Artificial 

Intelligence (DFKI). His research interests include Artificial Intelligence, Computer 

Vision, Image Understanding, and Extended Reality. He is the coordinator of the 

Network of Excellence dAIEDGE about distributed AI at the edge, and the 

coordinator of the Horizon Europe project CORTEX² about remote cooperation 

using extended reality. He is lecturer at the University of Kaiserslautern-Landau, 

and he published over 100 articles in conferences and journals. His research finds 

applications in eXtended Reality for telecooperation (project “CORTEX²”, EU Grant 

101070192), Artificial Intelligence and Computer Vision for Human-Robot 

cooperation (project “FLUENTLY”, EU Grant 101058680), Artificial Intelligence and 

 



Augmented Reality for analysis of extremely large data (project “ExtremeXP”, EU 

Grant 101093164). 

Raffaella Folgieri - Università di Milano, Italy  

Presentation Title - The Agentic Leap - Reflection and Responsibility in 

Autonomous Edge AI. 

Abstract - The next generation of Edge AI, with generative and agentic AI 

orchestrating swarms of autonomous systems, promises unprecedented 

capability. However, this "agentic leap" risks introducing structural distrust - 

systems optimised for fluency and confidence that obscure uncertainty, compress 

the option space, and erode decision traceability, undermining human 

responsibility. This presentation proposes a further paradigm - designing Edge AI 

as "reflective interlocutors", systems that generate calibrated epistemic friction 

(questions, structured alternatives, exposure of uncertainties) to preserve human 

cognitive sovereignty in the command-and-control loop. We will discuss reflective 

generation architectures where uncertainty (aleatoric, epistemic, normative) 

becomes a resource for reasoning and present an ML research agenda to model it, 

with direct implications for the reliable orchestration of collaborative autonomous 

systems. 

Bio - Raffaella Folgieri. Ph.D. in Computer Science, Assistant Professor in Artificial 

Intelligence, University of Milan, Milano, Italy. 

Member of Italian Society of Engineering (ICTand AI commissions, Milan), of SIREN 

(Italian Neural Networks Society), of HiPEAC (High Performance and Embedded 

Architecture and Compilation - European network of world-class computing 

systems researchers, industry representatives and students), and Vice-President of 

GWMH (Global Wo.Men Hub). Raffaella Folgieri’s career in computer science is 

reflected in her authorship of numerous peer-reviewed scientific articles and 

contributions to several books and international scientific conferences. Her 

research in the Artificial Intelligence field primarily focuses on cognitive processes 

in decision making, learning, creativity, and health-related applications, with a 

particular interest in Brain-Computer Interaction, Bioinformatics, Machine 

Learning, Explanatory AI, Learning and e-Learning, Virtual Reality, Project 

Management methodologies, and Quality assessment in complex software 

development. 

 

Maximilian Durner - German Aerospace Center (DLR), Germany  

Presentation Title - Object-Centric Perception for Robotic Manipulation. 

Abstract - Robots require robust perception to manipulate objects autonomously, 

especially when operating in unknown or changing environments. As robots are 

expected to work across diverse domains, from space and planetary exploration to 

household and industrial settings, perception methods must meet different 

domain-specific requirements. This talk presents object-centric perception 

approaches, covering the full pipeline from object detection and pose estimation to 

tracking. It provides an overview of ongoing research and discusses how application 

constraints shape perception methods for robotic manipulation. 

Bio - Maximilian Durner is a research fellow and research group leader in the 

Perception and Cognition Department at the Institute of Robotics and Mechatronics 

at the German Aerospace Center (DLR), where he has worked since 2016. He is also 

a Ph.D. student at the Technical University of Munich (TUM). He studied Electrical 

Engineering at TUM, with study periods at the Politecnico di Torino in Italy and the 

Universidad Nacional de Bogotá in Colombia. His research focuses on semantic 

scene understanding for robotic perception, particularly on developing robust and 

continuously adapting object-centric vision systems for mobile manipulation. His 

work integrates physical priors, world knowledge, and complementary sensory 

 



data to enhance the reliability of perception in real-world environments, covering 

topics such as known and unknown object detection, pose estimation, and tracking. 

Ana Pinzari - Grenoble INP, TIMA laboratory, France  

Presentation Title - Efficient RTDETR for Grape Leaf Diseases Detection. 

Abstract - The development of AI-based technologies and algorithms offers real-

time edge solutions for early identification of plant diseases in beverage 

manufacturing processes. Automated early diagnosis can prevent the spread of 

infections and contribute to high-quality overall yields and better management of 

phytosanitary products. In this study, we propose the RTDETR model to detect leaf 

diseases under real environmental conditions. Our model is based on a lightweight 

backbone that includes simple operators, and the optimisation of specific encoder-

decoder modules that enables the energy-efficient deployment on low-power 

devices. 

Bio - Ana Pinzari received her Ph.D degree in computer science at Université de 

Technologie de Compiègne, Compiègne, France in 2012, in Real-Time Embedded 

Systems. Then, she worked in scientific research organization ECSI (European 

Electronic Chips \& Systems Initiative) focusing on new design methods, tools and 

standards for design of complex electronic systems. In 2021, she joined Grenoble 

INP, TIMA laboratory, as a post-doctoral research engineer. Her current research 

focuses on exploring optimisation methods for the hardware implementation of 

neural networks. 

 

Paola Busia - Università degli studi di Cagliari, Italy  

Presentation Title - Advancing SNNs on Low-Power FPGAs. 

Abstract - This presentation investigates the challenges of combining the 

advantages of transformer-inspired attention mechanism and event-driven sparse 

computation in lightweight Spiking Neural Networks for low-power real-time 

inference. To leverage these advantages on the wearable domain, a compact 

hardware architecture tailored for spiking transformers deployment on resource-

constrained FPGAs was developed. Compared to the alternatives in the literature, 

limited to high-end FPGA platforms, we focus on resource minimization, 

demonstrating suitability for real-time execution in biological signal processing on 

the Lattice iCE40UP5K. 

Bio - Paola Busia received the Ph.D. degree in electronics and computer 

engineering from the Università degli studi di Cagliari, Cagliari, Italy, in 2023. She is 

currently an Assistant Professor with the Università degli studi di Cagliari. Her main 

research interests include power efficient processing architectures for embedded 

applications and for at-the-edge AI. 

 

Axel Nackaerts - imec, Belgium  

Presentation Title - Chiplets at the Edge. 

Abstract - The shift to chiplet platforms opens opportunities for application-

specific assemblies of (heterogenous) chiplets.  The flexibility and relatively low 

integration cost of chiplets compared to ASICs allows for very fast adaptation to 

changing algorithms and applications.  Using the same families of chiplets across 

edge and cloud also improves code portability. 

Bio - Axel Nackaerts is Portfolio Director for System Scaling at imec, Belgium. He 

obtained a Master and PhD from the Katholieke Universiteit Leuven, Belgium in 

2003. He started as a researcher at imec, and moved to NXP Semiconductors in 

2007, as System Architect for healthcare products and Innovation Manager. In 2020, 

he returned to imec as Program Manager Artificial Intelligence, acting as the bridge 

between software and hardware AI research. He now leads the activities related to 

classical computing (System Scaling, Superconducting Digital technology, 

Alternative Computing, Application Systems). His main interests are sustainable 

 



computing for large-scale (agentic) AI, cyber-physical systems, system of systems, 

and the global convergence towards the metaverse. 

Henk Corporaal - Eindhoven University of Technology, Netherlands 

Presentation Title - Compute-in-Memory – A Key Enabler for Edge AI? 

Authors - Bas Ahn, Manil Dev Gomony, Henk Corporaal University of Technology 

Eindhoven, Netherlands 

Abstract - Compute-in-Memory (CIM) has emerged as a promising paradigm to 

overcome the energy and bandwidth bottlenecks of conventional von Neumann 

architectures, making it particularly attractive for Edge AI. This talk introduces the 

fundamentals of CIM and reviews the state of the art in performance, efficiency, 

and scalability. Next, the authors discuss key CIM variants and their application to 

both artificial neural networks (ANNs) and spiking neural networks (SNNs). Finally, 

we outline future trends and architectural directions for extending CIM toward 

more demanding workloads, including large language models (LLMs), in resource-

constrained edge environments. 

Bio - Henk Corporaal is Professor in Embedded System Architectures at the 

Eindhoven University of Technology (TU/e) in The Netherlands. He has gained a MSc 

in Theoretical Physics from the University of Groningen, and a PhD in Electrical 

Engineering, in Computer Architecture, from Delft University of Technology. His 

research is on low power multi-processor, heterogenous processing architectures, 

their programmability, and the predictable design of soft- and hard real-time 

systems. This includes research and design of embedded system architectures, 

including CGRAs, SIMD, VLIW and GPUs, on accelerators, the exploitation of all kinds 

of parallelism, fault-tolerance, approximate computing, architectures for machine 

and deep learning, optimizations and mapping of deep learning networks, and the 

(semi-)automated mapping of applications to these architectures. Corporaal has co-

authored over 500 journal and conference papers. Furthermore, he invented a new 

class of VLIW architectures, the Transport Triggered Architectures, which is used in 

several commercial products, and by many research groups. He initiated the Dutch 

NWO perspective program on Efficient Deep Learning (efficientdeeplearning.nl); in 

this program many research institutes and over 30 companies participated. He also 

is the PI of the EU project CONVOLVE (convolve.eu) on seamless design of smart 

edge processors, with 19 partners. For further details see corporaal.org. 

 

Giovanni Agosta - Politecnico di Milano, Italy  

Presentation Title - Compiler Technology to Enable Edge AI - From RISC-V to In-

Memory Computing. 

Abstract - Efficient deployment is quickly becoming a critical point for Edge AI, as 

the need to embed AI deeper in edge systems pushes technology beyond the initial 

implementations of neural network deployment tools. A further challenge is that of 

training autonomous systems without access to large data sets representing corner 

case scenarios, which are often representative of more critical conditions. With the 

growing maturity of the MLIR ecosystem, compiler technology can provide the 

necessary tools to support efficient, resource-aware deployment and ease training 

with employing simulators of physical environments. 

Bio - Giovanni Agosta is Associate Professor at Politecnico di Milano, Italy. His 

research interests revolve around compiler construction, with a focus on extra 

functional property analysis and enforcement, and non-conventional computer 

architectures. He is currently involved in the ARCHYTAS and CAPSARII EDF projects, 

in the DARE SGA1 and The European Pilot EuroHPC projects, and in the Chips JU 

ISOLDE project. 

 



Iryna de Albuquerque Silva - CEA, France  

Presentation Title - Toward Efficient Edge Foundation Models - Hardware-Aware 

Co-Design. 

Authors - Maria Lepecq, Erwan Piriou, Mehdi Darouich, Guillaume Chaumont, 

Alexandre Chario,t Lucas Grativol Ribeiro, Iryna de Albuquerque Silva, Cyril 

Moineau, CEA, France 

Abstract - The presentation introduces a hardware-aware co-design framework for 

the exploration and evaluation of fine-grained post-training quantization strategies 

tailored to transformer-based foundation models. The proposed methodology 

enables the specification of layer-wise quantization policies, covering quantization 

methods, data granularity for weights and activations, and bit-width selection, while 

jointly modelling multiple hardware implementations. This approach allows 

systematic exploration of accuracy–efficiency trade-offs in close alignment with 

hardware constraints. Within this framework, we evaluated a quantization scheme 

of a Dinov2 foundation model based on a combination of state-of-the-art algorithm 

that are HW-friendly. Building on this hardware-centric perspective, the authors 

further present how the Eclipse Aidge framework supports this co-design approach 

by providing an open and modular toolchain for deploying optimized AI models on 

heterogeneous edge platforms. Aidge facilitates the integration of quantization 

strategies, hardware modelling, and runtime execution, enabling rapid prototyping 

and evaluation across diverse accelerators. Together, the proposed co-design 

methodology and the Aidge framework illustrate a practical pathway toward 

scalable, energy-efficient deployment of foundation and agentic AI models at the 

edge. 

Bio - Iryna de Albuquerque Silva is a research engineer at CEA, in France. Her 

research interests include embedded AI, computer architecture, and compilation 

techniques, with a particular focus on how software-hardware co-design can 

support predictable and resource-efficient deployment of intelligent workloads on 

constrained platforms. She previously worked on and holds a PhD in the 

certification of machine-learning-based applications for safety-critical real-time 

embedded systems.  

 

José Cano - University of Glasgow, United Kingdom 

Presentation Title - Accelerating LLMs at the Edge: The Power of Efficient 

Hardware-Software Co-Design. 

Abstract - Large Language Models (LLMs) are increasingly a key component within 

AI applications for several domains. At the same time, executing LLM models on 

edge devices may allow secure computation and lower energy consumption and 

cost, but to become practical, performance must improve dramatically. This is due 

to the significant demands introduced by emerging LLMs in terms of both memory 

and compute and the reduced availability of them in constrained edge devices. The 

presentation provides an overview of the current research on SECDA-LLM, a 

hardware-software co-design platform for developing and deploying efficient AI 

accelerators for edge LLM inference. 

Bio - José is an Associate Professor in the School of Computing Science at the 

University of Glasgow. His research interests are in the broad areas of Computer 

Architecture, Computer Systems, Compilers, Machine Learning and Security. His 

current research is focused on hardware/software co-design approaches for 

efficient deployment and execution of AI/ML applications on mobile/embedded 

edge devices. José received his Ph.D. in Computer Science from Universitat 

Politècnica de València (Spain) in January 2012. He is a senior member of IEEE and 

ACM, and a member of HiPEAC. 

 



Andries Stam - Almende b.v., Netherlands 

Presentation Title - Intelligent Solutions at the Edge. 

Abstract - The presentation covers the transformative era of edge AI, driven by the 

proliferation of ubiquitous, resource-constrained connected devices and emerging 

research in distributed AI systems. Moving from concept to deployment, the 

presentation addresses the practical challenges of executing industrial-grade AI 

across complex, widely distributed networks. The presentation highlights the 

hardware and software required to master diverse networking topologies, ensuring 

robust, decentralised intelligence across the computing continuum. 

Bio - Andries Stam received the M.Sc. degree in computer science and the Ph.D. 

degree from the University of Leiden, Netherlands. His Ph.D. thesis about the 

modelling of interaction in distributed evolving software systems. He is the CEO of 

Almende BV. Within Almende BV, he coordinates all research and development 

activities of the company. He has published in the areas of software engineering, 

coordination languages, and enterprise architecture. He has been involved in more 

than 40 research projects (both national and European) in various domains - 

fundamentals of software engineering, embedded systems, robotics, logistics, 

security, care and wellbeing, and energy. The contribution of Almende BV in all 

these fields revolves around the idea of self-organization and combines essential 

insights into four knowledge domains - the Internet of Things, agent technology, 

bio-inspired systems, and visual analytics. 

 

 


