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Edge Al

“+Edge Al represents the convergence of loT, edge
computing, Al, GenAl, enabling the processing of
data and the execution of Al models directly on or
near the devices where data is generated.

“Edge Al enables onsite decision-making,
eliminating the need to continuously transmit
data to a central location and wait for processing,
which streamlines the automation of operations.

“Distributed Al is_ integrating intelligent data
coIIect|on automatlng the data and Al life-cycles,
a a tm;Tg and monltormg and optimising "~ data

pipelines while  coordinating’ and
forecastmg task objective, or ecision
performance Wlthln a muIt| -agent environment,
allowing or scal mgbapp |cat|ons across var|ous
SEIS ena éorlthms
autonomousl process across multiple systems
domains, and devices on the edge.
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+ Data collection
- Features extraction
+ Data types

+« Data sets

» Training data

+ Validation data
- Test data

+ Inference data

DATA

SOFTWARE

SOFTWARE

» SW platforms

* Optimisation tools

+ SDKtools

» Software
engineering

*+ OSs

HARDWARE

* HW platforms.
* CPUs, GPUs, TPUs
* ASICs, FPGAs

* Neuromorphic

HARDWARE

Al STACK

« Al Models
- Methods
* Algorithms

« Libraries

* Frameworks







Edge AI Systems Reference Architecture

“A reference edge Al systems
architecture is a standardised,
application-agnostic model or
framework that defines the fundamental
components, their roles, to deploy and
manage edge Al system workloads.

‘It serves as a Dblueprint to guide the
creation, design, and build of concrete
and specific, real-world edge Al systems,
ensuring the quality properties and the
requirements for the edge Al system.
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Edge AI Systems Reference Architecture Role

“The = reference edge . Al _ systems
architecture features multiple views each
defined at varying levels of detail and
abstraction.

“Provides a common language/vocabulary
for the different stakeholders involved in the
area assures the  consistency = of
implementation of the edge Al technology
stack to solve the technhical challenges,
strengthens the verification, validation,
testing and benchmarklnl% of solutions
against a reference framework.

“*Supports the commitment to use common
standards, specifications, and patterns for
implementing the different use cases when
applying edge Al techniques and methods
in ‘various applications for industry
domains.
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Edge AI Systems Reference Architecture - Methodology

% The methodology for building a reference architecture for edge Al systems
is based on integrating foundational concepts from ISO/IEC/IEEE
42010:2022 with critical elements drawn from edge computing and 3D loT
architectures.

“ The relevance of the methodology is underscored by the diverse application
domains like manufacturing, energy, agroindustry, mobility, digital society
where the combination of data preprocessing at the edge and reliable
decision-making is needed. A detailed framework support system
architects, developers, and researchers design scalable, secure, and
efficient edge Al systems.

“*The ISO/IEC/IEEE 42010:2022 standard is the starting point that provides the
conceptual framework for describing and modelling system architectures. It
introduces the notions of architecture viewpoints and views, emphasising
the need to address the concerns of different stakeholders through tailored
models.

“In the context of edge Al, this standard is supporting in guiding the
structuring of complex systems by ensuring that aspects such as
performance, security, scalability, and reliability are explicitly addressed in
every view of the system.
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Edge Al Systems Reference Architecture Views

< Edge Al Quality Properties: The first viewéX-axis) represents
the quality properties defined by ISO/IEC 25010:2023
associated with dependability and trustworthiness. These are
not isolated functions but properties that must permeate
every layer of the stack and every tier of the continuum. The
X-axis includes reference planes”such as security, reliability,
explainability, interpretability, transparency, and sustainability
and extend$ to several other layered planes (e.%., fairness,
etc.) that can used interchangeable depending on the specific
type and requirements for the edge Al system developed.

< Edge Al Technolo%y Stack: The second view (Y-axis) defines
the layered technology stack present within each tier of the Y-
axis. ‘It begins with™ the Hardware Foundation, explicitly
identifying accelerators such as MCUs, GPUs, and FPGAg.
Above’this lies the software stack, encompassing Operating
Systems, Middleware, and Containerization/Orchestration &
layers. The next layered plane is the Al framework,
responsible for the exécution of inference and learning tasks,
followed by the data and the application layered planes.

» Edge Granularity Across the Edge-to-Cloud Processing

Continuum: The third view (Z-axis) represents the
geographical and topological distribution of computing
resources. It presents a granular continuum that begins at the
micro-edge (intelligent 'sensors and actuators), progresses
through the deep-edge (gateways and controllers), moves to
the meta-edge (on-premises servers), and extends through
MEC (Multi-access Edge Computing) and Fog layered planes
before reaching the central Cloud.

L)

)
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Edge Al Applications and Services
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“Agentic Al refers to the broader class of Al and edge systems
designed with intrinsic agency that can accomplish a specific goal
with™ limited supervision. Agentic Al possesses the capacity to
initiate actions, maintain persistent memory of its state, "and
pursue abstract goals over extended horizons.

%It consists of Al agents, ML models that mimic human decision-
making to solve problems in_real time. In a multi-agentic system
each agent Performs a specific subtask required to reach the goal
and their efforts are coordinated through Al orchestration.

“*Agentic architecture supports and regulates the behaviour of Al-
powered agents operat|n§ within a~ GenAl system. Agentic Al
systems require their agents to be adaptive and navigate dynamic
environments to achieve desired outcomes.

*:°A§entic Al _exhibits autonomy, goal-driven behaviour and
adaptability. The term “agentic” refers to these models’ agency, or

the capacity to act independently and goal-oriented Dby using
generated content from LLMs, SLMs, and VLMs to complete
complex tasks autonomously by calling external tools.

“The functions used in implementing agentic Al systems are
perception and input handling, planning and task decomposition,
reasoning and decision-making, action and tool calling, i
communication, learning and adaptation and memory. e ‘/ y—

v s / ‘
i ,

N |
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Edge AI Agents

i Al Agents are the discrete software implementations of
' ~ agentic Al. Agents are characterised by their autonomy loop:
perceive, reason, decide, act and memorise. is a system that
autonomously performs tasks by designing workflows with
available tools and can encompass a wide range of
functions beyond natural language processing, includin

decgsmn-maklng,Cjoroblem-solvm , Interacting with externa
environments and performing actions.

Al agents solve comfr)lex tasks across applications, includin
software design, IT automation, code generation an
conversational assistance.

“Al agents use advanced natural language processin
techniques of LLMs, SLMs, and VLMs to comprehend an
respond to user inputs step-by-step and determine when to
call on external toals.

Al agents are classified based on their level of intelligence,
decision-making processes, and how they interact with their
surroundings to achieve desired outcomes, in categories
such as simple reflex agents, model-based reflex agents,
goal-based agents, utility-based agents, and learning agents.

ome agents operate ‘purely on predefined rules, while

\ /// others use learning algorithms to refine their behaviour.
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Key Elements of Agentic Edge Al vs Edge AI Agents

Al Agents are individual tools whereas Agentic Al orchestrates those tools (and others) to build systems.

“Autonomy: The agentic edge Al systems
independently perform tasks by using
frameworks ~ and real-time decision
making, reducing reliance on humans.

“*Goal-Oriented Behaviour: Agentic edge
Al proactively sets objectives, optimising
outcomes through strategic planning.

“Adaptability: Adapt in real-time in
dynamic environments with
unpredictable challenges.

“Continuous Learning: Agentic edge Al
evolves by learning from "past and new
data inputs using e.g.,, reinforcement
learning and feedback loops.

“Context Awareness: Agentic edge Al

systems act with precision ensuring
relevance and efficiency by understandin
and  interpreting environmenta
situations.

“Autonomy: The edge Al agents
operate to perform tasks without
human oversight (e.g., autonomous
vehicle or robot using the real-time
information for navigation.

“*Perception: Edge Al a%ents collect
data from sensors O interpret
environments.

otoDecision-Makin%:
using algorithmsto
actions.

“*Action Execution: Implements
decisions by initiating responses or
performing physical movements.

~t°L_earnin§: Continuous improvement
via feedback, adapting to changes in
the environment.

Analyses inputs
determine optimal
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Operating Edge AI Agents

Goal-Oriented Adaptability

« Work towards achieving a » Analyse and reflect on past actions,
specific outcome, even if the adjusting the strategies to improve
path is not pre-determined. results.

 Determine autonomously how to
achieve the goal, without being
constrained to a fixed series of

* Modify behaviour based on new
information in the environment.

actions. Evolves the approaches used for
Edge Al Agent
 Decomposes large objectives into « Use external resources (APls,
smaller tasks or steps. < , databases, etc.) to enhance the
= 3@ actions.
» Determines the optimal sequence
of operations to achieve a goal. « Gater data, access specialised
functions, or offload tasks to solve
 Use available tools to maximise complex problems.
efficiency.
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Edge Al Environments

~ ~ ™

Fully Observable Deterministic Episodic
The environments provide complete and accurate The outcome of every action is predictable and The environments include tasks that are broken
information to the, agent about the current state. follows strict rules. Depth-first search thrive into independent episodes, simplifying the agent's
All variables are visible and the decision-making is algorithms are examples used in such scenarios. decision-making. Examples are the image
straightforward. Solving mathematical algorithms exemplifies classification tasks that analyse one image at a
deterministic behaviour with guaranteed results time  without influence  from  previous

b(sed on input. / @sifications. /
@ Partially Observable N N N

: Sequential
The environments present incomplete or noisy Stochastic q

data to the agent. Techniques such as
probabilistic models are used to infer missing
information. For example, in autonomous . . . : .
: , simulations and Bayesian reasoning algorithms ,
vehicles, sensor data in many cases cannot L . are sequential, and every step alters the
. . are key for decision-making. , ! :
capture all environmental factors due to occlusion problem's configuration..

@verseconditions. / \ / K )

Decisions influence future states, requiring agents
to consider long-term effects. Navigation tasks,
like moving a robot through a collection of paths,

The environments involve inherent randomness,
making outcomes probabilistic. Monte Carlo
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Edge Al Environments

Static

The environments remain unchanged during
decision-making, allowing precomputed solutions.

~ ™

The environments evolve over time, even during
decision-making. For  example, real-time
algorithms, used in autonomous vehicles, must
adapt continuously as the environment changes

Dynamic

~ ~

Discrete

The environments involve finite states and

unpredictably. /

actions, making them computationally
manageable.
Continuous

The environments involve infinite possibilities,
requiring advanced mathematical models. For
example, robots use agents calculating infinite
positions, velocities, and adjustments in real-world

~ ~

Single-Agent

A single agent interacts with the environment.
Tasks like solving multiple path navigation focus
on a single goal without external interference,

physical spaces for precise operation.

simplifying strategic planning and execution.

Multi-Agent

Multiple agents interact, requiring cooperation,
competition or both. For example, multi-robot
coordination rescue missions involves complex

interactions to achieve shared objectives.

\
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Edge Al Environments

~ ~ ™~

. Known
Competitive
The agent has earlier knowledge of all rules and
Agents compete for objectives, requiring dynamics, enabling precise planning allowing to
adversarial strategies. use pre-computed strategies due to fully known

\ / @sandtransitions. J
™~ ™

Collaborative Unknown

The environments require exploration and

Agents work together to achieve shared goals, like learning.  Reinforcement learning is  often

for example, swarm robots in fleets. Coordination .
o . o employed, where the agents adapt through trial-

and communication are crucial for efficient :
and-error. Examples are the robots exploring

, collaboration. j \”nknown areas.

Managing Uncertainty Real-Time Adaptation Multi-Agent Systems Scalability
Al must employ probabilistic reasoning and Dynamic and continuous environments require Coordinating multiple agents, in for example
predictive models in stochastic or partially fast, adaptive decision-making. Edge computing competitive scenarios, poses computational and
observable settings, which add -computational processing is used to reduce latency, which communication challenges that necessitate
@plexity and resource demand. / requires specific hardware and optimization. @archical or distributed systems. /
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Edge Agentic AI Workflows

% Perception: Operations to collect real-time data from sensors, databases, and APIs, identifying patterns
and anomalies for analysis.

% Reasoning: Use of ML, SLMs, and LLMs to process data, analyse contexts, and generate logical, informed
insights.

% Planning: Evaluate possible actions, predict outcomes, and select the most efficient strategy for achieving
the goal.

% Execution: Automate decision-making by integrating with systems, executing tasks, and ensuring smooth
operational workflows.

%+ Feedback Loop: Refine continuously processes through adaptive learning, improving accuracy and
efficiency over time.

!
: : Feedback
Perception Reasoning Decision-Making Loop

Data Strategy
Collection Formulation

Planning ]—»[ Execution
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Basic automation An edgeAI agent executing Multiple edge Al agents
with well defined dynamic  workflow to collaborating  autonomously
workflow. complete a task. executing dynamic workflows.
Human

Oversight

» Follow given set of rules

* Achieve a single goal * Autonomous
» Automate repetitive tasks

» Address broader types of tasks

» Multi-agent systems and protocols
» Automate entire workflows

« Mimic human logic and reasoning
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The Intelli lesh orkshop

Edge Al Technology Roadmap'for Orchestratl = n ous Systems Wlth Agentlc and Generative Al

Krakow Poland 27January 2026

H ' https://www.hipeac.net/2026/krakow/#/program/8254/

The Workshop on The Intelligent Mesh: Edge Al Technology Roadmap for Orchestrating Autonomous Systems with Agentic
and Generative Al is part of the HIPEAC 2026 Conference held in Krakéw, Poland.

The workshop is co-organised by large-scale Chips JU EdgeAl and Horizon Europe dAEPGE projects to exchange ideas to
foster collaboration among academia, researchers, and industry leaders to identify and roadmap next-generation edge Al
technologies and applications for secure, intelligent, and autonomous systems of the future.
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Workshop Topics

The intelligent mesh and distributed intelligence at the edge.
Edge Al trends and technological advancements.

Edge Al evolution from sensitive insight, to generative and
acting across physical to immersive environments.

A * Heterogeneous hardware platforms, edge Al accelerators,
- and bio-inspired architectures for the edge Al frameworks
and advanced algorithms.

% Small Language Models (SLMs) optimised for embedded
hardware.

. % Vision-Language Models (VLMs) for advanced machine
T perception,

% Agentic Al at the edge.

% Future of edge Al, autonomous and robotic systems,
vehicles and intelligent swarmes.

< European roadmap for next-generation edge Al systems.
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