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< Introduction: the need of reflective Al

“ SOTA: What ML Benchmarks Reward- What human agency needs
< Concept: From Assistant to Reflective Interlocutor

“» Research (in fieri): Epistemic Friction

“ (preliminary) Findings

“ Future Research agenda

“»Conclusion: Implications for Edge Al Roadmap
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“*Workshop Vision
« Advanced Edge Al
» Generative & Agentic Al

Introduction

Central Thesis
« Complex Autonomous Swarms

+The Paradox

The more capable our systems become, the Optimization for fluency and reliability

more they risk: (standard "helpfulness"”) must align
<Compressing alternatives: Presenting only with the need for human judgment and
the most probable path responsibility in complex, open-ended
“+Obscuring uncertainty: Hiding confidence environments.
intervals and trade-offs
<Shifting responsibility: Making it unclear "The most capable Al is not necessarily

who is accountable the most helpful if it undermines

human agency in critical decision-
making."
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State-of-the-art

What ML Benchmarks Reward What Human Agency Needs
“*Coherence: Fluent, confident outputs “*Hesitation: Signals for reflection
“*Decisiveness: Single best answer “*Counterfactuals: Alternative paths
“*Speed: Minimize user effort “*Doubt: Uncertainty communication

Critical Gap: Current Al systems optimize for fluency and decisiveness, but creative and high-

stakes domains require reflection -- > risk of epistemic agency collapse.

The Analogy

“Human creative process and autonomous system orchestration share
fundamental structural similarities:

“Underspecified Objectives: goals evolve during execution
“Pluralistic Quality: multiple valid solutions exist
“Normative Constraints: ethical/safety boundaries
“*Responsibility: authority must be clear
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“+Design Objective: From Assistant to Reflective Interlocutor

« The human remains the locus of judgement,
value-setting and responsibility.

\ 4 }h‘.‘;"\
« Reflective Al identifies uncertainty, proposed Oy L
structured alternatives with explicit trade- . \

offs, asks targeted questions to surfaces | '
potential bias. \

« Crucial for “mesh agentic Al” to negotiate
transparently.
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Research (in fieri)

Epistemic Friction

»Definition: interaction
mechanisms that introduce
calibrated resistance in
proportion to detected
uncertainty, ambiguity, or
normative tension

“*Goal: prevent unreflective
acceptance of outputs while
preserving operational flow.

“Selectivity: friction must be
triggered by signals (high

uncertainty, bias risk, constraint cansvant

conflict), not applied uniformly.

Example at the Edge
An Edge agent detecting an ambiguous command or
potential collateral damage before execution should
introduce friction:

"This command could affect civilians. Should we proceed?
Here are alternative targeting options..."

Our Proposal: Epistemic Friction - Key Mechanism

\ Q BiasRisk
A Signal
‘Q

High Uncertainty @
Detected

7 ’ Ambiguous
Command
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(preliminary) Findings

“*Four types of uncertainty relevant to autonomous Edge Al:

)

“*Uncertainty Pro

“*Aleatoric/Pluralism: Multiple valid actions/paths
(diversity desirable for resilience) —» Embrace and
surface alternatives
e “Epistemic: The model doesn't know (missing
contextual data, unseen situation) — Request
human input or negotiate

“Domain: understanding the context where the
system can be used

“Normative: Value conflict (ethics, safety priority
vs. efficiency) — Requires human judgement

venance Uncertainty must be attributable.

The system must say why it is uncertain, to enable corrective action.
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Future Research

“*ML Research Agenda

o7

2. Countertactual

1. Uncertainfy 3.Bias as a 4. Traceability

Modelling Altematives Reflexive Signal and Provenance
Calibrated, Generate For audits
decomposable meaningfully Detect bias risk to accountability’and
estimates different options expose underlying || reliable federated
actionable in along interpretable assumptions | learning
dialogue. | dimensions. ‘
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Conclusion

Implications for Edge Al Roadmap

7" The Required Conceptual Leap:
from systems optimised for fluent
decision-making to systems
designed for calibrated
collaboration.

_2Reflective Al is Not an Obstacle:
precondition for reliability and
accountability in complex worlds.

Systems that acknowledge uncertainty are more robust
than those that hide it.
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H ' https://www.hipeac.net/2026/krakow/#/program/8254/

The Workshop on The Intelligent Mesh: Edge Al Technology Roadmap for Orchestrating Autonomous Systems with Agentic
and Generative Al is part of the HIPEAC 2026 Conference held in Krakéw, Poland.

The workshop is co-organised by large-scale Chips JU EdgeAl and Horizon Europe dAEPGE projects to exchange ideas to
foster collaboration among academia, researchers, and industry leaders to identify and roadmap next-generation edge Al
technologies and applications for secure, intelligent, and autonomous systems of the future.
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Workshop Topics

The intelligent mesh and distributed intelligence at the edge.
Edge Al trends and technological advancements.

Edge Al evolution from sensitive insight, to generative and
acting across physical to immersive environments.

A * Heterogeneous hardware platforms, edge Al accelerators,
- and bio-inspired architectures for the edge Al frameworks
and advanced algorithms.

% Small Language Models (SLMs) optimised for embedded
hardware.

. % Vision-Language Models (VLMs) for advanced machine
T perception,

% Agentic Al at the edge.

% Future of edge Al, autonomous and robotic systems,
vehicles and intelligent swarmes.

< European roadmap for next-generation edge Al systems.
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