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Introduction

* Explore Real-time Object Detection solutions

 Vineyard disease identification:
ESCA, FD, Downy mildew, Black rot etc

- Al-based Autonomous robot :
prevent symptoms on leaves and fruits
monitoring of phytosanitary products

« Low-cost platforms:

- STM32 platforms
(CPU, GPU + NPU)

- Jetson Orin nano
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Performance vs Efficiency

Pre-defined models: performance metrics

YOLOv11 640px
[nano] Model Performance
RT-DETR [S] 640px 63.8 20M 60G

Efficiency

Low-cost Al-edge inference:
SSD Mobilenetv2: COCO, 416x416 (8bits)

STM32MP2 Arm Cortex- 1500 MHz 110 ms — CPU
[CPU, GPU, NPU] A35 (2 cores) 15 ms - GPU+NPU

ST Edge Al Developer Cloud
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Research /[ Methodology

« RT-DETR optimizations:
Lightweight CNN Backbone:
replacing HGStem and HGBIlocks

Our solution

Tiny-yolov2 backbone: Conv2d + MaxPool2d
Backbone
Encoder:

AlFI: self-attention (positional embeddings)
FFN (hidden dimension)

Number of heads/layer, nr of transformer layers

262k params

Enhanced normalization:

avoiding conversion errors (quantization)

Reference model => RT-DETR (small) : 20M parameters, 60GFLOPs
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Methodology

* Quantization:

8-bit integer precision - tlfite, onnx quantized models

@p Resource Utilization

Per-tensor asymmetric: stm32mpu [0, 255] ———

CPU GPU NPU

ercentage

« ST Compiler:

$ ./stedgeai generate -m onnx or tflite model
—-—target stm32mp25

© & 1B

[ X ]
Measured inference time 403.2 ms

 Ressource Usage : 66% NPU, 34% GPU
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Results (1)

* RT-DETR vs YOLOV11

[Tardif M, et al. An expertized grapevine disease image database including five grape varieties focused on Flavescence dorée and its confounding diseases, biotic and abiotic
stresses. Data Brief. 2023 May 12;48:109230. doi: 10.1016/j.dib.2023.109230. PMID: 37383825; PMCID: PMC10294005.]

Precision Recall Precision Recall Precision Recall
Tardif 2023 0.58 0.5 0.76 0.55 0.39 0.3
YOLOv11l Nano 0.59 0.56 0.45 0.35 0.42 0.61
2048 px
RT-DETR x 0.5 0.52 0.36 0.3 0.42 0.46
640 px

* YOLOV11 - 330 fps, 640px (TensorRT accelerator)
« RT-DETR - 2.5 fps, 640px (NPU accelerator)
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Results (2)

« Unbalanced dataset:
- Image generation with GAN or transformers
- Panoptic segmentation
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Results (3)

Real-time Detection : FD, ESCA, Conf. Leaf, Facteur Conf.
Ground truth [103 objects] : 13 FD, 64 Conf, 23 Fact., 3 ESCA

RT-DETR:
24 FD leafs,

103 confounding leafs, 8 facteur conf.
6 ESCA leafs

YOLO11:
Inference: 9 FD leafs,
54 confounding leafs, 6 facteur conf.

Copyright © 2024 10



Future Research

« Evaluate model performance in real-time and in environmental
surroundings:

. Scaling from micro- to deep-edge
Performance comparisons

« Accuracy and Precision analysis:
Find optimal model complexity
Enhance inference time

« Unbalanced dataset :
- Apply diffusion models for specific classes
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Conclusion

* Investigation object detection models for low-cost platforms

« Research on optimization techniques, quantization

« Leveraging Al-hardware accelerators for high inference speed

- Adapting object detectors for specificity of use-case application

* Model performance analysis :
o MP2 and Jetson (ips and ipw)

« Next => exploitation of object detection solution in real conditions
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EAI

The Intelli lesh orkshop

Edge Al Technology Roadmap for Orchestratl n ous Systems Wlth Agentlc and Generative Al

Krakow Poland 27january 2026

H ' https://www.hipeac.net/2026/krakow/#/program/8254/

The Workshop on The Intelligent Mesh: Edge Al Technology Roadmap for Orchestrating Autonomous Systems with Agentic
and Generative Al is part of the HIPEAC 2026 Conference held in Krakéw, Poland.

The workshop is co-organised by large-scale Chips JU EdgeAl and Horizon Europe dA'EPGE projects to exchange ideas to
foster collaboration among academia, researchers, and industry leaders to identify and roadmap next-generation edge Al
technologies and applications for secure, intelligent, and autonomous systems of the future.
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Workshop Topics

The intelligent mesh and distributed intelligence at the edge.
Edge Al trends and technological advancements.

Edge Al evolution from sensitive insight, to generative and
acting across physical to immersive environments.

I * Heterogeneous hardware platforms, edge Al accelerators,
and bio-inspired architectures for the edge Al frameworks
and advanced algorithms.

% Small Language Models (SLMs) optimised for embedded
hardware.

. )

. . % Vision-Language Models (VLMs) for advanced machine
i perception.

% Agentic Al at the edge.

% Future of edge Al, autonomous and robotic systems,
vehicles and intelligent swarmes.

% European roadmap for next-generation edge Al systems.
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