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Introduction

Spiking Neural Networks for Near-Sensor Signal Processing

1 1 I
= Sparse computations 2 |
= Binary representation: Neuron
computations based on additions E_ .
P £ 1 I .............. ["' I:fi::'. --------

= Energy efficiency
i(t) = Xw; - s N |
v(t) = av(t—1)+ (1 — a)i(t)
s(t) =v(t) >0 *:;s «
v(0) = v(O(1 = () 5 | !

time (ms)

Micro-edge Deep-edge Meta-edge
SENsors Embedded low-power Performant processors

actuators microcontrollers, and microcontrollers,
smart sensors CPUs, GPUs, TPUs, ASICs CPUs, GPUs, FPGAs
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Research Goal

Attention-based Spiking Neural Networks

= Leverage event-based processing

= Reduce the accuracy gap with ANN alternatives
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Research Goal

Attention-based Spiking Neural Networks

= Leverage event-based processing

= Reduce the accuracy gap with ANN alternatives
Z.Zhou, Y. Zhu, C. He, Y. Wang, S. Yan, Y. Tian, and L. Yuan,“Spikformer: When spiking neural network meets transformer”

Attention(Q,K,V) QK .,
ention(Q,K,V) = -
scale
EMBEDDING STAGE et ENCODER STAGE | CLASSIFIER
| Positional 1 . Spiking Self-Attention (SSA)
' Embedding , @i __ i
: ] X S
L - q k
% j = HxSqxd _ pxE P xh PxE
Bz, |a = s TR N R H|u
s oh DR 2PN 2 g B OT1E 512 [ (D—12
PxC > P x il H=0E . &) & &
o
O =]
Spiking data P: Patch size C: # channels E: Embedding size H: # heads
Integer data d: Projection size h: Hidden layer size n: Output classes S: Sequence length
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Research Goal

Attention-based Spiking Neural Networks

= Leverage event-based processing

= Reduce the accuracy gap with ANN alternatives
» Z.Zhou, Y. Zhu, C. He, Y. Wang, S. Yan, Y. Tian, and L. Yuan,“Spikformer: When spiking neural network meets transformer”

=) Validate the advantages of attention integration in biological signal processing at the wearable scale
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Research Goal

Attention-based Spiking Neural Networks

= Leverage event-based processing

= Reduce the accuracy gap with ANN alternatives
» Z.Zhou, Y. Zhu, C. He, Y. Wang, S. Yan, Y. Tian, and L. Yuan,“Spikformer: When spiking neural network meets transformer”

=) Validate the advantages of attention integration in biological signal processing at the wearable scale

mm) ESTU design: Support for ultra-low-power inference

on low-end FPGAs: PLB

= Control modules near data-crunching logic : Oy 3
a a
= Flexibility to implement custom encoding and signal - ) i
processing g ity g
= Affordable cost . 5
).
- 8
F

B-Input Look-up

Table (LUT4)

Enable and
Reset Controls

Copyright © 2024 8




Thalmic Myo
Armbands

Dataset: NinaPro DB5
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. a a a Exercise A
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Dataset: NinaPro DB5 e e Ring
S. Pizzolato et al “Comparison of " extension
six electromyography acquisition
setups on hand movement Littlo f
classification tasks,” PloS one, vol. '":xi':fer
12, no. 10, p.e0186132, 2017
8 Little finger
extension
Thumb o ‘
adduction
Thumb
19 abduction
° Thumb e
Vanilla SNN [1 ] Layer Dense | Dense | Dense Dense Bt ‘
[1] M. A. Scrugli, G. Leone, P. Busia, L. Raffo and P. Meloni, "Real-Time sEMG Processing with Spiking Neural Size 32x64 64x128 | 128x64 64x13
Networks on a Low-Power 5K-LUT FPGA," in IEEE Transactions on Biomedical Circuits and Systems, doi: Thumb
10.1109/TBCAS.2024.3456552  Parameters | 2112 8320 8256 845 12 extension
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Target Use Case

sEMG hand gesture classification

Dataset: NinaPro DB5

S. Pizzolato et al “Comparison of

six electromyography acquisition
setups on hand movement
classification tasks,” PloS one, vol.
12, no. 10, p.e0186132, 2017

S=200 time steps
K, V Attention Mem

H=4
Attention Heads

: Output
Thalmic Myo Input Encoded Ra'E)e
Armbands P Input
J\'f\/vwwvw./\
/\/\/ T Rest +
wﬁ 12 gestures
—w’\/\_,e\,/\,
DELTA T SPIKING e ‘
ENCODING CLASSIFIER e
! e
/\/ e e o U
AN~ NAAANA
ho— NN~
Attention-based SNN
Embedding Encoder Classifier
Layer Dense Dense DenseQ | DenseK | DenseV | MatMulQK | MatMulV Dense Dense Dense Dense
Size 32x64 64x64 64x64 64x64 64x64 4x16x1 4x200x1 64x64 | 64x128 | 128x64 64x13
4x16x200 | 4x16x200
Parameters 2112 4160 4160 4160 4160 - - 4160 8320 8256 845
Va n i I Ia SN N [1 ] Layer Dense | Dense | Dense Dense
[1] M. A. Scrugli, G. Leone, P. Busia, L. Raffo and P. Meloni, "Real-Time sEMG Processing with Spiking Neural Size 32x64 | 64x128 | 128x64 64x13
Networks on a Low-Power 5K-LUT FPGA," in IEEE Transactions on Biomedical Circuits and Systems, doi:
10.1109/TBCAS.2024.3456552  Parameters 2112 8320 8256 845
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Target Use Case

sEMG hand gesture classification
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Target Use Case

sEMG hand gesture classification

= (Classification accuracy: 87.21% vs 84.77% of the Vanilla SNN
= Small drop to 86.97% after uniform-scale quantization to 8 bit for network weights
= 20 bit fixed-point representation for neuron membrane potentials

—— rate rest —— rate index extension —— rate middle extension rate ring extension —— rate thumb abduction
GT rest GT index extension GT middle extension — rate little finger flexion — rate thumb flexion
—— rate index flexion rate middle flexion —— rate ring flexion —— rate little finger extension = —— rate thumb extension
GT index flexion GT middle flexion GT ring flexion —— rate thumb adduction
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Hardware Implementation

Attention acceleration on FPGA: ESTU

Resource Requirements
DSP Clock

6 (75%) 21 MHz
Lattice iCE40UP5k

LUT & FF
4301 (81%)

BRAM
30 (100%)

SPRAM
2 (50%)
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Hardware Implementation

Attention acceleration on FPGA: ESTU

Resource Requirements
= RISC-V soft-core for input/output data flow and power LUT & FF BRAM SPRAM DSP Clock
management 4301 (81%) | 30(100%) | 2(50%) | 6(75%) | 21 MHz
Lattice iCE40UP5k

)

SERV I-Mem e ) Decoding
sl Spike Integer « Slot
mems -5 Mems
Control |- -] -
I/DMEM  |[«— v v - EncS(I);Itmg
* Configurable interconnect
«—> . 1 J “ >
Timer — Stack |« ® :D_ —> SPI
Oscillators -
LIF module (bypass) «— UART
ESTU

v v

ESTU SoC on iCE40UP5K

V'S

v

G. Leone, P. Busia, M. Orru, L. Raffo and P. Meloni, "ESTU: Enabling Spiking Transformers on Ultra-Low-Power FPGAs," in IEEE Transactions on Circuits and Systems II:
Express Briefs, vol. 72, no. 12, pp. 2027-2031, Dec. 2025, doi: 10.1109/TCSI1.2025.3626209
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Hardware Implementation

Attention acceleration on FPGA: ESTU

Resource Requirements
= RISC-V soft-core for input/output data flow and power LUT & FF BRAM SPRAM DSP Clock

management 4301 (81%) | 30 (100%) | 2(50%) | 6(75%) | 21 MHz
= Configurable encoding/decoding slot Lattice iCEA0UPSK

SERV BN I-Mem . > Decoding
RV-core Spike Integer Slot
mems mems

Control || r--------f----- -

I/D MEM o {' ,
* Configurable interconnect
«—> . 1 J “ >
Timer — Stack |« ® :D_ —> SPI
Oscillators :
LIF module (bypass) «—> UART
ESTU

v v

ESTU SoC on iCE40UP5K

V'S
v

G. Leone, P. Busia, M. Orru, L. Raffo and P. Meloni, "ESTU: Enabling Spiking Transformers on Ultra-Low-Power FPGAs," in IEEE Transactions on Circuits and Systems II:
Express Briefs, vol. 72, no. 12, pp. 2027-2031, Dec. 2025, doi: 10.1109/TCSI1.2025.3626209
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Hardware Implementation

Attention acceleration on FPGA: ESTU

Resource Requirements
DSP Clock

6 (75%) 21 MHz
Lattice iCE40UP5k

BRAM
30 (100%)

SPRAM
2 (50%)

= RISC-V soft-core for input/output data flow and power LUT & FF
management 4301 (81%)

= Configurable encoding/decoding slot

= Micro-code configurable acceleratore core (ESTU)

V'S V' N

SERV . ) Decoding
RV-core N HleEto]ols o Slot
mems '
Control |+ ' i Encoding
I/DMEM [+ “ Slot
= 2 8-bit multipliers (Dense-int)
Timer — PR Sp = 16 and-gates (spike-spike,
spike-int mul)
. = Addition module with 2 16-bit
Oscillators LIF module (bypass) - UART adders, a 2-input 20-bit
accumulator, a 16-bit pop-
) v > > counter

ESTU SoC on iCE40UP5K

= Leaky Integrate and Fire module

G. Leone, P. Busia, M. Orru, L. Raffo and P. Meloni, "ESTU: Enabling Spiking Transformers on Ultra-Low-Power FPGAs," in IEEE Transactions on Circuits and Systems II:
Express Briefs, vol. 72, no. 12, pp. 2027-2031, Dec. 2025, doi: 10.1109/TCSI1.2025.3626209
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Hardware Implementation

Resource efficient Logic Reuse

= Different paths through the configurable interconnect module can be activated based on the operation at hand, defined
by a micro-code instruction.
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Operation Description

Dense (int) Dense spiking layers with integer inputs

v(t) = av(t—1)+ (1 — a)i(t)
s(t) =v(t) >80
v(t) = v(®)(1 —s(t)
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Hardware Implementation

Resource efficient Logic Reuse

= Different paths through the configurable interconnect module can be activated based on the operation at hand, defined
by a micro-code instruction.

EMBEDDING STAGE .ENCODER STAGE | CLASSITIER

Spike mems Int mems ___________ _
Positional [ i H

SPRAM

)
SPRZAM
1
— 1=
— = =

| Embedding

!
DENSE

<
<0
<
<

| LIF |
=
DENSE
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=
® -
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DENSE
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)
~ =
CONV / DENSE
v
LIF
x + =
=
DENSE

weights

MATMUL
LIF
DENSE
LIF
——

| DENSE

16/ 8

A v

16
Configurable intercgnnect

¥

©

Operation Description

Dense (int) Dense spiking layers with integer inputs

Mul (spike, spike) Matrix multiplications between spikes

LIF module bypass

ESTU - g
Attention(Q,K,V) = scale -V
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Hardware Implementation

Resource efficient Logic Reuse

= Different paths through the configurable interconnect module can be activated based on the operation at hand, defined
by a micro-code instruction.

EMBEDDING STAGE s ENCODER STAGE s CLASSIFIER
Spike mems Int mems m " bosiional 3 N e [
— —— i ositional 1 . w .
I E . Embedding_ v — % L=l
i o ||l | .-
- 2|[E]|2][2 . . § ‘ — Hxqu>§ . Sg X d En P h PXE
t B wi = L L t | t L
HIHEE et =2 e EN 2L 2 e O s 2 R O -2y 2
PxC 5 P x n o |l | . & o a a a
£ ) o) L1 HxSgxd E
A=
3 L= ml: HE
L o —— o e | | HxS,xd
‘ “ :
Configurable interconnec
* ¥ Operation Description
® 1 Dense (int) Dense spiking layers with integer inputs
@ Mul (spike, spike) Matrix multiplications between spikes
- LIF module Mul (spik, int) Matrix multiplications between integer and spikes

- K
ESTU Attention(Q,K,V) = ¢

scale
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Hardware Implementation

Real-time On-Hardware Efficiency

= Different levels of parallelism can be exploited for the different operators. Operator | ESTU [op/cycle] | uC [op/cycle]
Dense (spike) 4 1.17
Dense (int) 2 1.17
Mul (spike, spike) 16 1.03
Mul (spike, int) 4 1,03
LIF 1 0.03
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Hardware Implementation

Real-time On-Hardware Efficiency

= Different levels of parallelism can be exploited for the different operators. Operator | ESTU [op/cycle] | uC [op/cycle]
Dense (spike) 4 1.17
= The system can be clocked at 12 MHz to meet real-time constraints on the Dense (int) 2 1.17
EMG use case (200 Hz signal sampling frequency). Mul (spike, spike) 16 1.03
Mul (spike, int) 4 1,03
LIF 1 0.03
Oscilloscope Capture of Power Waveform
Frequency 12 MHz — 1007 “" m::: zcljavzirﬁcation Power
Time/inference 1.14 ms 2 759 —— Viore Power
Real-time constraint 5ms § R S OO Y v, . I A
Power |  3.76 mW O S I S A N SRS
Energy/inference 4.28 y 0'0;3 é A : : 10

Time [ms]
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Hardware Implementation

Real-time On-Hardware Efficiency

= Different levels of parallelism can be exploited for the different operators. Operator | ESTU [op/cycle] | uC [op/cycle]
Dense (spike) 4 1.17
= The system can be clocked at 12 MHz to meet real-time constraints on the Dense (int) 2 1.17
EMG use case (200 Hz signal sampling frequency). Mul (spike, spike) 16 1.03
Mul (spike, int) 4 1,03
= Different SSA layers from state of the art models can be executed in real- LIF 1 0.03

time at the maximum 21 MHz clock frequency.

Oscilloscope Capture of Power Waveform

Frequency 12 MHz — 10.07 “" mz:: ?&Ziiirﬁcation Power
Time/inference 1.14 ms Z 75 —— Viore Power
Real-time constraint 5ms é >0 vl W
Power |  3.76 mW e S SO L N
Energy/inference 4.28 y o0 0 2 A : : 10
Time [ms]
Use Case # Heads Patch size Sequence Length Constraint Latency Sparsity

SEMG [1] 8 32 150 0.5 ms 0.47 ms 60%
EEG [2] 1 8 24 3.91 ms 3.81 ms 70%
SEMG (ours) 4 64 200 5ms 0.65 ms 91%

[1] Online transformers with spiking neurons for fast prosthetic hand control, N. Leroux et al., IEEE BioCAS 2023
[2] Epilepsy seizure detection and prediction using an approximate spiking convolutional transformer, Q. Chen et al, IEEE ISCAS 2024
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Comparison with the State of the Art

Work Application  Platform Exploit Node Logic Cells DSP RAM [MB] Throughput [GOPS] Power Energy
Sparsity [nm] [w] Efficiency
? [GOPS/]]
[1] Audio VU37P - 16 - - - 71.11 3.55 19.75
[2] Image Zyng-7000 0 28 - - - - 1.47 -
[3] Image U280 o 16 503k 7249 23.3 28980 70.93 408.57
[4] Image Virtex o 20 453k - 3.5 307.2 12 25.6
Ultra Scale
[5] Language ZCU102 (V] 16 90k 0 0.7 986.3 1.2 758.6
This work sEMG iCE40UP5k o 40 4.3k 6 0.08 0.192 0.004 51.06

[11 H. Vishwamith, M. Isik, and I. C. Dikmen, “Hpcneuronet: Advanc-ing neuromorphic audio signal processing with transformer-enhancedspiking neural networks,” in 2024 4°
Interdisciplinary Conference on Electrics and Computer (INTCEC). IEEE, 2024, pp. 1-7

[2] Z. Song, P. Katti, O. Simeone, and B. Rajendran, “Stochastic spikingattention: Accelerating attention with stochastic computing in spikingnetworks,” in 2024 |EEE 6°
International Conference on Al Circuitsand Systems (AICAS). IEEE, 2024, pp. 31-35

[3] Y. Gao, T. Wang, Y. Yang, L. Gong, X. Chen, C. Wang, X. Li,and X. Zhou, “Advancing neuromorphic architecture towards emergingspiking neural network on fpga,” IEEE Transactions
on Computer-AidedDesign of Integrated Circuits and Systems, 2025

[4] Z. Li, W. Mao, S. Zhang, Q. Dong, and Z. Wang, “An efficient sparsehardware accelerator for spike-driven transformer,” in 2024 IEEE Asia-Pacific Conf. on Applied
Electromagnetics. IEEE, 2024, pp. 250-253

[5].Du, Q. Wen, Z. Wei, and H. Zhang, “Energy efficient spike trans-former accelerator at the edge,” Intelligent Marine Technology andSystems, vol. 2, no. 1, p. 24, 2024.
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Conclusions and Future Research

= We investigated the impact of integrating the spiking attention mechanism in a state-of-the-art SNN

for biological signal processing, demonstrating up to 2% accuracy improvement in sSEMG-based
hand gesture classification.

= We presented ESTU, an end-to-end spiking transformer hardware architecture, tailored to fit low-end

low-power FPGAs by exploiting efficient resource reuse through a flexible microcode-programmable
accelerator.

= We demonstrated real-time inference for the designed sEMG model, with 3.76 mW average power
consumption during inference.

= Future developments:

= Further investigating the benefits of attention in spiking models, by considering different use-
cases, posing different accuracy and latency constraints

Copyright © 2024



Thank You

it

paola.b

\)




JAV

The Intelli lesh orkshop

Edge Al Technology Roadmapfor Orchestratl = n ous Systems Wlth Agentlc and Generative Al

Krakow Poland 27January 2026

H ' https://www.hipeac.net/2026/krakow/#/program/8254/

The Workshop on The Intelligent Mesh: Edge Al Technology Roadmap for Orchestrating Autonomous Systems with Agentic
and Generative Al is part of the HIPEAC 2026 Conference held in Krakéw, Poland.

The workshop is co-organised by large-scale Chips JU EdgeAl and Horizon Europe dAEPGE projects to exchange ideas to
foster collaboration among academia, researchers, and industry leaders to identify and roadmap next-generation edge Al
technologies and applications for secure, intelligent, and autonomous systems of the future.
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Workshop Topics

The intelligent mesh and distributed intelligence at the edge.
Edge Al trends and technological advancements.

Edge Al evolution from sensitive insight, to generative and
acting across physical to immersive environments.

A * Heterogeneous hardware platforms, edge Al accelerators,
- and bio-inspired architectures for the edge Al frameworks
and advanced algorithms.

% Small Language Models (SLMs) optimised for embedded
hardware.

. % Vision-Language Models (VLMs) for advanced machine
T perception,

% Agentic Al at the edge.

% Future of edge Al, autonomous and robotic systems,
vehicles and intelligent swarmes.

< European roadmap for next-generation edge Al systems.
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