
Kraków, Poland 27 January 2026

Edge AI Technology Roadmap for Orchestrating Autonomous Systems 
with Agentic and Generative AI

The Intelligent Mesh Workshop 



The Intelligent Mesh Workshop

Milan, Ita27 January 2026 Kraków, Poland

Edge AI Technology Roadmap for Orchestrating Autonomous Systems with Agentic and Generative AI

2

Bas Ahn, Manil D. Gomony, Henk Corporaal
Electronic systems, Department of Electrical Engineering, Eindhoven University of Technology

CIM – a key enabler for Edge AI?
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Compute-in-Memory (CIM)

• Traditional Von Neumann 
architectures face memory 
access bottlenecks => memory 
hierarchy 

• Compute-in-Memory (CIM) : 
computations performed within 
memory arrays/periphery

Key Advantages of CIM:
• Reduced Latency
• High energy Efficiency
Challenges
• Design time (custom cells)
• Needs sufficient data re-use

• Lower memory density
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Typical Digital SRAM based CIM
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• Bitcells are extended to perform 
boolean operations → DCIM bitcell

• Bitcells are organized in an array with 
decoding logic for accessing a 
row/column

• Computation logic directly attached to 
bitcell array

• No Sense Amps → no limits on read 
bandwidth

SRAM cell



State-of-the-art edge AI accelerators

• Most are digital 
supporting ANN

• Digital CIM

• Analog CIM

• SNN



Key features Energy eff. (TOPS/W) Area eff. (TOPS/mm2) Technology

CIMPLE 
(Ahn e.a.)

Digital CIM based transformer 
accelerator

26.1 (@0.85V 8b) 2.31 (@8b) 22nm

CIM-CGRA 
(Hommelen e.a.)

CIM based CGRA accelerator 2.47 (8b/16b) 0.331 (8b/16b) 22nm

YMIR 
(Geest. e.a.)

CIM based SNN / neuromorphic 
accelerator

4.12 (4b) 0.290 (4b) 22nm

CIMFormer
(R Guo. e.a.)

Digital CIM based transformer
Token pruning

15.7 (@0.65V 16b) 0.0802 (@16b) 28nm

GFORMER
(Y Yuan. e.a.)

Analog CIM based transformer
no digital adder trees

28.8 (@0.56V 8b) 0.194 (@8b) 28nm

MultCIM
(F Tu. e.a.)

Digital CIM based transformer
Sparsity, Token/Head pruing

101.1 (@0.65V 8b) 0.247 (@8b) 28nm

DIGACCEL
ISSCC’25

Digital transformer accelerator 10.1 – 88.4 (@0.71V) 0.20 – 1.02 28nm

4n_DCIM
Haruki Mori (e.a.)

Digital CIM accelerator 87.4 (@0.5V, 8b) 49.9 (@8b) 4nm

GC_CIM
(Khwa e.a.)

Gain-Cell based CIM transformer 
accelerator, multi-row accumulation

188.4 (@0.4V, 8b) 23.8 (8b) 16nm

Summary of state of the art DCIM (since 2023)
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❖Exploit sparsity in Transformer attention on a digital 
CIM accelerator

❖Execution efficiency: Scheduling and pruning techniques 
reshape attention and remove unnecessary tokens to keep 
CIM highly utilized

❖Balanced computation: Bit-level balancing across in-
memory MACs reduces computation time

MultCIM 28nm



❖Versatile macro: 4-nm SRAM-based DCIM supports 8/12b 
weights and 8/12/16b inputs

❖Compact, low-Vdd design: 8T-2b OAI cell reduces 
combined bit-cell and multiplier area by 11% and operates 
down to 0.32 V.

❖High throughput: Signed-extended CLA and a pipelined 
adder tree are used to improve performance.

DCIM: TSMC 4nm CIM



❖Multi-mode CIM: In-CIM processing supports multiple 
numeric formats (MX, INT, FP), reducing data movement and 
compute energy.

❖Efficient accumulation: A pattern-aware adder design lowers 
energy and area by exploiting common input patterns, incl 
zeros

❖Workload-adaptive dataflow minimizes data movement

❖3T.x gain cell, having better retention

GC_CIM: Gain-cell based 16nm CIM



CIMple: Standard-cell SRAM-based flexible LLM accelerator
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• 28nm Standard-cell SRAM-based fully digital 
self-attention accelerator

o fully automated P&R

• Flexible architecture supports different types 
of transformers (encoder/decoder/hybrid)

• Softmax computation using a look-up-table 
(LUT)
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CIMple architecture for self-attention: details
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• A 32kb CIM core with standard 
cell SRAM cells

• Split into 2 blocks

• Each block separates into MSB 4b and 
LSB 4b

• Reads one of the blocks each 
operation

• Simultaneously read and write

• 16kb Buffer for Intermediate 
values and an accumulator

• 32b to 8b quantization unit

• LUT-based split softmax

               

          
         

          
         

          
         

 
 
 
  
 
 
 

 
 
 
  
 
 
 

 
 
 
  
 
 
 

   
 
  
 
 

   
 
  
 
 

 
 
 
       

 
 
 
       

 
 
 
       

 
 
 
       

 
 
 
       

 
 
 
       

        

   

      
      

                            

   
    

  
  

            

  
 
    

  
 
    

   
 
  

   

 
      

     

 
 
 
  
 
 
 

             

     

       

               

     
       

    

      

      

     
       

    

      

      

             

   
 
  
 
 

    

  

   
       

     

   

          

          
         

     

      

      

        

         

    
    

 
 
 

           

     

    
             

 
  
  
  
  
  
  
  
  

          

   

    

    

   
          

    

     

           

      
      

     

   

  

  

  

 



CIMple - SRAM

• SRAM array, each two cells share an OAI.

• OAI gates → multiplication & bank selection

• one bank is selected at a time

• Implemented in 28nm FDSOI as standard cells 
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H. Mori et al., "A 4nm 6163-TOPS/W/b $\mathbf{4790-TOPS/mm^{2}/b}$ SRAM Based Digital-
Computing-in-Memory Macro Supporting Bit-Width Flexibility and Simultaneous MAC and 
Weight Update," 2023 ISSCC 



Softmax: Turning Scores into Probabilities

• Converts similarity scores (QKT) into attention weights

• Requires all inputs for each output →limits parallelism

softmax 𝑧𝑖 =
𝑒𝑧𝑖

σ𝑗=1
𝑛 𝑒𝑧𝑗

• Keep probabilities stable

safe softmax 𝑧𝑖 =
𝑒𝑧𝑖−𝑧𝑚𝑎𝑥

σ𝑗=1
𝑛 𝑒

𝑧𝑗−𝑧𝑚𝑎𝑥
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CIMple - softmax
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• Quantization softmax by look-up-table
• No need to convert to FP

• Use quantization maximum value Zquant_max
(replaces the Zmax)

• No need to determine max. first

• Split numerator and denominator computation. 
• No need to wait for denominator sum
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Lorem JSSC’24
JSSC’24 

CIMFormer
ISSCC’22 
TranCIM

ISSCC’23 
MultCIM

ISSCC’25 CIMple

Type
Analog CIM 

based 
transformer

Digital CIM 
based 

transformer

Digital CIM 
based 

transformer

Digital CIM 
based 

transformer

Non-CIM 
based 

transformer

Digital CIM 
based 

transformer

Technology 28nm 28nm 28nm 28nm 28nm 28nm

Array size 64kb 192kb 64kb 64kb 384kb 32kb

Precision 8b 16/8b 8–16b 8–16b
BF16 (A) / 
INT8 (W)³

8b

Supply 
Voltage

0.56–0.9V 0.6–1.0V 0.6–1V 0.6–1V 0.63–1.0V 0.85–1.2V

Frequency 80–275 MHz 80–275 MHz 80–240 MHz 85–275 MHz 50–460 MHz 417–770 MHz

Energy 
efficiency 
(TOPS/W)⁴

28.8 
(@0.56V 8b)

15.7 (
@0.65V 16b)⁶\

20.5 
(@0.65V 8b)

101.1 
(@0.65V 8b)

10.1 – 88.4 
(@0.71V)

26.1 
(@0.85V 8b)

Area 
efficiency 

(TOPS/mm²)
0.194 (@8b)

0.0802 
(@16b)

0.221 (@8b) 0.247 (@8b) 0.20 – 1.02 2.31 (@8b)



Improving energy efficiency of Blocks CGRA with CIM

CIM-CGRA: Based on R-Blocks CGRA

▪ Coarse grained function units (FUs)

▪ Reconfigurable routing network for 
data and instructions

o Allows for VLIW (any # of FUs)

o Allows for SIMD (any # of lanes)

o Combination of SIMD VLIW

o Static during execution

▪ Programmable FUs



CIM-CGRA architecture example

Improving energy efficiency of Blocks CGRA with CIM18

• Add CIM units as FUs

• Vertical register file (VRF)

• can write horizontally, and
• read vertically
• allows bitserial operation of multiple

operands at the same time



Background: Bitcell architecture

▪ 2x 8T bit cell

▪ Or And Inverter (OAI)

▪ Simultaneous read write

▪ Area reduction of 11% compared to 2x 12T

WB0 
RWLB[0]/
WB1 
RWLB[1]

00 01 10 11

00 1 1 1 1

01 1 0 0 0

10 1 0 0 0

11 1 0 0 0



CIM-CGRA overall architecture

▪ Switchboxes

▪ 5V×3H (data) and 1V×2H (control), 
with an 8-lane SIMD mapping plus a 
scalar unit.

▪ Compute units: 

▪ ALU, LSU+LM, RFs, and 
MUL/CIM; scalar uses multiple 
ALUs, LSUs (LM/GM), RFs, ABU, 
MUL, IUs, and a VRF

▪ CIM configuration: 

▪ CGRA-CIM employs 36 8-bit 
multiplication CIMs (18 mults per 
memory) to minimize inputs, 

▪ with a VRF containing two sets of 
18 registers.



Comparison to state-of-the-art

▪ Performance increase compared to R-Blocks
▪ ASIPs like brain-TTA still performs better 
▪ Interconnect is the bottleneck on CGRAs 

CIM-CGRA R-Blocks Brain-TTA Veccim

Technology 22 nm 22 nm 22 nm 65 nm

Application Convolution layer Convolution layer Convolution layer Matrix multiplication

Supply voltage [V] 0.8 0.8 0.5 1

Frequency [MHz] 100 100 300 250

Data type INT 4,8,12,16 All INT INT8, ternary, binary INT8, BF16, FP16

Throughput [GOPS] 1.31 (8b/16b) 0.82 (8b/16b) 77 (8b) 31.8 (8b)

Area [mm2] 0.53 0.52 2.98 4

Area efficiency 
[GOPS/mm2]

2.47 (8b/16b) 1.57 (8b/16b) 25.8 (8b) 7.95 (8b)

Energy efficiency 
[GOPS/W]

307 (8b/16b)
(1049 with impr. on 
SW, parallelism)

104 (8b/16b) 2500 (8b) 289 (8b)



YMIR : Neuromorphic CIM architecture

YMIR: a 22nm 0.243pJ/SOP Digital SNN Accelerator with Sparsity-Aware SRAM-based Compute-In-Memory Macro22
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• First some SNN fundamentals:



• CIM macro reads and processes 
synaptic data

• Neuron core accumulates membrane 
potential and handles spiking/leakage

• AER (address event representation) 
for off-chip communication

• Small controller FSM

YMIR: a 22nm 0.243pJ/SOP Digital SNN Accelerator with Sparsity-Aware SRAM-based Compute-In-Memory Macro23
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YMIR: a 22nm 0.243pJ/SOP Digital SNN Accelerator with Sparsity-Aware SRAM-based Compute-In-Memory Macro24

Synapse Core: CIM Macro

• Input spike 
vector is 
distributed 
among 
decoders

• Enable 
reading of 
weights for 
spiking 
inputs

• Adder tree 
for each 
neuron; 
sums up 
relevant 
weights

• Output sum 
sent to 
neuron logic
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YMIR: Chip layout and summary



YMIR: Comparison w.r.t. state-of-the-art
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ReckOn FlexSpIM SpiDR ISSCC LOKI YMIR

Technology [nm] 28 40 65 22 22 22

Supply voltage [V] 0.5-0.8 0.9-1.1 0.9-1.2 0.55-0.9 0.59 0.8

Clock frequency [MHz] 13-115 75.5-157 50-150 51-280 667 500

Network Algorithm Spiking RNN Conv. SNN FC/conv. 
SNN

Conv. SNN FC SNN FC SNN

Architecture Digital Digital CIM Digital CIM Mixed CIM Digital Digital CIM

Chip area [𝑚𝑚2] 0.87 1.37 3.12 2.23 0.67 0.78

Throughput [SOPs/s] 15M 2.5G 24.54G* 150M 18.8G 226G

Energy-efficiency 
[pJ/SOP]

5.3 5.7 -* 3.78 0.266 0.243

Area-efficiency 
[GSOPs/s/𝑚𝑚2]

0.0172 1.825 7.865* 0.067 28.06 289.7

• Best overall efficiency: YMIR achieves the lowest energy per synaptic operation, the highest throughput, and one of the smallest chip areas 

among all compared designs

• Strong CIM advantage: YMIR delivers up to 12× higher throughput with comparable energy efficiency and only modest area overhead

• Massive scalability gains: Through superior parallel synaptic processing, YMIR outperforms prior SNN CIM designs by up to 1500× in 

throughput, 23× in energy efficiency, and over 4000× in area efficiency



Conclusion/trends

❖Analog CIM
➢ Issues with noise and programmability

❖ Flexibility 
➢CGRA CIM

▪ Solve interconnect problem

❖Event-driven CIM
➢Unnatural combination 

▪ CIM works well with weight stationary, 
but event driven with input stationary

❖ Need for large CIM capacity driven by LLM
➢ Gain-cell

▪ Reliability issues

➢ FLASH CIM
▪ High power consumption, longer access latency 
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