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Giovanni Agosta, Politecnico di Milano & ICSC, Italy

Compiler Technology to enable Edge AI:

from RISC-V to in-memory computing
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Outline

● Why compilers in edge AI deployment?

● Which compiler infrastructure?

● What can we get out of it?

● Where are the current research efforts going?

● What will future research bring?
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Introduction
● Edge AI is characterized by extreme heterogeneity

○ Frontends: PyTorch, TensorFlow, JAX, ONNX, StableHLO
○ Models: CNNs, transformers, SLMs, emerging generative AI
○ Hardware: CPUs, GPUs, NPUs, CGRAs, IMC/PIM, domain-specific accel.

● Ad-hoc solutions do not scale
○ Custom toolchains per accelerator
○ Tight coupling between model and hardware
○ Reimplementation of optimizations at every generation

● Core idea: Use MLIR as a unifying compiler substrate
○ Preserve high-level semantics as long as possible
○ Systematically lower to hardware-specific representations

● Expected result
○ Faster deployment of AI at the edge
○ Long-term sustainability across hardware generations
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LLVM Low-Level Virtual Machine

Focus: General-purpose, production 

compiler framework

IR: Single, low-level (SSA-based) IR suitable 

for instruction scheduling, register 

allocation, etc

Optimization: Low-level, target-specific 

optimizations

We use LLVM for:

Custom mid-end and back-end optimization

Insertion of security countermeasures that 

need control of low level code

MLIR Multi-Level Intermediate Representation

Focus: Flexible framework for building 

domain-specific compilers

IR: Supports multiple IRs (Dialects) at 

various abstraction levels (e.g., high-level 

tensor ops, low-level affine loops)

Optimization: Enables high-level semantic-

preserving and domain-specific 

optimizations (e.g., for AI/ML)

We use MLIR for:

Compilers for domain specific languages

Compilers for non-conventional architectures 

(e.g., IMC accelerators)

State of the art: LLVM vs MLIR
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● “A dialect is a grouping of functionality which can be used to extend the MLIR system”

○ Operations: a (possibly high-level) representation of the instructions to be executed

○ Attributes: information known at compilation time

○ Types: they are assigned to the results of operations or to attributes

%res:2 = "toy.morph"(%input#3) { some.attribute : true, other_attribute : 1.5 }

: (!toy<"custom_type">) -> (!toy<"other_type">, !toy<"other_type">)
loc(callsite("foo" at "mysource.cc":10:8))

name of the 
results

dialect 
prefix

operation 
identifier

argument set of attributes

number 
of results

dialect specific type

location for debugging

MLIR Dialects
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Region #0

Region #1

Operation #0

Block #0 (%arg0, …)

Block #1 (%arg0, …)

Block #0 (%arg0, …)

● Operations may have one or more regions
○ SSACFG & Graph regions

● Each region may have one or more blocks
● Each block may have one or multiple arguments

○ In control-flow regions, the arguments of the first block are 
also the arguments of the region

○ Arguments of the other blocks are determined by the 
semantics of terminator operations

● Each block may have one or more operations
● There are many dialects already available in the MLIR codebase

○ Some represent high-level concepts:
■ math: mathematical operations on integer and floating-

point types beyond simple arithmetic
■ linalg: linear algebra operations
■ affine: polyhedral compilation
■ tensor: tensor creation and manipulation
■ scf: structured control flow

○ gpu: middle-level abstractions for launching GPU kernels
○ Some others are more low-level oriented:

■ memref: memory handling (allocation, deallocation, 
load, store, etc.)

■ cf: “unstructured” control flow

MLIR Regions & Dialects
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MLIR Dialect Map (outdated)
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Payload Structure

High-level operations
(TF, PyTorch, HLO)

Platform / device specific (SPIR-V, ROCm, LLVM)

Programming model
(async, SIMT)

Repetitions (loops, vectors)

Skeletons (contraction, convolution)

Bufferization

MLIR Dialect Map (outdated)
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Concept: MLIR benefits for Edge AI
● Separation of concerns:

○ Frontends decoupled from hardware backends
○ Optimizations reused across targets

● Key optimizations already practical:
○ Operator fusion and tiling
○ Layout and dataflow transformations
○ Vectorization and SIMD/SIMT lowering
○ Controlled lowering from tensors to memory

● Bufferization as a first-class concern:
○ Explicit control over tensor → buffer conversion
○ Trade-offs between memory footprint and performance

● Industrial relevance:
○ Rapid support for new accelerators
○ Reduced time-to-market for AI-enabled devices
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Concept: MLIR benefits for Edge AI
● Multi-level IR enables progressive lowering:

○ High-level tensor and NN semantics
○ Structured parallelism and dataflow
○ Explicit memory and execution control

● Frontend integration:
○ Import from PyTorch, TensorFlow, ONNX, StableHLO
○ Retain model structure for optimization and analysis

● Hardware-oriented dialect design:
○ NPUs (e.g. STM32N6-class microcontrollers)
○ European accelerators (Axelera.AI, OpenChip, Semidynamics)
○ Emerging in-memory computing (IMC) architectures

● Research focus:
○ Mapping neural operators to non–von Neumann execution models
○ Co-design of accelerator abstractions and compiler IRs
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Current Research Efforts
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MLIR-based compiler toolchain 

with automated precision tuning
● DARE SGA1 Pathfinding Goal

○ Explore Precision Tuning 

and RISC-V RVV1.0

○ Flexible acceleration solution

● Current Status

○ MLIR dialects for precision 

tuning

○ Support for C/C++ via 

Polygeist

○ Baseline LLVM-IR Backend

● Developments

○ ONNX-MLIR/TAFFO 

integration

○ Vectorization for RISC-V 

RVV1.0
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Future Research
● Advanced bufferization strategies

○ Cost models for memory hierarchy and 
bandwidth

○ Target-aware allocation and lifetime 
management

○ Automated spatial distribution
● Mapping tensors across compute tiles and 

memories
○ Minimizing data movement and off-chip 

traffic
○ Critical for tiled NPUs and IMC solutions

● Quantization as a compiler problem
○ Mixed-precision pipelines
○ Hardware-aware quantization lowering
○ Late-stage quantization decisions

● Vectorization and parallelism
○ Flexible exploitation of SIMD, VLIW, systolic 

arrays
○ Unified handling across CPUs, NPUs, and 

accelerators
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Conclusion
● Edge AI is not one workload, one model, or one accelerator
● Sustainable deployment requires:

○ A unified compiler ecosystem
○ Extensible IRs and reusable optimizations

● MLIR provides:
○ A common language between AI frameworks and hardware
○ A research platform for future architectures
○ A bridge between academia and European industry

● Takeaway:
○ Compiler technology is a strategic enabler for Edge AI
○ MLIR turns hardware diversity into a long-term advantage
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giovanni.agosta@polimi.it

Thank You



Copyright © 2024

EAI
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The Intelligent Mesh Workshop
Edge AI Technology Roadmap for Orchestrating Autonomous Systems with Agentic and Generative AI

Kraków, Poland, 27 January 2026

https://www.hipeac.net/2026/krakow/#/program/8254/

The Workshop on The Intelligent Mesh: Edge AI Technology Roadmap for Orchestrating Autonomous Systems with Agentic
and Generative AI is part of the HiPEAC 2026 Conference held in Kraków, Poland.

The workshop is co-organised by large-scale Chips JU EdgeAI and Horizon Europe dAIEDGE projects to exchange ideas to
foster collaboration among academia, researchers, and industry leaders to identify and roadmap next-generation edge AI
technologies and applications for secure, intelligent, and autonomous systems of the future.
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Workshop Topics

❖ The intelligent mesh and distributed intelligence at the edge.

❖ Edge AI trends and technological advancements.

❖ Edge AI evolution from sensitive insight, to generative and
acting across physical to immersive environments.

❖ Heterogeneous hardware platforms, edge AI accelerators,
and bio-inspired architectures for the edge AI frameworks
and advanced algorithms.

❖ Small Language Models (SLMs) optimised for embedded
hardware.

❖ Vision-Language Models (VLMs) for advanced machine
perception.

❖ Agentic AI at the edge.

❖ Future of edge AI, autonomous and robotic systems,
vehicles and intelligent swarms.

❖ European roadmap for next-generation edge AI systems.
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