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Edge AI revolution 
Integrate AI capabilities directly where data is produced

 Key benefits
• Real-time processing: ultra-low latency inference
• Privacy protection: data and model stay on device
• Offline operation: no internet dependency
• Cost reduction: energy consumption and infrastructure

 Many aplications
Industrial IoT

Predictive maintenance

Mobility

ADAS, autonomous driving

Spatial

Onboard image classification

Aeronautics
Visual Based Landing

Healthcare

Wearables, diagnostics
Agriculture

Crop infection identification



Inference pipeline: input → frozen DINOv3 → shared features → lightweight adapters → task-specific outputs. Source: DINOv3: Self-supervised learning for vision at unprecedented scale.

• The power of Vision Foundation Models (VFMs)

General feature extractors

BumbleBee: VFM on the edge
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• The power of Vision Foundation Models (VFMs)

Model​ Vision​Encoder​ Sizes​

CLIP​ (2021) ViT + Extra LayerNorm B, L, H​

OpenCLIP (2022)​ CLIP VIT​ B, L, H, G​

MetaCLIP​ (2023) CLIP ViT B, L, H​

Dinov2​ (2023) Classic ViT T, S, B, L, G​

SAM​ (2023) Adds WSHA + Extra MHSA B, L, H​

AIMv2 (2024) Adds Masked MHSA + 
SwiGLU + RMSNorm

L, H, 1B, 3B​

SigLIPv2​ (2025) No CLS + MAP B, L, 400M, 1B​

Web-SSL (2025)​ Scaled ViTs 1B – 7B​

Franca​ (2025) ViT + Registers B, L, G​

Dinov3​ (2025) ViT + RoPE + Registers S, B, L, G, 7B​

Parameters:

T: ~6M
S: ~22M
B: ~91M
L: ~308M
G: ~1,2B
H: ~2,3B

Common-ish architectures:

BumbleBee: VFM on the edge



• Project’s vision:

o PTQ of weights and activations;
o Focus on the backbone block;
o Learnable task-specific heads (free 

architecture choice);
o Full operator/layer customization

VFM

Backbone
Application 

Heads

Dedicated Hardware

Vision Foundation
Model

Backbone head_t2

Head_t1

head_t3

head_t4

Image Classification

Semantic Segmentation

Depth Estimation

Others

dataset 1

dataset 2

dataset 3

dataset 4

ViT_v1 head_t2

head_t1

head_t3

head_t4ViT_v2 head_t2

head_t1

head_t3

head_t4

ViT_vN head_t2

head_t1

head_t3

head_t4

Quantization

Approximation

Decomposition 

Different Tasks

Simplified ViT

Hardware-aware
Simplification Techniques

…
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Image Tokenization

QuantConv2D

Pos embed.

QuantLinear
(Concatenation)

QuantLayerNorm

QuantLinear
(Q)

QuantLinear
(K)

QuantLinear
(V)

QuantMatMul
(Q.KT)

QuantMatMul
(Attention)

QuantSoftMax
(Attention score)

QuantLayerNorm
QuantLinear
(Expansion)

QuantGELU
Activation

QuantLinear
(Reprojection)

To next
Encoder layer

Encoder Layer xN

MHSA

FFN

Heads

activation_quantizer

weight_quantizer

Uniform symmetric

Uniform asymmetric

2nd order approx. (I-Bert)

8b

16bLogsqrt2 (RepQuant)

QuantConv2d: 26b
QuantLayerNorm: 16b
QuantLinear: 25-27b

QuantMatMul: 22-29b
QuantGelu: 40b
Softmax: 48b

Internal bitwidth:
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Dinov2-Small
(Baseline)

Dinov2-Small
Quantized 

(W8A8)

Dinov2-Small
Quantized 

(W8A8)

ImageNet-1K
(Top1 Acc) 

ADE20K
(mIoU)

VOC2012
(mIoU) 

CityScapes
(mIoU)

Nyuv2 
(RMSE) 

W/A 
Size

81,8% 44,8 % 80,5 % 60,8 % 0,437 88,4/8,2 M

75,6% 34,8 % 78,4 % 40,7 % 0,612 22,1/2,1 M

79,6%
(-2,2%)

43,3 % 
(-1,5%)

81,4 %
(+0,9%)

56,0 %
(+4,8%)

0,459 
(+0,022)

22,1/2,1 M

Image
Classification

Semantic
Segmentation

Depth
Estimation

Quantize

Re-Train

Train

• Task results
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Requirements for hardware-aware quantization
Fine-grained quantization for hardware development requires full control over the 
model and its optimization
➢Requirement: a robust software stack

oManipulating models easily via an expressive intermediate representation (IR);
oModifying computational graphs by inserting quantization operators exactly 

where needed



End-to-end integrated platform
• From design to optimized deployment

• High degree of interoperability

Open and modular platform
• Lightweight core module with plug-ins

• Minimal dependencies

• Collaborative environment

+

Multi-Platform and PackagingAPI

+

OPTIMIZED MODEL

Hosted by



The right IR is everything

A simple example: match and fuse two operators

10



The right IR is everything
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def find_and_fuse(model: aidge_core.GraphView):
    gm = aidge_core.SinglePassGraphMatching(model)
    matches = gm.match("Conv2D->BatchNorm2D#;(BatchNorm2D#<*-Producer)*");

    for match in matches:
      conv_node = match.graph.root_node();
        bn_node = match.anchors["BatchNorm2D"]["#"]
      fused_conv = fuse(conv_node, bn_node);

aidge_core.GraphView.replace(match.graph, fused_conv);

An innovative regular-expression 
like graph matching DSL

A transparent, well-defined and explicit 
graph  representation

A simple example: match and fuse two operators



import aidge_core as ai
import aidge_backend_opencv as aicv

model = ai.sequential([...])

BATCH_SIZE = 64
BACKEND = "cuda"

model.set_backend(BACKEND)
model.forward_dims([[BATCH_SIZE, 3, 32, 32]])

ai.init_producer(model, "Producer-1>(Conv2D|FC)", ai.he_filler)
ai.init_producer(model, "Producer-2>(Conv2D|FC)",
                         lambda x: ai.constant_filler(x, 0.01))

aidge_dataprovider = ai.DataProvider(
  aidge_backend_opencv.CIFAR10("./cifar-10-batches-bin", train=True),
  backend=BACKEND, batch_size=BATCH_SIZE, shuffle=True)

aidge_dataprovider.transforms(0, ai.sequential([
  aicv.RangeAffineTransformation(aicv.range_affine_operator.minus, 
[103.94, 116.78, 123.68], aicv.range_affine_operator.multiplies, 
[0.017])
 ]))
aidge_dataprovider.transforms(1, ai.sequential([
  aidge_core.OneHot(depth=10)
 ]))

opt = aidge_learning.SGD(momentum=0.9)
learning_rates = aidge_learning.constant_lr(0.01)
opt.set_learning_rate_scheduler(learning_rates)
opt.set_parameters(ai.producers(model))

tot_acc = 0
scheduler = ai.SequentialScheduler(model)

for i, (input, label) in enumerate(aidge_dataprovider):
  pred = scheduler.forward(data=[input])[0]
  opt.reset_grad(model)

  loss = aidge_learning.loss.CELoss(pred, label)
  acc = aidge_learning.metrics.Accuracy(pred, label, 1)[0]
  tot_acc += acc

  scheduler.backward()
  opt.update()

  print(f"Nb samples {(i+1)*BATCH_SIZE}, loss: {loss[0]}, 
acc:{(acc/BATCH_SIZE)*100}%, 
tot_acc:{(tot_acc/((i+1)*BATCH_SIZE))*100}%")

v0.9.0

Training without quantization



import aidge_core as ai
import aidge_backend_opencv as aicv

model = ai.sequential([...])

BATCH_SIZE = 64
BACKEND = "cuda"

model.set_backend(BACKEND)
model.forward_dims([[BATCH_SIZE, 3, 32, 32]])

ai.init_producer(model, "Producer-1>(Conv2D|FC)", ai.he_filler)
ai.init_producer(model, "Producer-2>(Conv2D|FC)",
                         lambda x: ai.constant_filler(x, 0.01))

aidge_dataprovider = ai.DataProvider(
  aidge_backend_opencv.CIFAR10("./cifar-10-batches-bin", train=True),
  backend=BACKEND, batch_size=BATCH_SIZE, shuffle=True)

aidge_dataprovider.transforms(0, ai.sequential([
  aicv.RangeAffineTransformation(aicv.range_affine_operator.minus, 
[103.94, 116.78, 123.68], aicv.range_affine_operator.multiplies, 
[0.017])
 ]))
aidge_dataprovider.transforms(1, ai.sequential([
  aidge_core.OneHot(depth=10)
 ]))

aidge_quantization.auto_assign_node_precision(model,
act=8, weight=4, bias_acc=32)

aidge_quantization.lsq.setup_quantizers(model, nb_bits=4)

opt = aidge_learning.SGD(momentum=0.9)
learning_rates = aidge_learning.constant_lr(0.01)
opt.set_learning_rate_scheduler(learning_rates)
opt.set_parameters(ai.producers(model))

tot_acc = 0
scheduler = ai.SequentialScheduler(model)

for i, (input, label) in enumerate(aidge_dataprovider):
  pred = scheduler.forward(data=[input])[0]
  opt.reset_grad(model)

  loss = aidge_learning.loss.CELoss(pred, label)
  acc = aidge_learning.metrics.Accuracy(pred, label, 1)[0]
  tot_acc += acc

  scheduler.backward()
  opt.update()

  print(f"Nb samples {(i+1)*BATCH_SIZE}, loss: {loss[0]}, 
acc:{(acc/BATCH_SIZE)*100}%, 
tot_acc:{(tot_acc/((i+1)*BATCH_SIZE))*100}%")

aidge_quantization.lsq.post_training_transform(model, True)

v0.9.0

Training with quantization



*.setup_quantizers()

• Automatic quantizers insertion
• Automatic initialization / parametrization

*.post_training_transform()

• Automatic integer scaling adaptation

New operators:

FixedQ

LSQ

CG-PACT

ScaleAdjust

TanhClamp

setup_quantizers()

post_training
_transform()

Training with QAT



Design

Complete framework with innovations 

Seamless 
interoperability

Tools for in-depth analysis

Support most popular CNN, 
RNN and SNN architectures

Efficient Intermediate 
Representation

Manipulate your model 
using graph matching

Optimize Deploy



Unlock peak efficiency with control 

Automatic simplification CompressionQuantization
Post or Aware Training

≃

60% smaller and 

30% fasterFP32​→​INT8​→​INT4​→​INT2

FP32

INT8

→

01010101 01010101

01010101

0101010101010101

Choose the precision level

Design Optimize Deploy



Easily embed optimized AI with confidence

17

Broad portability Validate and benchmarkBuilding trustworthy

Audit with open source code

Meet strict aeronautical standards

Test inference under hardware fault 

conditions

 Pioneer in the adoption of the Safety ONNX 

standard
An efficient code generator 

for multiple hardware targets 

Design Optimize Deploy



Active developments and collaborations

+400 
Commits
/month

+20
Tutorials

7 
organizations

+50
submitters

Norms +30 industrials partners

...

+10 academic partners

...



Follow us Join us

Do not wait on major foreign third-
party provider to hope to beat time-
to-market…
Become a contributor and take part of 
the roadmap and development 
process to suit your needs
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