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Deep Learning Acceleration Stack (DLAS)

Optimization Techniques
(Pruning, quantization, NAS/HPO, etc)

Algorithmic Primitives & Data Formats ‘ ‘ ' * % o

[ X ] [ X ]
®
X EINY
oo |[o
oo
oo o
a”]
g
0

Across-stack
optimizations
are required to

(GEMM, Winograd, CSR, Encryption, etc) provide
efficient
Systems Software O PyTorch s tvm E solutions!

(Libraries, frameworks, compilers, etc)

oneAPI OpenCL

Hardware
(Server class, Edge/IoT/Tiny devices)
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[P. Gibson, J. Cano, E. J. Crowley, A. Storkey, M. O'Boyle, “DLAS: A Conceptual Model for Across-Stack Deep Learning
Acceleration”, ACM TACO’25]
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“*Accelerators for LLMs on Edge Devices
“SECDA Methodology and SECDA-LLM
“*Accelerating LLMs at the Edge: Case Studies

*Conclusions and Future Work
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Large Language Models (LLMs) on Edge Devices

% Running LLMs on the edge has become popular with concerns
on network availability, security and privacy

< Executing LLMs on edge devices is difficult due to
computation and memory demands

<+ The problem is further exacerbated on resource-
constrained edge devices

“ Hence, we need to exploit different optimizations and co-
design specialized hardware accelerators to efficiently
process LLMs on edge devices with limited resources
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Accelerators for LLMs (and SLMs) on Edge Devices

% Motivation: specialized hardware accelerators (ASICs, FPGAs, etc) can make High Level Synthesis (HLS)

LLMs faster and more energy efficient (e.g., on edge devices) High Level

» FPGAs are reconfigurable circuits commonly present in edge devices e | )’

S

% Problem: current solutions for designing LLM accelerators for edge devices -
with FPGAs have a very high development cost
» They require High Level Synthesis (HLS) i
» FPGA synthesis is a very slow process that is repeated (over designs) RTL design
> System integration issues (e.g. accelerator and DNN framework) (verilog)
\
“ Solution: we propose -
1. Design methodology (SECDA) to efficiently reduce the development time ““““J;“““
of FPGA-based accelerators (on edge devices) E[ocy |E
2. Integration of SECDA with llama.cpp (a widely-used framework for LLMS) = | device |E

0
Inmm
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“SECDA Methodology and SECDA-LLM
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SECDA Methodology: Overview

% SECDA.: SystemC Enabled Codesign of DNN Accelerators

Application > Accelerator Hardware ___
Framework | | Driver Accelerator :
SystemC . SystemC Hardware
Testbench  |¢ Accelerator Synthesis
A
|
SW SystemC Simulation HW Execution

*[J). Haris, P. Gibson, J. Cano, N. B. Agostini, D. Kaeli, “SECDA: Efficient Hardware/Software Co-Design of FPGA-based
DNN Accelerators for Edge Inference”, SBAC-PAD’21]

Copyright © 2024 9



lHlama.cpp

“ A pure C/C++ library with minimal external dependencies

% Enables LLM inference with minimal setup and state of
the art performance on a wide range of hardware devices

Star History

“ Supports multi-modal, custom, and well-known LLMs (e.g.,
Llama, Falcon, GPT, Gemma)

80k

@ ggerganovfilama.cpp
@ ggml-org/whisper.cpp

ok

» Utilizes GGUF (GPT-Generated Unified Format) and ’

supports various type of quantization (1.5-bit, 2-bit, 3-bit,
4-bit, 5-bit, 6-bit, and 8-bit)

40k

Github Stars

20k

% Open source, with active and rapidly growing community

2023 2024 2025
Date

https://github.com/ggerganov/llama.cpp
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https://github.com/ggerganov/llama.cpp

SECDA-LLM

% A platform for designing custom FPGA-based

accelerators for LLMs R . lama.cpp lgl(c;lza[rfd
> Enables acceleration of LLMs based on GGUF
(GPT-Generated Unified Format) node 0 Operations
n;)-(ié- N > graph executor C context handler )

from GGML backend to accelerator

% Instantiates the SECDA methodology within llama.cpp Offload
» Target operations (matmul, softmax) offloaded —
> A context_handler passes operation _

parameters and metadata to Accelerator Driver

(_JsecpAa ([ JLLM

— Required — Optional

% Enables fast prototyping and integration of new
accelerators with reduced initial setup costs

*[J. Haris, R. Saha, W. Hu, J. Cano, “Designing Efficient LLM Accelerators for Edge Devices”, ARC-LG @ ISCA’24]
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“*Accelerating LLMs at the Edge: Case Studies
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Case study 1: BFP Quantization Accelerator

% Using SECDA-LLM we developed a specialized FPGA-based accelerator for LLM inference
% We accelerate the MatMul kernel, the most expensive operation within LLMs (~97% for TinyLlama)

“We use block floating point (BFP) quantization (common in /lama.cpp) with Q3_K_Q8_K configuration
» Weights use Q3_K super-blocks, i.e. ~3.5 bit quantization
» Inputs use Q8_K super-blocks, i.e. ~9.1 bit quantization

256 }falues
[ \
3 bits weights
6 bits block scalars
16 bits super-block scalar

Q3 K super-block Data Format
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Case study 1: Accelerator Design

AXI-Stream

v 0

Data Mapper — Instruction Decoder [ Scheduler

Super-Block Vector Processor
Weight Input

Buffers BufTfers SB Loader —» Vector PU
A A
|

Accelerator

< Instruction Decoder: Loads and decodes opcode-based instructions from the AXI-Stream
< Data Mapper: Loads weight and input data streams into their respective buffers
“* Scheduler: Orchestrates data movement and control flow (e.g. enables tiling to increase data reuse)

+ Super-Block Vector Processor
» Exploits parallelism across super-blocks
» Q3 _K_Q8_K format specific optimizations
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Evaluation: Experimental Setup

+PYNQ Z1 board
» Arm A9 dual-core CPU @ 650 MHz
» Xilinx Z020 edge FPGA
» 512 MB DDR3 memory

“ TinyLIlama model, 1.1B parameters (460MB~)
» With Q3_K_Q8_K BFP quantization
> Guanaco dataset

- -y - 'OP L
- L NSt

% We evaluate inference latency across different hardware
configurations

» CPU only (2 threads)
» CPU + accelerator
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Evaluation: Results

. . B Seconds per Token ® Seconds per Word
% CPU + Acc achieves 11x speedup in terms of token

generation
» Around 1.7s per token (~2s per word)
» Compared to only CPU 19.2s (~26s per word)

30

20

Time (s)

10

% Dual thread did not improve performance at all on 0
the CPU only inference

» Due to the memory bandwidth bottleneck

CPU (1 thread) CPU (2 thread) Acc (1 thread) Acc (2 thread)
Hardware Configuration

m Weight Transfer m Input Transfer = ACC Compute m Driver Code

% We also tracked more in-depth profiling of
accelerator + driver performance across different
design iterations

» v1: simplest design
> v2: exploits super-block parallelism
> v3: introduced scheduler to enable data-reuse 0 500 5000 2500 10000

v1

V2

v3

Accelerator Versions

Time (ms)
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Case study 2: Heterogeneous BFP Quantization Accelerator

“*We again accelerate the MatMul kernel and develop a specialized FPGA-based accelerator

% To ensure minimal loss of accuracy, llama.cpp utilizes a mixed BFP scheme across layers
» Many variants ranging from 1.5-bit to 8-bit are supported

Q6 K mQ3 K mQ2K
100%

75%
50%
25%

IoNn

Weight Distribut

o
X

TinyLlama MobileLLaMA GPT2

*[J. Haris, J. Cano, “F-BFQ: Flexible Block Floating-Point Quantization Accelerator for LLMs”, LG-ARC @ ISCA’25]
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BFP: Q3 Kvs. Q2 K

256 Yalues
3 bits weights
6 bits block scalars
16 bits super-block scalar

Q3 K super-block with Q=256 (880 bits)
256 values
]
2 bits weights
lock scal
(8+8) bits bloc §9a ers
and minimums

(16+16) bits Super-plf)ck scalars
and minimums

Q2 K super-block with Q=256 (800 bits)
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F-BFQ Accelerator for MatMul: Architecture

AXI-Stream
Instruction Decoder — Scheduler — Data Loader
Dynamic Super-Block Processor Weight Input
Fifo Fifo
Q2 _Q3 (_ SB Welght (_ (_ I
Vector Cache Dynamic
Compute SB Input SB Loader
Unit ] Cache ] B
F-BFQ Accelerator

< Instruction Decoder: Loads and decodes opcode-based instructions from the AXI-Stream

< Data Loader: Loads weight and input data streams into their respective data FIFOs

% Scheduler: Orchestrates data movement and control flow within the accelerator (e.g. applies tiling)
< Dynamic Super Block Processor (DSBP): Main computational unit (currently only 1, but scalable)
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Dynamic Super-Block Processor (DSBP)

<+ Dynamic SB Loader: reads data from
the weight and input FIFOs and
stores into the respective caches

% SB Weight and Input Cache: stores
the data in distributed BRAMs for
high bandwidth access

%+ Q3-Q2 Vector Compute Unit:
performs the dot product operation
for each super block

Dynamic SB Loader

FIFO Reader |—» Bit-Slicer —» Data Mapper
SB Weight Cache SB Input Cache
sb_mins <16-bit> ( i data <8-bit> )
w scales w hlgh ( 1 _bsums <16-bit> )
<g- b1t> <2- b1t> —
sb_scales <16-bit> ( 1_scales <32-bit> )
Q2-Q3 Vector Compute Unit

—> Q2 Scalar Unit > | | ;oo :
]\Efect‘or Mux @ i [Compute |
ngine . : '
) Q3 Scalar Unit Ea ' :
 Memory ) |
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Evaluation: Experimental Setup

“+KV260 Kria board: Arm A53 quad-core CPU + Edge FPGA
“*Inference: CPU + accelerator vs. CPU only

“Three quantized LLMs used for evaluation

Hardware Info and FPGA Resource Utilization

KV260 ARM-A53 234 (81%) 175 (14%) 14K (6%) 36K (30%)
LLMs Specifications
I T T T T
GPT2 [1] 163M
TinyLlama [13] 45 110 1.1B 460
MobileLLaMA [12] 49 120 1.4B 560
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Evaluation: Results

% Average speedup of 1.4x and an average

of 5.2 tokens per second W Latency W Tokens/s

> Versus 3.3 tokens of the CPU 2.50 2.07 2.10
2.00
€3
= 150
=
% We found the GPT2 model gained the S o0
least performance e
» Due to the lower arithmetical £ 0.50
intensity compared to MobileLLaMA '
and TinyLlama
0.00

GPT2 MobileLLaMA TinyLlama
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*Conclusions and Future Work
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Conclusions

“ Accelerating LLMs on resource-constrained Edge devices is becoming more and more important
» Concerns on network availability, security and privacy, cost, etc

<+ SECDA-LLM is a new toolkit that improves/eases the devel%ment of specialized FPGA-based accelerators
for edge LLM inference employing llama.cpp and the SECDA methodology

“ As a case study we desi%n and implement a MatMul accelerator that improves performance by 11x
compared the CPU-only baseline for the TinyLlama model on a resource constrained edge FPGA

% As a second case study we motivate the need for heterogenous Block-Floating Point quantization support
for LLM accelerators

» We design a new accelerator for Matmul operations with flexible support for Q3_k and Q2_K BFP
» We evaluate our F-BFQ accelerator on 3 LLMs and achieve 1.4x speedup over the CPU
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% Add support for more BFP variants (e.g., 4, 5, 6 bits)

% Expand SECDA-LLM as an open-source platform (more LLMs, datasets, and edge devices evaluated)

% Support more types of layers (e.g., infini-attention), cores (e.g. shift-based), sparsity

% SECDA-DSE: Automate the design space exploration process to design better hardware accelerators
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The Intelli lesh orkshop

Edge Al Technology Roadmapfor Orchestratl = n ous Systems Wlth Agentlc and Generative Al

Krakow Poland 27January 2026

H ' https://www.hipeac.net/2026/krakow/#/program/8254/

The Workshop on The Intelligent Mesh: Edge Al Technology Roadmap for Orchestrating Autonomous Systems with Agentic
and Generative Al is part of the HIPEAC 2026 Conference held in Krakéw, Poland.

The workshop is co-organised by large-scale Chips JU EdgeAl and Horizon Europe dAEPGE projects to exchange ideas to
foster collaboration among academia, researchers, and industry leaders to identify and roadmap next-generation edge Al
technologies and applications for secure, intelligent, and autonomous systems of the future.
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Workshop Topics

The intelligent mesh and distributed intelligence at the edge.
Edge Al trends and technological advancements.

Edge Al evolution from sensitive insight, to generative and
acting across physical to immersive environments.

A * Heterogeneous hardware platforms, edge Al accelerators,
- and bio-inspired architectures for the edge Al frameworks
and advanced algorithms.

% Small Language Models (SLMs) optimised for embedded
hardware.

. % Vision-Language Models (VLMs) for advanced machine
T perception,

% Agentic Al at the edge.

% Future of edge Al, autonomous and robotic systems,
vehicles and intelligent swarmes.

< European roadmap for next-generation edge Al systems.
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