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This document presents the EdgeAl Non-Functional Requirements (NFRs) and Functional
Requirements (FRs) together with a set of key performance indicators (KPIs) and measures
to monitor their performance over the project lifetime. The NFRs and FRs are integrated
into the workflow of the value chains (VCs) and demonstrators (VCDs). Each demonstrator
plans to define three NFRs and FRs as part of the deliverables D1.2-D1.6. For the EdgeAl
technology blocks developed in WP2-WP3-WP4, which are not fully integrated into the
demonstrators, the NFRs and FRs will be defined and monitored in those WPs. Each
requirement and the corresponding KPIs will be described as SMART (Specific,
Measurable, Attainable, Relevant, and Time-Bound) across the project's lifetime. Each KPI
has defined a suitable measure that can be used during the verification, validation, and
testing. The framework is designed to support addressing edge Al solutions as an
integrated embedded system composed of hardware, software, Al techniques, models,
frameworks and data sets for training, testing, inference and across the edge processing
continuum (micro-, deep- and meta-edge).

Deliverable D1.1 gives an overview of the edge Al applications in industrial sectors
addressed by the EdgeAl project beneficiaries. The document concludes with several
selected trends in edge Al research and innovation to provide support for a research
roadmap for future edge Al technologies and applications.

2 Non-publishable summary

N.A. (This deliverable has dissemination level "Public").

3 Introduction and Scope

3.1 Purpose and target group

WP1 addresses the requirements and specifications driven by the different industrial
domains and the technology integrators for solutions for Al at the edge, addressing the
design stack and middleware. These requirements will be translated into a set of non-
functional and functional requirements, KPIs and measures that are used to monitor
technology development and the evolution of the demonstrators in the digital industry,
energy, agri-food and beverage, mobility, and digital society domains during the lifetime
of the project.

This report covers the results of defining a conceptual framework for defining
requirements, other common aspects like terminology, relevant standards, etc., and
This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the

EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
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trends in edge Al research and innovation. It serves as a blueprint for applying these
concepts in the various industries in tasks T1.2 to T1.6 and their respective deliverables
D1.2to D1.6.

3.2 Contributions of partners

Table 3.1 briefly explains which partners were involved and their activities in their various
chapters.

Table 3.1: Partner contribution

Chapter | Partner Contribution

All SINTEF SINTEF is the project coordinator and leading the value chain VC2 and task T1.1.
chapters SINTEF contributed to develop a conceptual framework for functional and non-
functional requirements, including the terminology, relevant standards, etc.
required for edge Al technologies and applications in industrial sectors. SINTEF
also contributed to analyse the consolidated requirements and specifications
from all VCs and highlighted commonalities and differences from different
industrial domains and worked to create a roadmap for the project and open
issues beyond the project lifetime. SINTEF also addressed the embedded Edge
approaches for intelligent distributed energy systems (VCD2.2) and mesh
intelligent lighting (VCD2.3).

3;,11.2; IFAT IFAT is leading the value chain VC1. IFAT specified the requirements for the
11.3;11.4 demonstrator "Smart Semiconductor Manufacturing Assistant” (SSMA) and
defined in detail the Al methodologies within task T1.1. IFAT worked together
with the partners TUWIEN and SCUBE. Additionally, the definition of the work
centre where the data integration is focused were done. With respect to the
Design of Experiment (DoE) graphs, the required outcome is defined together
with TUWIEN including the Al methods to be developed and applied.

3.2 AMS-AT As part of this task, AMS-AT is identifying the challenges and requirements for
its overall contributions to the project. Most importantly, AMS-AT is leading the
virtual Chain Demonstrator D1.2. The requirement for real-time sensor data to
predict the outcome of the processing steps are being discussed. In addition,
challenges for the use of data an optimisation of sensor data usability is being

identified.
3.2,11.2; SCUBE SCUBE provided and applied VeriACT, a tool for verification management. With
11.3;11.4 VeriACT defined requirements, verification concepts, verification actions,

expected and achieved results are collected centrally and managed consistently.
A systematic set-up of requirements and its domain specific test-concepts will
pave the way to technical verification, validation, and testing (as per WP5 and

WP6).
3.2;11.2; TUWIEN TUWIEN developed a diagram algorithm to extract and analyse information from
11.3;11.4 Design of Experiments (DoE) graphs. This algorithm supports its partner, IFAT's

Smart Semiconductor Manufacturing Assistant (SSMA). A systematic definition
of requirements and specifications are established to promote the smooth
progress of the project.

56,9, 11 IMEC IMEC described its work T1.1 to define the conceptual Edge Al framework from
the perspective of VCD4.1 as well as its impact in a broader and more holistic
context.

11.2; 11.3; | NXP-DE NXP-DE participated in the definition of the framework for functional and non-
11.4;11.5 functional requirements, looking at the general requirements of Al in security-

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
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related applications within the energy sector (VC2). These will be used to define
the relevant use-cases of Al models in security related products with a focus on
attack detection/ classification (VCD2.4). NXP-DE is also leading WP1.

3.2;11.2; GNT GNT collaborated with the EdgeAl partners in defining functional and non-

11.3;11.4 functional requirements related to VCD 1.4 and VCD 4.2, with a particular focus
on cyber-security aspects in loT communications.

3.2,11.2, NEURO NEURO supported the consortium in outlining an exemplary conceptual

11.3,11.4, Framework for mobile Edge Al computing, with focus on Micro-Edge and Multi-

11.5 Modal Data Fusion at Gateway-Edge level.

3.2,11.2; COGNI COGNI collaborated with the partners in defining functional and non-functional

11.3;11.4 requirement guidelines as well as creating the road map for Al Framework
development. Primary focus was translating the project Objectives 1, 5 and 6
into non-functional requirements relevant for VC1 - Digital Industry as well as
specifically for Value Chain Demonstrator 1.4.

3.2,11.2; IMST IMST contributed during the overall Edge Al Requirement and Specification

11.4 phase to support the establishment of the conceptual framework.

11.2;11.3; | HUA HUA contributed to the conceptual framework and road mapping for Mobility

1.4 value chain (VC4) and in particular VCD4.2.

3.2,11.2; uzL UZL performed an analysis of the general requirements concerning the

11.3;11.4; trustworthy Al model and its accelerator. The elementary properties of CPU to

11.5 accelerate such Al were investigated as well. The application scenarios given by
the industry partners (especially NXP-DE) were evaluated regarding their specific
requirements concerning trustworthy Al platforms.

11.2;11.3; | INTRA INTRA contributed to the conceptual framework by providing their expertise on

1.4 the applicability of ISO 25010 and ISO 25023 standards in the context of Al
HW/SW engineering. Inputs for consolidating and identifying similarities were
compiled from the contributions from demonstrators in the Digital Industry and
Mobility value chains (VC1 and VC4).

3;11.2; STM-FR STM-FR is leading the value chain VC3. STM-FR worked with partners toward the

11.3;11.4 definition and identification of the most appropriated functional and non-
functional requirements contribution.

3;11.2; STMR-FR STMR-FR worked with partners toward the definition and identification of the

11.3;11.4 most appropriated functional and non-functional requirements contribution.

3;,11.2; VPHV VPHV contributed by providing a framework of vineyard-related specifications

11.3;11.4 for the development of Al technologies.

3;,11.2; cv CV contributed with the partners to establish a roadmap for the validation of the

11.3;11.4 models according to vineyard and cellar expectations.

3;11.2; VPP VPP contributed with the partners to establish a roadmap for the validation of

11.3;11.4 the models according to cellar expectations.

3.2,11.2; TECX TECX contributed with the partners to establish a roadmap for the validation of

11.3;11.4 the models according to vineyard expectations. In addition TECX will work to
establish the educational Al Roadmap

3.2,11.2; CEA CEA participated in the road mapping reflections around edge Al by bringing its

11.3;11.4 know-how mainly in the field of neuromorphic accelerators.

7;11.2; INPG INPG cooperated with the partners to identify their needs in terms of functional

11.3;11.4 and non-functional requirements regarding the use cases of the value chains.

11.2;11.3; | URCA URCA collaborated with partners to specify the generic framework to be used in

11.4;11.5 the project.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
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3.2;11.2; STM-IT STM-IT contributed to the definition of the functional and non-functional

11.3;11.4 requirements of the various applications, considered the different levels of
computing capabilities needed, requirements in terms of reliability and power
consumption.

3.2;11.2; SCM SCM defined functional and non-functional requirements and specifications,

11.3 including verification and validation metrics for a major improvement of in-line
quality checks as enabled by localized Al-on-the-edge, capable of, object and
defects recognition, machine vision, smart sensor nodes.

3.2, 11.2; CSR CSR together with SCM defined functional and non-functional requirements and

11.3 specifications, including verification and validation metrics for a major
improvement of in-line quality checks as enabled by localized Al-on-the-edge,
capable of object and defects recognition, machine vision, and smart sensor
nodes.

3.2,5.2; HTS HTS contributed to the definition of user requirements in digital industry with

9.1;11.2; particular emphasis to the needed vision accuracy and communication needs.

11.3;11.4

3.2,5.2; DEEPS DEEPS contributed to the definition of user requirements in digital industry with

9.1;11.2; particular emphasis to how edge Al aspects may improve the needed vision

11.3;11.4 accuracy.

3.2;7;9.1; | XTE XTE contributed to the definition of the User Centric Design Framework:

11.2;11.3; Definition of methodologies for questionnaires definition for user engagement

1.4 and user needs' data gathering within the use cases VCD1.5 and VCD1.6.

3.2,11.2; UNICA UNICA participated by elaborating definition of the general specifications for the

11.3;11.4 edge Al framework, with specific focus on requirements for computing
platforms, hardware/ software architectures, accelerators for at-the-edge
efficient inference execution, heterogeneous processing systems.

3.2, 10; UNIBO UNIBO specified i) EdgeAl deep neural network (DNN) and neuromorphic

11.2;11.3; accelerator features; ii) Compiler Al support for edge resource mapping; iii)

11.4 Specification of condition monitoring algorithm and sensing technologies at the
edge.

3.2;11.2; UMIL UMIL contributed to identifying the specific challenges and requirements for Al-

11.3;11.4 based technologies and applications for loT/Edge and collaborated with
partners to specify the framework to be used in the project.

3.2,9.4; EDI EDI is leading the value chain VC4 and two of its demonstrators VCD4.1 and

11.3;11.4; VCDA4.2. EDI contributed on extracting the common aspects of the mobility value

11.5 chain (VC4) and especially of mobile and static agents. The commonalities of
different target groups were incorporated in the establishment of the
conceptual framework for Edge Al requirements and specification. Inputs for
consolidating and identifying similarities were compiled from the contributions
from demonstrators in the mobility value chain.

3.2;11.2; NXP-NL NXP-NL is leading value chain VC5. NXP-NL contributed to the functional and

11.3;11.4; non-functional requirements of the project from a semiconductor perspective

11.5 to competitive edge-nodes.

3.2,11.2; SIG SIG contributed to the overall conceptual framework by giving the Lighting

11.3;11.4 application insights and feedback.

1;3.2;4;5; | TECHNO | TECHNO contributed to the conceptual framework with particular consideration

0; 6.2; 9.5; of features to support the Machine Room use case. TECHNO performed the

11; All quality review of this deliverable.

sections
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11.2;11.4 | ALMENDE | ALMENDE contributed to the establishment of the conceptual requirements and
specification framework with a specific focus on the demands from the smart
buildings’ perspective.

3.2;11.2; TUE TUE contributed to specifying the conceptual framework and roadmaps
11.3;11.4 focussing on Al model and training paradigms.

3.2;9.2; FE FE contributed to the definition of functional and non-functional requirements
11.2;11.3; for Al-based technologies from the energy sector (VC2) perspective. Addressed
11.4,11.5 the energy sector market developments, trends, and needs, intelligent water

tank energy optimisation (VCD2.1) and embedded Edge approaches for
intelligent distributed energy systems (VCD2.2).

3.2;9.2; NXTEN NXTEN provided input to the definition of functional and non-functional
11.2;11.3; requirements for Al-based technologies from the energy sector (VC2)
11.4,11.5 perspective. Addressed the energy sector market developments, trends, and

needs, intelligent water tank energy optimisation (VCD2.1) and embedded Edge
approaches for intelligent distributed energy systems (VCD2.2).

3.2,9.2; PROLUX PROLUX worked on the overall description of the approach for addressing the

11.2;11.3; functional and non-functional requirements for Al-based solutions for lighting

11.4,11.5 applications and integration requirements for IoT solutions in the energy
domain (VC2). Addressed mesh intelligent lighting (VCD2.3).

3.2,9.2; NXTECH NXTECH provided the market overview for Al-based solution for energy sector

11.2; 11.3; (VC2) and an overall definition of what kind of functional and non-functional

11.4;11.5 requirements for Al-based solutions are needed. Addressed the energy sector

market developments, trends, and needs, intelligent water tank energy
optimisation (VCD2.1), embedded Edge approaches for intelligent distributed
energy systems (VCD2.2), and mesh intelligent lighting (VCD2.3).

11.2;11.3; | ITML ITML participated in the design of the conceptual architecture.

1.4

3.2,9.1; AMS-CH AMS-CH identified the challenges and the requirements. Work with partner SYNS
11.2;11.4 toward the implementation of demonstrator VCD1.3.

9.1;11.2; SYNS SYNS identified the challenges and the requirements. Work with partner AMS-
11.3;11.4 CH to implement demonstrator VCD1.3 within the digital industry sector.

3.3 Relation to other activities in the project

Deliverable D1.1 is based on the work done in task T1.1 where a conceptual framework
for defining SMART Functional, and Non-Functional requirements, and other common
aspects required for EdgeAl technologies and applications is established. It is created in
collaboration with the task leads of the industry-related tasks T1.2 to T1.6, which use the
concept to implement analysis for their industry. After the implementation by each of the
sectors is concluded, results will be consolidated to highlight commonalities and
differences for edge Al in different industrial domains and to create a roadmap for the
project and open issues beyond the project lifetime. The results will be reported in
deliverable D1.7 (Report on road-mapping for cross-industrial domains edge Al
requirements and specification) in project month 14.

The requirements and specifications are important for the work that are carried out the
following work packages; and pave the road from architecture/system and

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
10



& KDT JU

circuits/modules designs in WP2 and WP3, to development, verification/integration, and
validation/testing in WP3, WP4, WP5 and WP6.

Co-funded by
the European Union

4 Conceptual framework in edge AI system design and
implementation

4.1 Edge Al definition

Edge Al combines Al, loT and edge computing technologies to provide real-time collection,
processing, analytics, and decision-making. Advances in Al, machine, and deep learning
technology (ML/DL) enable new capabilities at the network's edge, closer to the sensors
and actuators. 10T and edge computing enables to collect and process data locally, on-
device ML and DL processing reduces latency, increases data privacy and security, and
reduces the need for a continuous cloud connection by providing edge processing
solutions. ML and DL edge computing open opportunities for new, robust, scalable Al
systems across the edge continuum (micro-, deep-, and meta-edge) and multiple
industries.

Edge Al uses Al-based algorithms and techniques on edge devices, enabling more rapid
and efficient data processing and improved privacy and security. Edge Al provides
computational intelligence to develop intelligent systems that perform real-time tasks
that typically require human-level intelligence, such as decision-making, problem-solving,
pattern recognition, and learning.

Edge Al-embedded |oT devices help many industries become more efficient and safer by
improving accuracy and decreasing human error through automation.

Edge Al can significantly enhance monitoring while reducing the amount of raw data
transmitted to the cloud leading to the adoption of edge Al for industrial process
monitoring.

The introduction of edge Al enables intelligent 10T systems to capture raw data, process
it, and analyse it using ML and DL algorithms to identify and classify activities at the edge
with at most limited core network support.

Adopters of edge Al technologies are developing applications in the digital industry,
energy, agri-food, and beverages, mobility, and digital society.
4.1 Edge Al design framework

Edge Al systems are becoming increasingly complex. Defining the non-functional and
functional requirements, aligned with quality properties, is increasingly important to

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
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This definition must take into consideration the intended use of an edge Al system and
properly evaluate hardware, software, Al techniques/methods and data, quality models
have proposed relevant quality characteristics of an edge Al system, including 1SO
standards.

Edge Al systems are often developed in an isolated manner, with reduced concern about
their integration and holistic architectural impact. This leads to increased complexity.

Evaluation of edge Al systems and the quality evaluation, measurement and
benchmarking of such integrated systems are critical activities in the edge Al design and
development process. Factors that affect quality, and can be directly measured, are called
internal quality attributes. Factors, such as maintainability, that can only be indirectly
measured are called external quality attributes.

Al Models

Methods %g
Algorithms

Libraries
Frameworks Al Stack

Hardware

Data collection HW platforms.

Features extraction CPUs, GPUs, TPUs SW _plat_forms
Data types Optimisation tools
ASICs, FPGAs
Data sets Neuromorphic SDK tools
Training data P Software engineering
Validation data OSs

Test data
Inference data @

Software

Figure 1: Edge Al design framework based on the convergence of technologies.

The development of edge Al solutions leads to the emergence of multimodal edge Al
implementations that yield real-time performance at the edge for various industrial
sectors. These require the integration of edge Al hardware, software, Al stack building
blocks and data in an Edge Al design framework for the whole system, as illustrated in
Figure 1.

In this context, developing a conceptual framework for edge Al system design and
implementation is essential to be used as a reference for defining the NFRs and FRs of
edge Al systems across various industrial applications.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
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requirements for edge AI systems

The FRs define specific features, functions and behaviour of a system and are typically
detailed in the system design, while the NFRs define operation capabilities and quality
system attributes rather than specific behaviour and are typically detailed in the system
architecture. The approaches for addressing the FRs and the NFRs help to enhance project
cohesion and support the consortium partners to track the individual demonstrators and
results in the different value chains (VCs).

The FRs and NFRs, based on the demonstrator high-level architecture and intended
applications, are defined together with a set of key performance indicators (KPIs) and
measures to monitor their performance over the project lifetime. Each requirement and
its corresponding KPIs, aims to be specific, measurable, attainable, relevant, and time-
bound (SMART). Selecting and interpreting performance measures is crucial for
acceptance of the industrial domains and their optimised performance embedded
processing Al technologies and systems.

In this deliverable the conceptual FR and NFR frameworks are described. The actual FRs
and NFRs specific for each VC will be defined in future deliverables later in the project.

5.1 Edge Al systems non-functional requirements

The FRs can also be referred to as quality requirements imposing constraints on the
design or implementation (such as performance requirements, security, or reliability).
NFRs are represented in the form of what system edge Al should be. The plan for
implementing NFRs is detailed in the system architecture.

Edge Al system NFRs can be developed based on the product quality model defined in ISO
25010, which defines eight quality characteristics: functional suitability, reliability,
performance efficiency, usability, security, compatibility, maintainability, and portability,
and thirty-one sub-characteristics. This standard recognises the hierarchy of
characteristics and sub-characteristics with a reorganised and improved understanding
of related concepts. Functional suitability represents the degree to which a product or
system provides functions that meet stated and implied needs when used under specified
conditions. A characteristic comprises sub-characteristics of functional completeness,
correctness, and appropriateness.

The NFRs can be mapped to the ISO/IEC 25010 [21] characteristics and sub-characteristics
for Al-based systems and data quality requirements in ISO/IEC 25012 [24].

A summary of the product quality model characteristics presented in ISO/IEC 25010 is
illustrated in Figure 2.
This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
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Figure 2: ISO/IEC 25010 overview including characteristics and sub-characteristics [21]

Each NFR has a KPI
(qualitative/quantitative) assessment. The methodology proposed to be used is based on
the measures described in ISO/IEC 25023 [23] and ISO/IEC 25021 [22] (parts of the ISO/IEC
25000 SQuaRE series - System and software quality requirements and evaluation) as

identified and a measure to provide a quantifiable

reference.

Performance efficiency reflects the performance relative to the resources used under
stated conditions. This characteristic is formed by sub-characteristics of time behaviour,
resource utilisation, and capacity.

Compatibility is the degree to which a product, system or component can exchange
information with other products, systems, or components and/or perform its required
functions while sharing the same hardware or software environment. This characteristic
is composed of sub-characteristics of co-existence and interoperability.

Usability is the degree to which a product or system can be used by specified users to
achieve defined goals with effectiveness, efficiency, and satisfaction in a specified context
of use. This characteristic comprises sub-characteristics appropriateness, recognisability,
learnability, operability, user error protection, user interface aesthetics, and accessibility.

Reliability is the degree to which a system, product or component performs specified
functions under specified conditions for a specified period of time. This characteristic
comprises sub-characteristics of maturity, availability, fault tolerance, and recoverability.

Security is the degree to which a product or system protects information and data so that
persons or other products or systems have the degree of data access appropriate to their
types and levels of authorisation. The authorisation comprises sub-characteristics
confidentiality, integrity, non-repudiation, accountability, and authenticity.

Maintainability represents the degree of effectiveness and efficiency with which a product
or system can be modified to improve it, correct it, or adapt it to changes in the
environment and requirements. This characteristic comprises sub-characteristics
modularity, reusability, analysability, modifiability, and testability.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
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Portability is the degree of effectiveness and efficiency with which a system, product or
component can be transferred from one hardware, software or other operational or
usage environment to another. This characteristic is composed of sub-characteristics
adaptability, installability, and replaceability.
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The ISO/IEC 25012 standard can be used in edge Al systems to extend the product quality
model defined in ISO 25010 with the data properties. The standard covers data held in a
structured format, and it specifies a general data quality model. The target is data
processed or stored by the system which can be considered persistent data. Conformance
of data to a data design specification is outside the scope of the standard. Data quality is
the degree to which data properties satisfy explicit and implicit needs when used in a
specified context. The quality is intended to be application- dependent. It does not
consider universal data quality that can be applied for any purpose. Data quality
characteristics are defined as the attributes that affect quality. They are categorised into
fifteen quality characteristics (accuracy, completeness, consistency, credibility,
correctness, accessibility, compliance, confidentiality, efficiency, precision, traceability,
understandability, availability, portability, and recoverability) that consider two views - the
inherent and system-dependent perspectives.

From an inherent perspective, data quality refers to the data itself, the values and possible
limitations of the data domain, and the relationships (e.g., consistency) between data
values or metadata. From a system-dependent point of view, data quality refers to the
degree to which data quality is achieved and maintained within a system, depends on the
technical domain in which the data is used, and is achieved by the capabilities of the
components of the processing system.

In the learning process, an edge Al-based learning model (a template of input-output
relationships) is given, which consists of different parameter values. The learning model
represents a procedure that propagates input signals (e.g., image data) and outputs its
predicted category label. Using the training dataset, learning is a process to determine
parameter values of the learning model that defines the input-output relationship
represented as a function. The obtained input-output relationship is called the trained
learning model (machine or deep learning).

The raw data (digital data) is collected and turned into training data or a collection of data
points. The raw data is a primary product, and the multi-dimensional vector of data points
is then a secondary product obtained by studying or extracting features from the raw
data. The training process inputs such as a training dataset and computes Al-based
models. If the functional behaviour does not meet the requirements, the training dataset
must be revised, and the whole process iterated. Preparing training data from raw data
depends on the quality of the original source data. As the amount of data increases, some
data values may still need to be completed. Intermittent malfunctions of edge

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
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equipment/motors, sensors and IoT devices etc. result in missing data points, unfilled
fields, and missing values in the raw data.

Various strategies can be considered to deal with such missing or unknown data, such as
removing the lost data from the training dataset, making the data complete by manually
compensating for uncertain values or using an advanced learning mechanism that
automatically compensates uncertain values.

The design and development of edge Al systems need to embed Al trustworthiness
concepts. These encompass several aspects addressed by system engineering
dependability that include several system quality properties (e.g., security, safety,
availability, connectability, resilience, reliability, maintainability, and privacy) covered by
ISO 25010 and 1SO25012.

The further development of edge Al systems includes ethical edge Al considerations (e.g.,
fairness, accountability) and specific (e.g., explainability, interpretability) that are intrinsic
to the data-centric and black-box nature of ML/DL edge Al.

Data Quality Model
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Figure 3: Connections Al quality aspects with quality characteristics of ISO/IEC 25010
and 25012

If we consider the example of edge Al deep neural networks (DNNSs), training data define

the functional behaviour and performance of DNN-based Als. This means the quality of

the training data significantly impacts the aspects of trustworthy Al and its quality.
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Because edge Al-based systems combine hardware, software-intensive Al algorithms, and
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data sets using the existing software and data quality models, standards are the
appropriate reference framework to discuss the edge Al systems' quality.

In this context, there is a need to develop edge Al-extended quality models by introducing
certain aspects of trustworthy Al to the quality model of ISO/IEC 25010 and ISO 25012,
including training data. The extended data quality model may also relate to trustworthy
edge Al considerations.

The application of ISO/IEC 25010/25012 models to Al and edge Al, based on quality
characteristics, must consider the inter-relation between several quality characteristics of
the software and data with apparent aspects of Al as illustrated in Figure 3.

The ISO/IEC 25000 standards unlock the prospect of defining new quality characteristics
of Al from a product quality point of view and according to the application context.

This can be extended to sub-characteristics suitable for Al problems converging for
individual characteristics, for example, the learnability between the appropriate functions,
the explainability, for the usability and the robustness for reliability.

New quality properties that must be considered include transparency and accountability
(e.g., reproducibility, interpretability and explainability, interpretability, auditability,
minimisation of data use, and reporting of negative impact).

The IEEE (Institute of Electrical and Electronics Engineers) standardisation activities use a
different methodology, as illustrated in the IEEE 7110 standard [25]. It includes the
following quality characteristics or objectives/constraints of an Al system:

e Impact assessment of algorithms
e Sustainability

e Fairness

e Responsibility

e Transparency

e Data analysable

e Software engineering processes
e Law and regulations

As edge Al technologies are evolving elements such as diversity, non-discrimination, and
fairness, as well as societal and environmental well-being (e.g., avoidance of unfair bias,
accessibility and universal design, stakeholder participation, sustainability, and
environmental friendliness) become part of the quality properties that must be
considered in the design and deployment of edge Al systems.

The edge Al quality properties are applied to entities, devices, products, processes, and
services. Today, quality properties are defined in the field of requirements engineering.
This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
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The goal is to develop and implement quality models in the context of edge Al systems
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(e.g., integrated hardware, software, Al methods/techniques, and data sets) that will help
requirements engineers to optimise the edge Al system.

5.2 Edge Al systems functional requirements

Edge Al functional requirements define a function of an edge Al system or its component,
where a function is described as a specification of behaviour between inputs and outputs.

The FRs can involve technical details, data manipulation and processing, and other specific
functionality that defines what a system is supposed to achieve. Behavioural
requirements describe cases where the edge Al system uses the functional requirements
captured in use cases.

FRs are represented in the form of what edge Al systems must do. The plan for
implementing FRs is detailed in the system design.

To give an idea about the important challenges of the EdgeAl project, it is useful to point
out one of the most relevant features of the FRs to be demonstrated in the use cases: the
role of Al in defining the FRs dealing with how such technologies should accomplish their
tasks, typically optimization or predictive maintenance tasks. For example, the novel
optimization systems, proposed by EdgeAl, should be able to learn continuously from
data coming from experience to improve more and more accuracy. They should be
implemented on a suitable edge board to operate in real time in an autonomous setting
with appropriate low latency and limited energy consumption. They should be provided
with a suitable feedback loop with the machinery control people to limit the false calls,
and they should provide explanations of system degradations, defects, and faults.

Edge Al system FRs define what a system must do and what its features and functions are.
These requirements are the features or functions that describe system behaviour under
specific conditions. Edge Al system FRs can be classified according to different criteria, for
example, based on the functions a given feature must perform in the system. FRs are
written in text that may also include visuals. The edge Al system requirements document
may describe the demonstrator's use cases, usage scenarios, functional decomposition,
models, and diagrams.

Both edge Al system/demonstrator/product FRs and NFRs should be formalised in the
requirements and specification document/delivery. The requirements and specification
document/delivery contains descriptions of functions and capabilities that the edge Al
system/demonstrator/product must provide.

The document illustrates constraints and assumptions and may include other
software/hardware, and Al technology stack documentation, such as scenarios, use cases
and tools.
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The requirements and specification document/delivery must include the following
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sections:

e Purpose: Definitions, edge Al system overview, and background.

e Overall description: Edge Al demonstrator description, assumptions, constraints,
and overall architecture.

e Specific requirements: Edge Al system attributes, the FRs, hardware, software, Al
technology stack, datasets, frameworks, and platforms requirements.

For an edge Al system, the description is recommended to use the functional
decomposition as a visual representation that illustrates how complex edge Al processes
break down into their simpler components to allow for an independent analysis of each
part and support the capture of the complete view of the edge Al
system/product/demonstrator.

6 System-level view for edge AI systems

Al computations are done at the edge of the network, on micro-, deep-, and meta-edge
local devices, where the following definitions are applied [28][29];

» Micro-edge: local processing to import data into the system; sensors generate
unprocessed data streams at the interface between the real and cyber systems.
These devices may distil useful information from these data by integrating Al-
based elements for inference and training. This Intelligent micro-edge allows real-
time applications to become omnipresent, able to react quickly and intelligently to
inferred situations, while consuming minimal power.

o Deep-edge: Intelligent controllers such as PLCs and SCADA, networking
equipment, gateways, and computing units that may aggregate data from multiple
micro-edge devices. Deep-Edge devices have a higher power budget since they are
shared across multiple endpoints, and generally have a more capable processor
which can be multiplexed to support those endpoints.

» Meta-edge: Processing units, typically located on-premises, with high-
performance embedded computing, edge machine vision systems and edge
servers (e.g., high-performance CPUs, GPUs, FPGAs, etc.) that are designed to
handle compute-intensive tasks, such as processing, data analytics, Al-based
functions, networking, and data storage.

The edge can scale from a few devices to thousands, connected using wireless or wired
networks. Edge Al computing and processing devices can operate autonomously, using
local inference to support decisions and consequent actuation. EdgeAl developments will
implement applications across this edge continuum, with the appropriate location to
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deploy functionality defined by processing requirement, latency, reliability, power budget
and other factors.
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Several things must be considered during the development of an edge Al system. Defining
the use-cases and identifying the challenges are needed for the selected edge Al
applications. Choosing the hardware, software, Al stack components and relevant data
sources (e.g., time-series, images, etc.) for collecting data (structured or unstructured) is
essential for edge Al applications. The data must be processed/cleaned and stored to
improve the data quality (e.g., to repair errors/omissions). The collected datasets are used
to develop edge Al algorithms/models and facilitate Al training and learning of the
algorithms/models (e.g., predictions, classifications, accuracy requirements).

6.1 Hardware

The hardware of an edge Al system generally becomes more performant, functional,
secure, and power consumptive as one moves from the micro-edge towards the meta-
edge. Increased performance is necessary to deal with the aggregation of multiple
endpoints and cross-inference from many sources. This increased functionality and
breadth of scope also increases the consequence of failure and/or the ‘payback’ for
compromise, and so the requirements for security and reliable operation also increase as
one moves away from the micro-edge. New edge processing circuits and devices with
novel processing architectures are emerging for edge Al implementations, including CPUs,
GPUs, TPUs, ASICs, FPGAs, SoC, SoM, and neuromorphic accelerators.

Edge Al implementations require low power Al accelerator architectures (e.g., VPU, GPU,
TPU) suitable for edge devices and the given application use-case. They must establish an
appropriate deployment platform/framework (e.g., Tensorflow, Pytorch) that meets the
required needs with a suitable programming language (Python, C++) which is robust and
suitable for edge Al development and the platform/framework.

Edge Al systems can run on a wide range of hardware platforms and constitute different
forms from microcontroller units (MCUs) to advanced neural processing units (NPUSs).
Specialised Al hardware designed to accelerate Al applications are also called Al
accelerators, where low power accelerators are suitable for edge devices. Typically,
accelerator architectures are Vision Processing Units (VPUs), Graphics Processing Units
(GPUs), and Tensor Processing Units (TPUs).

The NVIDIA Jetson is a small formfactor, power efficient, high performance, and modular
computational hardware platform series [3]. Examples on different Jetson series are
Jetson Nano, Jetson Xavier NX, Jetson AGX Xavier, Jetson AGX Orin, and Jetson TX2. The
Jetson hardware series are supported by the JetPack SDK, which includes the Jetson Linux
driver/operating system, CUDA-X libraries and APIs for deep learning, computer vision,
accelerated computing and multimedia.
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The Google/Coral EdgeTPU is a low power and small formfactor Al accelerator ASIC for
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machine learning models and edge computing [6]. Coral is a platform from Google for
local Al, that is a hardware and software platform for building intelligent devices with fast
neural network (NN) inferencing. The EdgeTPU is supported by the TensorFlow Lite
framework from Google, and the programming languages Python and C++.

The STM32 hardware family of 32-bit microcontrollers are based on the ARM Cortex-M
processor and combine high performance, real-time capabilities, digital signal processing,
low power/ voltage operation and connectivity through serial/ parallel communication
peripherals [7]. The STM32 family is supported by the STM32Cube.Al software
development tool for optimising and deploying trained neural network models (convert
pre-trained neural networks into optimized code for STM32 MCUs).

The NXP iMX 8 series of application processors are a feature/performance scalable
multicore platform that include single/double/quad core families based on the Arm
Cortex architecture solutions for advanced neural network processing, graphics, machine
vision, video, audio, voice, and safety critical applications [9]. The i.MX 8 series is part of
the edge computing platform EdgeVerse, which facilitates scalability, energy efficiency,
security machine learning and connectivity.

6.2 Software

Edge Al software is growing as edge Al technologies become more mature. Edge Al
software can be categorised into various types based on functionality and use cases.
Some common categories of edge Al software include:

e Machine and Deep Learning Frameworks: These libraries and tools allow
developers to build, train, and deploy machine learning models.

e Natural Language Processing (NLP) Software: NLP software enables machines to
understand, interpret, and generate human language.

e Computer and Machine Vision Software: These tools focus on image and video
analysis, enabling Al systems to understand and interpret visual data.

e Speech Recognition and Synthesis Software: This category includes software that
can transcribe spoken language into text and generate speech from written text.

e Edge Al Chatbots and Virtual Assistants: These applications use natural language
processing and machine learning to interact with users and provide relevant
information or services.

e Reinforcement Learning Frameworks: These tools are designed to develop edge Al
systems that learn through trial and error, often used in robotics and autonomous
applications.
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e Edge Al Development Platforms: These platforms offer end-to-end solutions for
building, training, and deploying Al models, often with pre-built models and drag-
and-drop interfaces.

e Edge Al Data Annotation Tools: These tools help in the process of labelling and
annotating data to train edge Al models.
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e Edge Al-based Business Solutions: These are edge Al applications designed to solve
specific business problems.

Analogously to hardware, it is to be expected that the complexity of the supporting
software of an edge system becomes more complex as one moves away from the micro-
edge. The reason for this that multiple concurrent endpoints need to be supported, partial
failure mitigation and higher security (especially since highly resource constrained devices
near the edge may devolve their security responsibilities to supporting software running
on more resource-rich infrastructure).

6.3 Al framework, methods, and techniques

The use of terms Al, ML, DL are relevant in the context of Al and edge Al frameworks. DL
and ML are part of the Al with the DL being a subset of ML. Understanding the nuances
of these concepts is essential for the use of Al frameworks such as Keras,
TensorFlow/TensorFlow Lite, PyTorch, Caffe/Caffe2, Theano, etc. A short overview of these
frameworks is given below.

The edge Al stack components, such as the hardware, neural network
architectures/topologies, libraries, datasets, and Al frameworks, are illustrated in Figure
4. The datasets are critical for the training of edge Al models and the emergence of open-
source datasets is supporting the development and benchmarking of various edge Al
solutions.

Building sufficient training datasets for edge Al applications demands field data collection,
curation of frames, annotation, and quality control of label accuracy.

The accuracy of ML and DL models dramatically depends on how well training data
represent field conditions.

The tools that analyse the dataset's content and quantify the data distribution based on
object labels, object size, contrast, sharpness, and brightness are beneficial.

Correlating model performance to data characteristics and then producing a datasheet
for each new model release is valuable to data scientists and critical in the ongoing
iteration of model development.

The challenge for data scientists is to mitigate the significant time and expense
requirements. Building sufficient training datasets for edge Al applications demands field
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data collection, curation of frames, annotation, and quality control of label accuracy is
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challenging. Synthetic data can help reduce development time.

Synthetic data helps to create data and models using computer-generated imagery or
data series, allowing for the creation of data signals and images of objects from any
perspective and distance.

The edge Al applications still use specific design tools associated with microcontrollers,
integrated sensors employing individual software, and datasets supporting Al at the edge
for different sensor types.
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Figure 4: Edge Al stack components

TensorFlow is an Al framework written in C++, CUDA, Python that deploys trained models
to production using the TensorFlow Serving framework. PyTorch is a framework written
in Lua and developers must use Django or Flask as a back-end server for deployment.

TensorFlow offers better visualisation, allowing developers to debug better and track the
training process, while PyTorch provides limited visualisation.

PyTorch gains optimal performance by relying on native support for asynchronous
execution through Python for parallel processes. TensorFlow requires manually coding
and optimising every operation run on different specific devices to entitle distributed
training.

For DL implementations, PyTorch is the choice due to its popularity and ease to use, while
TensorFlow addresses both ML and DL. PyTorch and Keras are good choices when
working with deep learning frameworks.

Keras is written in Python and offers a plug-and-play framework that allows developers
to build, train, and evaluate the models quickly, offers several deployment options, easier
model export and access to reusable code and tutorials.
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Keras provides a high-level neural network library which runs on top of TensorFlow. At
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the same time, PyTorch is faster, has better debugging capabilities, and includes
community support and active development. Keras works well with small datasets, rapid
prototyping, and multiple back-end support and runs on Linux, MacOS, and Windows.

TensorFlow works well with large datasets and object detection, while TensorFlow Lite is
used for small data sets. TensorFlow runs on Linux, MacOS, Windows, and Android.

Keras functions as a wrapper for TensorFlow's framework, so a model is defined with
Keras' interface, which is easier to use, then use TensorFlow for specific functionality and
place the TensorFlow code directly into the Keras training pipeline or model.

Theano is a cross-platform Al framework that runs on CPUs, GPUs and brings fast
computation and specialises in training deep neural network algorithms.

OpenVINO (Open Visual Inference and Neural Network Optimization) is an open-source
Intel-developed toolkit for optimizing and deploying deep learning models on Intel CPUs,
GPUs, and VPUs for edge devices. The toolkit is used to convert and optimise edge Al
models trained using edge Al frameworks like ONNX, TensorFlow, mxnet, PyTorch, and
Caffe/. Deploy across a mix of Intel hardware and environments, on-premises, and on-
device, in the browser, or in the cloud as illustrated in Figure 5. OpenVINO provides
integrated functionalities for expediting the development of applications which solve
several tasks using computer/machine vision, automatic speech recognition, natural
language processing (NLP), ML and DL. OpenVINO toolkit is utilised to select and deploy
the pre-trained deep learning models (YOLO, ResNet 50, etc.) through a high-level C++
Inference Engine API integrated with application logic.
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Figure 5: OpenVINO open-source model - optimise - deploy illustration [5]
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A model file-format standard and tools to enable runtime on various processor targets
has been developed to facilitate interoperability. Open Neural Network Exchange (ONNX)
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is an open format representing Al deep learning and traditional models that can be
exchanged between state Al tools enabling interoperability between different frameworks
and streamlining the path from research to production as presented in Figure 6.

Training Framework

.@

&

Deployment Target

Figure 6: ONNX open-source operational model and associated tools and targets

ONNX solves the challenge of hardware dependency related to Al and edge Al models and
enables deploying the same Al and edge Al models to several hardware-accelerated
targets.
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Figure 7: Life-cycle phases of edge Al model design and development

Edge Al ML and DL models design approaches require addressing all the phases of the
model life-cycle, beginning from model requirements analysis, data collection, data
preparation, feature engineering, model training, evaluation, system deployment, and
model monitoring, as illustrated in Figure 7 to provide the necessary quality and
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alignment with the FRs and NFRs through continuous monitoring and performance
optimisation.
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ML and DL model development life cycle illustrated in Figure 7 go through the phases
presented, each with its own set of tasks and challenges. The stages are not rigorously
linear and often require iteration and fine-tuning.

Throughout these phases, it's essential to iterate and refine the design approach based
on the insights gained from each step. The development process often involves returning
to previous stages to improve the model's performance and address potential issues
based on the feedback information received. In the case of edge DL, the data
requirements and computational complexity are typically higher, making it essential to
have sufficient computational resources and appropriate hardware for training deep
neural networks effectively.

6.4 Data, datasets for training, learning, testing, and inference

Edge Al datasets are used to train and test Al models designed to be deployed on edge
devices. These datasets are essential for developing efficient, lightweight models capable
of running on devices with limited computational power and memory.

Edge Al datasets might differ from traditional datasets used for cloud-based Al models
because they require to be adjusted to accommodate the constraints of edge devices.
These constraints may include limited processing power, memory, and energy resources.
Edge Al datasets must be curated and optimised to ensure the trained models can
function effectively in edge computing scenarios.

The datasets for edge Al applications cover various Al domains and can vary depending
on the application and field for which the edge Al model is being designed. Several types
of edge Al datasets categorised based on their applications are presented below:

e Time Series Datasets are used in various edge Al applications, such as loT sensor
data, equipment health monitoring, predictive maintenance, and forecasting. The
datasets include sequential data points with timestamps and corresponding target
values.

e Anomaly Detection Datasets are designed to train edge Al models to detect
anomalies or outliers in data, like electrical signals, network traffic, industrial
equipment, motors, or edge device behaviour.

e Object Detection Datasets contain images with bounding box annotations
around objects of interest. They are employed for training edge Al models to detect
and localise single or multiple objects within an image. As a computer vision
technique, object detection detects relevant objects within an image or a video
frame. Object detection algorithms use complex machine learning and deep
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learning architectures to analyse image data and recognise and localise objects of
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interest. The output of these algorithms includes an object name and a bounding
box for location information. Seep-learning architectures for object detection
include Single Shot Detector (SSD), You Only Look Once (YOLO), Region-based
Convolutional Neural Networks (R-CNN), Fast R-CNN, etc. Examples of datasets
comprise Pascal VOC, COCO (Common Objects in Context), UCBerkeley "Deep
Drive" (BDD100K), Visual Genome, nuScenes, KITTI Vision Benchmark Suite, etc.

e Image Classification Datasets contain images labelled with corresponding class
labels. They are used to train and evaluate edge Al models for tasks like object
recognition, scene classification, etc. Examples of datasets comprise CIFAR-10,
CIFAR-100, and ImageNet.

e Semantic Segmentation Datasets supply pixel-level annotations for each image,
indicating the class of the object each pixel belongs to. The datasets are used for
tasks like image segmentation and instance segmentation. Examples of datasets
comprise Cityscapes and ADE20K.

e Natural Language Processing (NLP) Datasets for edge Al models contain text
data with corresponding labels or annotations. The datasets are used for text
classification, sentiment analysis, named entity recognition, etc. The NLP datasets
comprise Stanford Sentiment Treebank, IMDB movie reviews, and AG News.

e Audio and Speech Datasets contain audio recordings along with corresponding
transcriptions or labels. The datasets are utilised for developing edge Al models
for speech recognition, keyword spotting, speaker identification, and other audio-
related tasks. Examples comprise the Speech Commands dataset and the
UrbanSound dataset.

e Gesture and Motion Datasets involve capturing data from sensors, such as
accelerometers and gyroscopes, to recognise human gestures or movements. The
datasets are employed in applications like gesture recognition and human activity
recognition.

e Healthcare Datasets concentrate on healthcare-related applications, such as
medical image analysis, disease diagnosis, and patient monitoring. Examples
comprise the ChestX-ray14 dataset for chest X-ray analysis and the MIMIC-III
dataset for clinical data.

e Environmental Datasets involve data from sensors monitoring environmental
parameters like temperature, humidity, air quality, etc. The datasets are employed
for applications in environmental monitoring and sustainability.

New datasets tailored for edge Al scenarios emerge as edge Al technologies and
applications advance. It is recommended to consider the specific requirements (e.g.,
accuracy, performance, energy efficiency, size, memory required, speed, availability,
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quality, etc.) of the target edge Al application and the constraints of the edge devices on
which the model is deployed when choosing or creating the edge Al datasets.

There are several challenges and drawbacks that the edge Al designers may encounter

when creating and annotating datasets, as presented below:

Insufficient or incomplete data due to the difficulty of capturing enough data to
cover the diversity of inputs that real-life applications are expected to handle the
edge Al model.

Unbalanced data is created by using datasets with more data for object 1 than
object 2. In this case, the model will learn that guessing object 1 every time with a
higher accuracy score. Such imbalances will ultimately limit the accuracy that the
neural network can achieve.

Misleading correlations appear for cases presented in the previous example when
object 1 vs object 2 network is trained with images that always show object 1 in
scenery 1 and object 2 in scenery 2. In this case, the NN will likely produce incorrect
results when showing object 1 in scenery 2 or object 2 in scenery 1.

Inconsistent annotations appear when annotating very similar objects in very
different ways, as the annotation effort for datasets can be split among people
from different cultural backgrounds who might speak various languages or
dialects. Inconsistent annotations indicate that the NN is fed conflicting data
during training and is, therefore, unable to learn to accurately predict the correct
answers.

These challenges and drawbacks can be handled using proper specifications, guidelines,

and training of the people doing the data collection and annotation. There is very

demanding to predict all corner cases, as well as the subtle issues that can arise while

collecting and annotating edge data.

It is recommended to iterate a multi-step process multiple times for the edge Al datasets

as presented below:

Collect and annotate an initial edge Al dataset.

Train an edge Al model or a neural network architecture/topology.

Evaluate the errors that the edge Al model or the neural network makes in the
application and determine what problems in the dataset contribute to those
errors.

Adjust the edge Al dataset (collect more data, correct inconsistent annotations,
etc.) and return to the training step.

Repeat until the desired accuracy is achieved.
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In addition to the datasets enumerated above, multiple data sets are available for
machine learning and deep learning model training across various domains and

applications. Several examples are given below:

Kaggle [10] is a platform for data science competitions and hosts a vast collection
of community-computed datasets. Datasets include topics like image classification,
natural language processing, tabular data, etc.

The University of California, Irvine, Machine Learning Repository [11] contains
machine learning datasets covering many domains. These datasets are used in
research and education.

TensorFlow Datasets (TFDS) [12] is a library that provides access to diverse public
datasets, mainly for use with TensorFlow but can be used with other machine
learning frameworks.

OpenML [13] is an open-source platform allowing developers to share datasets
and machine learning experiments. It provides extensive datasets and detailed
information about the datasets and benchmarks.

Amazon AWS Public Datasets [14] offer a collection of public datasets that cover
various domains and are available for public use.

Google Dataset Search [15] is a search engine that helps developers locate
datasets hosted on the web. It's a helpful tool to find datasets from various sources
across the internet.

Microsoft Research Open Data [16] supplies a collection of datasets related to
various research areas, including computer vision, natural language processing,
etc.

Reddit Datasets [17] found on GitHub contain a list of datasets collected from
Reddit, covering different topics and interests.

The overall data types collected in the project foreseen in the project preparation phase
are in the following formats:

Presentations and formulated text files: .pdf, .doc/.docx, ppt/pptx, .tex; text and
binary files.

Numeric (tables, charts, counts, measurements, simulation results and waveform
graphs): .xlsx.

Audio-visual (images, sound recordings, video): .jpeg, .png and .tiff formats.

The design & layout data format: schematics, GDS2, etc.

Test and Characterization output will be data in csv-format: characterization,
tester, or test-setup output.

Codes: C, C++, Python, Autosar, Verilog, Verilog A

Machine readable data formats: json, xml, etc.

Other equipment proprietary format.
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Not all these kinds of data are used for training, learning, testing and inference.

7 Technology blocks overview

The technologies developed in the EdgeAl project cover the layers of the Al technology
stack, including Al hardware architectures, neuromorphic hardware, Al platforms,
toolchains, automated tools, frameworks, software algorithms middleware, hybrid and
scalable architectures SoC/SoM and new learning approaches.

Figure 8 gives an overview of the technology blocks developed by EdgeAl partners.

Applications in Value Chains — Digital Industry — Energy - Agri-food and Beverage — Mobility - Digital Society

Al Toolchains Al Frameworks
Programming - Al engineering tools Al Software algorithms
Al platforms and automated tools AI Middleware

Automated transfer-learning Trustworthy and
Meta-learning Explainabl
Real-time learning Xplainable Compression

Federated learning Edge Al by Optimisation

Edge Training Design Edge Inference

Training architecture HW/SW Acceleration
Benchmarking

Training acceleration
Training optimisation

Virtualization - at firmware, s and EclgeAl Energy efficiency and improved
middleware layer rocessing capabilities for edge-Al
’ AL HW/SW P s
Co-Design
New processor architectures Hybrid and scalable architectures
Accelerators SoC and SoM
VPU, GPU, TPU, Neuromorphic Memory management

Figure 8: EdgeAl technology blocks illustration

An overview of a set of selected technology blocks is given below.

Edge Al smart-sensor development refers to the process of designing and creating
sensors that can incorporate edge Al capabilities. These sensors integrate advanced
processing capabilities, such as data analysis, inference, or decision-making, directly at
the sensor level. This enables intelligent data processing and reduces the need for
transmitting raw data to centralized systems or the cloud for processing. Key concepts
involved in the development of edge Al-based sensors:

e Sensor Hardware: Smart sensors are equipped with hardware components that
capture and measure physical phenomena or environmental data. These
components can include various sensors, such as cameras, accelerometers,
temperature sensors, or environmental sensors, depending on the specific
application requirements.

e On-Device Processing: Unlike traditional sensors that primarily capture and
transmit raw data, smart sensors incorporate processing capabilities directly on
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the device. Edge Al algorithms and models are implemented on the sensor
hardware, enabling real-time data analysis, inference, or decision-making without
relying on external computing resources.
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e Edge Al Algorithms: The development of smart sensors involves designing and
optimizing Al algorithms that can efficiently run on resource-constrained sensor
hardware. These algorithms can include machine learning models, deep learning
architectures, or spiking neural networks, tailored to the specific sensor and
application domain. Model compression, quantization, or other optimization
techniques are often employed to ensure efficient execution on the sensor.

e Real-Time Inference: Smart sensors perform real-time inference or analysis
directly at the edge, allowing them to extract meaningful insights or make
intelligent decisions on the spot. This capability is particularly useful in applications
where low latency, immediate action, or timely feedback is required, such as
autonomous systems, surveillance, or industrial monitoring.

e Data Reduction and Filtering: Smart sensors employ intelligent data reduction and
filtering techniques to minimize the amount of raw data transmitted or stored. By
processing data at the sensor level, only relevant information or anomalies are
selectively transmitted, reducing bandwidth usage and conserving energy.

e Power Efficiency: Developing edge Al-based sensors requires careful consideration
of power efficiency. Sensor hardware and edge Al algorithms should be designed
to operate with minimal power consumption to ensure prolonged battery life or
energy-efficient operation, which is crucial for many edge devices.

e Connectivity and Integration: Smart sensors may include wireless connectivity
options, such as Wi-Fi, Bluetooth, or cellular networks, to enable data transmission
or integration with other edge or cloud-based systems. Integration with edge
computing platforms or IoT frameworks allows seamless data flow, aggregation,
or collaboration with other devices and systems.

Smart-sensor development with embedded edge Al capabilities brings several
advantages:

e Reduced latency, enhanced privacy, improved reliability, and autonomy in data
processing.

e Enabling intelligent data-driven applications directly at the edge, facilitating real-
time insights, localized decision-making, and faster response times.

Edge Al processor architectures are developed to meet the demands of Al
workloads on resource-constrained edge devices. Advancements and trends in
processor architectures for edge Al include:

e Accelerator-based Architectures: Many edge Al processors incorporate specialized
hardware accelerators designed specifically for Al computations. These
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accelerators, such as GPUs (Graphics Processing Units), TPUs (Tensor Processing
Units), or NPUs (Neural Processing Units), provide high-performance, power-
efficient computation for neural network operations. These architectures offload
the computational burden from the main processor and enable faster and more
energy-efficient Al processing.

Hybrid Architectures: To optimize performance and power efficiency, hybrid
architectures combine multiple types of processing units, such as general-purpose
CPUs, accelerators, and DSPs (Digital Signal Processors). These architectures
leverage the strengths of each processing unit to efficiently handle different Al
workloads. For example, CPUs handle control tasks, while accelerators focus on
intensive matrix operations.

Edge-focused Custom Architectures: Custom processor architectures specifically
designed for edge Al applications are emerging. These architectures are tailored
to the unique requirements of edge devices, including low power consumption,
small form factor, and real-time processing. They often feature optimized memory
hierarchies, reduced instruction sets, and specialized circuitry to maximize energy
efficiency and performance on edge devices.

Energy-efficient Design: Edge Al processors prioritize energy efficiency to prolong
the battery life of mobile and IoT devices. Techniques such as voltage scaling,
dynamic power management, and power gating are employed to minimize power
consumption during idle or low-load periods. Furthermore, low-power modes and
sleep states are implemented to conserve energy when the processor is not
actively processing Al workloads.

Advancements and trends in processor architectures for edge Al:

Neural Network Compression and Quantization: Edge Al processors are designed
to handle compressed and quantized neural network models efficiently. Model
compression techniques, such as pruning, quantization, and weight sharing,
reduce the model size and computational complexity, enabling more efficient
execution on edge processors with limited resources.

On-Chip Memory and Caching: To minimize data transfer and latency, edge Al
processors often feature larger on-chip memory and caching mechanisms. This
allows storing frequently accessed data and intermediate results closer to the
processing units, reducing the need for frequent off-chip memory access.
Real-time Processing and Low Latency: Edge Al applications often require real-time
processing and low latency for timely decision-making. Processor architectures for
edge Al focus on reducing inference time by optimizing data flow, parallelizing
computations, and minimizing memory access delays. This ensures quick and
responsive Al processing at the edge.
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Flexible and Programmable Architectures: Some edge Al processors offer
programmability and flexibility to accommodate a wide range of Al workloads and
algorithms. These processors allow software developers to leverage their
programming frameworks, such as TensorFlow or PyTorch, and adapt to evolving
Al models and requirements.

Edge Al models are machine learning models that are designed and optimized to run on
edge devices, such as smartphones, IoT devices, or embedded systems, rather than
relying on cloud-based infrastructure for computation. Edge Al brings the benefits of local
processing, reduced latency, enhanced privacy, and increased autonomy to edge Al
applications. For designing edge Al models, several considerations come into play. Key

aspects:

Model Size and Complexity: Edge devices often have limited computational
resources, memory, and storage capacity compared to cloud servers. Therefore,
the size and complexity of the Al model need to be optimized to fit within these
constraints. This can involve techniques like model compression, quantization, or
architecture design modifications to reduce the model's footprint while
maintaining acceptable performance.

Latency and Real-Time Inference: Edge Al is often deployed in scenarios where
real-time or near-real-time inference is crucial. Applications like object detection in
autonomous vehicles or gesture recognition in augmented reality require low
latency responses. The model design should prioritize efficiency and speed to
ensure timely predictions.

Energy Efficiency: Power consumption is a critical concern for edge devices,
especially battery-powered devices. Edge Al models should be designed to
minimize energy consumption, allowing for longer device uptime and improved
user experience. Techniques like model pruning, efficient architectures, and
hardware acceleration can help achieve energy efficiency.

Key aspects that have to be considered when designing edge Al models:

Data Sets, Data Efficiency and Privacy: Edge Al models often operate in resource-
constrained environments with limited network connectivity. Designing models
that can perform well with limited data is important. This involves techniques like
transfer learning, data augmentation, or adaptive learning. Additionally, privacy
considerations play a significant role in edge Al. Models should be designed to
process data locally, reducing the need for transmitting sensitive information to
the cloud.

Adaptability and Personalisation: Edge devices operate in diverse environments
and user contexts. Designing models that can adapt to various scenarios or
personalized user preferences is valuable. Techniques like online learning,
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reinforcement learning, or federated learning can be employed to enable
adaptability and personalization in edge Al models.
e Robustness and Reliability: Edge devices can encounter various challenges, such
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as limited network connectivity, environmental variations, or hardware
constraints. Robustness and reliability are critical factors to consider when
designing edge Al models. Techniques like model quantization, error handling, or
redundancy can enhance the robustness and reliability of the models.

e Deployment and Updateability: Edge devices often have limitations in terms of
software updates and version control. The model design should account for the
ease of deployment, versioning, and updating. Techniques like model distillation
or dynamic loading can be employed to facilitate efficient deployment and
updates.

Designing edge Al models requires a careful balance between performance, resource
constraints, efficiency, and adaptability. It involves leveraging various techniques and
optimisations to ensure that the models can run efficiently on edge devices, delivering
reliable and real-time Al capabilities while considering the unique challenges posed by the
edge computing continuum environment.

Training techniques for edge Al federated learning refer to the methods used to train
machine learning models on edge devices through federated learning. Federated learning
is a decentralized approach to training machine learning models where the training
process is distributed across multiple edge devices. Instead of sending raw data to a
central server for training, federated learning allows edge devices to collaboratively train
a shared model while keeping the data locally on each device. Federated learning in the
context of edge Al consists of:

e Initialization: Initially, a global model is created and distributed to the edge devices.
This global model serves as a starting point for training.

e Local Training: Each edge device independently trains the global model using its
local data without sharing the data itself. This local training involves multiple
iterations or epochs, where the device updates the model's parameters based on
its local data.

e Model Aggregation: After local training, the updated model parameters from each
device are sent back to a central server, which aggregates the model updates into
a new global model. The aggregation process can be performed using various
techniques such as averaging or weighted averaging.

e |Iterative Process: The updated global model is then redistributed to the edge
devices, and the process of local training and model aggregation is repeated
iteratively. This iterative process allows the global model to improve over time
while incorporating knowledge from different devices.
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A set of federated learning advantages for edge Al are listed below:

Privacy: Federated learning allows edge devices to keep their data locally,
addressing privacy concerns associated with sending sensitive data to a central
server. Only model updates are transmitted, ensuring data privacy and
confidentiality.

Bandwidth Efficiency: Transmitting model updates is typically more bandwidth-
efficient compared to sending large amounts of raw data. This is particularly
important in edge scenarios where network connectivity can be limited or
expensive.

Edge Device Heterogeneity: Federated learning can handle the diversity of edge
devices in terms of computational capabilities, power constraints, and network
connectivity. Each device contributes to the training process based on its local
resources, enabling a broader range of devices to participate.

Decentralized Training: By distributing the training process, federated learning
reduces reliance on a central server, making it suitable for edge environments
where cloud connectivity may be intermittent or unreliable.

Personalization: Federated learning can enable personalized model updates for
each device based on its local data. This allows the global model to capture device-
specific characteristics or user preferences.

Several federated learning challenges for edge Al are considered below:

Communication Overhead: The process of model aggregation requires
communication between edge devices and the central server, which can introduce
latency and consume network resources.

Edge Device Heterogeneity: Edge devices may have varying computational power
and memory constraints, which can affect the training process. Balancing the
training workload across devices is crucial to avoid performance disparities.

Data Bias and Distribution: Federated learning assumes that the training data on
each device is representative of the overall population. Skewed or unbalanced data
distribution across devices can impact the fairness and generalizability of the
global model.

Security and Integrity: Federated learning introduces potential security risks, such
as model poisoning attacks or privacy breaches if the model updates are
compromised during transmission.

Refining federated learning techniques to improve efficiency, robustness, and
applicability to edge Al scenarios.

Edge Al lifecycle management refers to the process of managing and overseeing the
various stages of an Al system's development, deployment, and maintenance throughout

its lifecycle.
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When it comes to edge Al deployment, several key considerations come into play. An
overview of the stages involved in edge Al deployment within the broader Al lifecycle
management framework is presented below:

Requirements and Planning: This stage involves defining the goals and
requirements of the edge Al deployment. It includes identifying the specific use
case, understanding the edge device's capabilities and constraints, and defining
performance metrics and deployment objectives. Clear planning ensures that the
deployment aligns with the organization's objectives and technical constraints.
Data Collection and Preprocessing: Edge Al models require relevant and
representative data for training and evaluation. In this stage, data collection
mechanisms are established, ensuring the availability of quality data. Additionally,
data preprocessing techniques, such as data cleaning, normalization, and feature
engineering, may be applied to prepare the data for training and inference on edge
devices.

Model Development and Optimization: The development stage involves designing
and training the Al model specifically for deployment on edge devices. Model
architectures, optimization techniques, and hyperparameter tuning are
considered to achieve the desired performance while accommodating the edge
device's resource limitations. Model compression, quantization, or pruning
techniques may be applied to reduce model size and enhance efficiency.

An overview of the stages involved in edge Al deployment within the broader Al lifecycle

management framework is listed below:

Testing and Validation: Rigorous testing and validation are crucial before deploying
edge Al models. This stage involves evaluating the model's performance, accuracy,
and robustness under various scenarios and edge device configurations. Testing
ensures that the model meets the predefined performance metrics and provides
reliable results in real-world edge environments.

Deployment and Integration: Once the model has been validated, it can be
deployed onto the edge devices. This stage involves integrating the model into the
edge device's software or firmware, ensuring compatibility and efficient utilization
of available resources. The deployment process may also involve considerations
such as security measures, version control, and performance monitoring.
Monitoring and Maintenance: Edge Al deployment requires ongoing monitoring
and maintenance to ensure optimal performance and reliability. This includes
monitoring the model's inference results, detecting anomalies or drift, and
addressing any issues that may arise during deployment. Regular model updates,
bug fixes, and patches may be necessary to address performance degradation,
security vulnerabilities, or changes in the edge environment.
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e Retraining and Improvement: Edge Al models can benefit from periodic retraining
or improvement based on new data or user feedback. Feedback mechanisms can
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be established to collect data from edge devices and incorporate it into the training
process. This allows continuous learning and model enhancement over time,
leading to improved performance and adaptation to evolving edge scenarios.

e Decommissioning: At the end of the Al lifecycle, the edge Al deployment may be
decommissioned due to various reasons, such as obsolescence, changing business
requirements, or technological advancements. Proper decommissioning involves
removing the deployed models, ensuring data privacy and security, and
documenting the lessons learned for future deployments.

Effective Al lifecycle management, including edge Al deployment, requires careful
planning, robust development and testing processes, ongoing monitoring, and
continuous improvement. By following a well-defined lifecycle management approach,
organizations can ensure the successful deployment and operation of edge Al solutions,
maximizing their benefits in real-world edge computing scenarios.

Neuromorphic architectures are computational systems designed to mimic the
structure and functionality of the human brain's neural networks. These architectures aim
to replicate the parallelism, efficiency, and adaptability observed in biological neural
systems. Instead of relying solely on traditional von Neumann architectures,
neuromorphic architectures employ specialized hardware and software components
optimized for neural computation.

Neuromorphic architectures typically consist of massively parallel computing elements,
such as neuromorphic chips or specialized processors, that can perform computations
like neurons and synapses. These architectures leverage the inherent parallelism and
event-driven nature of neural systems to achieve efficient and low-power computation,
making them suitable for edge Al applications where resource-constrained devices are
prevalent.

The challenges for neural architectures are low energy consumption, low-latency
communication, continual learning, local computation.

Spiking neural networks (SNN) are a type of artificial neural network (ANN) model that
closely emulates the behaviour of biological neurons. Unlike traditional ANNs, which
operate based on continuous-valued activations, SNNs utilize discrete-time spikes or
pulses to represent information and process data.

In SNNs, neurons communicate by emitting spikes, which are brief, discrete events that
propagate through the network.

The timing of spikes and their interactions play a crucial role in information processing
and computation. SNNs can capture temporal dynamics and asynchronous processing,
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making them suitable for modelling complex spatiotemporal patterns and event-based
processing.
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In the context of edge Al, spiking neural networks and neuromorphic architectures are
often combined to leverage the benefits of both approaches.

Edge devices with specialized neuromorphic hardware can efficiently implement SNNs,
allowing for low-power, real-time, and event-driven processing. The combination of
neuromorphic architectures and SNNs can enable edge Al applications that require
efficient, brain-inspired computation with low latency and high energy efficiency.

Edge Al accelerators are specialized hardware components designed to enhance the
performance and efficiency of artificial intelligence (Al) tasks at the edge of the network,
where data is processed locally on the device instead of being sent to the cloud. Example
of three common types of edge Al accelerators:

e Edge Al VPU (Vision Processing Unit): A VPU is a dedicated hardware accelerator
specifically designed for computer vision tasks. It optimizes and accelerates the
processing of image and video data, making it ideal for applications such as object
detection, facial recognition, and augmented reality. VPUs typically excel at running
convolutional neural networks (CNNs) commonly used in computer vision tasks.

e Edge Al GPU (Graphics Processing Unit): GPUs were originally developed for
rendering high-quality graphics in computer games, but they are now widely used
for general-purpose parallel processing. GPUs can also be utilized for Al workloads,
including deep learning and neural network computations. They offer significant
computational power and can perform simultaneous processing on multiple data
streams, making them suitable for a range of edge Al applications.

e Edge Al TPU (Tensor Processing Unit): TPUs are specialized hardware accelerators
developed by Google specifically for running machine learning workloads. They are
designed to perform tensor operations efficiently, which are prevalent in neural
network calculations. TPUs are particularly optimized for executing large-scale
inference tasks and are commonly used for deep learning applications, including
image recognition, natural language processing, and machine translation.

Each of the edge Al accelerators has its strengths and is tailored to specific Al workloads.

The choice of accelerator depends on the application requirements, performance needs,
power consumption constraints, and cost considerations.

Edge Al-based algorithms refer to edge Al algorithms that are designed to run locally on
edge devices, enabling real-time processing and analysis of data without relying on cloud-
based servers. Examples of edge Al-based algorithms:

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
38



KDTJU

Co-funded by
the European Union

Recognition: Recognition algorithms are used to identify and authenticate specific
patterns or objects. For example, facial recognition algorithms can analyse facial
features and match them against a database to verify a person's identity.
Identification: Identification algorithms are employed to determine the identity of
an object or entity. These algorithms can be applied to various domains, such as
license plate recognition for vehicle identification or fingerprint recognition for
biometric identification.

Classification: Classification algorithms are used to categorize or label data into
distinct classes or categories. For instance, an algorithm can be trained to classify
images into different objects, such as distinguishing between cats and dogs.
Object Detection: Object detection algorithms are designed to locate and identify
specific objects within an image or video stream. These algorithms can identify
multiple objects simultaneously and provide bounding box coordinates around
each object.

Image Segmentation: Image segmentation algorithms partition an image into
multiple segments or regions based on similarities in colour, texture, or other
visual characteristics. This technique is often used for tasks such as separating
foreground objects from the background or segmenting different objects within
an image.

The advantage of deploying the algorithms at the edge is that they can operate in real
time, without relying on an internet connection or remote servers. This enables faster

response times, enhances privacy and security, and reduces the reliance on network

bandwidth. Edge Al algorithms are typically optimized for efficiency and low-power

consumption to run on resource-constrained edge devices, such as smartphones, loT

devices, or embedded systems (micro, deep, and meta edge).

Edge Al-based algorithms are utilised for anomaly detection and prediction tasks at the

edge are presented below:

Anomaly Detection: Anomaly detection algorithms are designed to identify
patterns or instances that deviate significantly from normal behaviour within a
given dataset. In the context of edge Al, these algorithms can be employed to
detect abnormal events or anomalies in real-time sensor data collected from loT
devices or other sources. For example, anomaly detection can be used to identify
unusual behaviour in industrial equipment, detect fraudulent activities in financial
transactions, or flag anomalies in medical sensor data.

Prediction: Edge Al algorithms can also be used for predictive analytics, enabling
devices to make real-time predictions or forecasts based on historical data and
patterns. By analysing data locally on the edge device, predictions can be made
without relying on cloud connectivity. This is particularly beneficial for applications
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where low latency and real-time decision-making are crucial. For instance,
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predictive maintenance algorithms can analyse sensor data from machinery to
forecast equipment failures, enabling proactive maintenance actions to be taken.
Similarly, predictive analytics can be applied to energy management systems,
traffic flow optimization, or demand forecasting.

In both anomaly detection and prediction tasks, the edge Al algorithms need to be trained
on relevant data to learn the patterns and establish baselines for normal behaviour. Once
deployed, these algorithms can continuously monitor and analyse incoming data,
providing real-time insights and alerts for anomalies or predicting future outcomes.

By performing anomaly detection and prediction at the edge, it is possible to minimise
the need for constant data transmission to the cloud, reduce latency, ensure data privacy,
and enable autonomous decision-making capabilities on edge devices.

The design workflow for edge Al typically involves several key steps to develop and
deploy Al models on edge devices. An outline of the edge Al design workflow is presented
below:

e Problem Definition: Clearly define the problem you want to solve with Edge Al.
Identify the specific task, such as image classification, object detection, or anomaly
detection, and determine the requirements and constraints for your application.

e Data Collection and Preparation: Gather and prepare the data required for training
and evaluation. This may involve collecting labelled datasets, cleaning, and
preprocessing the data, and splitting it into training and validation sets.

e Model Selection and Architecture Design: Choose an appropriate Al model
architecture based on your problem and available resources. Consider factors
such as model complexity, computational requirements, and model size. Common
architectures include convolutional neural networks (CNNs) for image-based tasks
and recurrent neural networks (RNNs) for sequential data.

e Training: Train the selected model using the prepared dataset. This typically
involves feeding the training data through the model, adjusting the model's
parameters through optimization techniques (e.g., backpropagation), and
iteratively improving the model's performance.

¢ Model Optimization: Optimize the trained model for deployment on edge devices.
This may involve techniques such as model compression, quantization, or pruning
to reduce the model's size, memory footprint, and computational requirements
while maintaining acceptable performance.

e Evaluation and Validation: Evaluate the performance of the optimized model using
the validation dataset. Measure metrics such as accuracy, precision, recall, or F1
score to assess the model's effectiveness and ensure it meets the desired
requirements.
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Deployment and Integration: Deploy the optimized model onto the edge device or
platform. This may involve converting the model to a format compatible with the
target device (e.g., TensorFlow Lite, ONNX), integrating the model into the edge
device's software stack, and setting up the necessary infrastructure for inference.
Testing and Performance Tuning: Test the deployed model on the edge device
using real-world data. Monitor its performance, latency, and resource utilization.
Fine-tune the model or system parameters if necessary to achieve optimal
performance.

Iteration and Improvement: Continuously monitor and update the deployed model
as needed. Collect feedback and data from the edge devices to improve the
model's performance over time. Consider retraining the model periodically with
new data to maintain accuracy and adapt to evolving conditions.

It's important to note that the specific details and steps in the Edge Al design workflow

may vary depending on the application, the edge device's capabilities, and the available

tools and frameworks.

Mesh long range wide area network (LoRaWAN) communication protocol is
specifically designed for low-power, long-range communication in loT applications. It

enables devices to communicate over long distances while consuming minimal power,

making it suitable for edge Al deployments in loT environments. Overview of the

development process for a LoORaWAN wireless communication network:

Network Planning: Determine the coverage requirements and deployment area for
your LoRaWAN network. Assess factors such as the desired range, number of
devices, and environmental conditions to plan the placement of gateways and
antennas.

Gateway Selection: Choose LoRaWAN gateway devices that act as communication
hubs between the edge devices and the network server. Gateways receive and
transmit data from edge devices and forward it to the server for processing.
Consider factors such as coverage range, connectivity options, and compatibility
with your chosen LoRaWAN network server.

Network Server Setup: Set up a LoRaWAN network server that manages the
communication between edge devices and applications. The network server
handles device registration, data encryption, message routing, and other network
management tasks. Popular LoRaWAN network server options include open-
source solutions like The Things Network (TTN), commercial platforms like LORIOT
or ChirpStack, or self-hosted servers.

Device Integration: Develop or select LoRaWAN-compatible edge devices or
sensors that can communicate using the LoRaWAN protocol. These devices should
be capable of capturing and transmitting data to the LoRaWAN network. Ensure
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the devices conform to the LoRaWAN specifications for secure and reliable
communication.

Device Registration: Register the LoRaWAN devices with the network server. This
process involves assigning unique identifiers (DevEUI, AppEUI, and AppKey) to
each device, which are used for authentication and secure communication.
Communication Protocol Configuration: Configure the LoORaWAN communication
parameters for your devices, such as data rate, transmit power, and frequency
channels. These settings can be adjusted to optimize battery life, data rate, and
network capacity based on the specific application requirements.

Testing and Deployment: Conduct testing and verification of the LoRaWAN
network by deploying gateways and devices in the target area. Test
communication reliability, range, and overall performance to ensure the network
meets the desired objectives.

Security Considerations: Implement appropriate security measures to protect the
data transmitted over the LoRaWAN network. This includes device authentication,
data encryption, and secure communication protocols to prevent unauthorized
access or tampering.

Monitoring and Maintenance: Monitor the LoRaWAN network performance,
including signal strength, connectivity, and data transmission. Regularly maintain
and update the network server, gateways, and devices to ensure optimal
functionality and security.

An important development step is the deployment of the LoRaWAN wireless
communication network to support the edge Al applications in an loT environment,

enabling efficient and long-range communication between edge devices and the central

network server.

Edge Al and LoRaWAN in a mesh network architecture enables intelligent, decentralized,
and low-power communication for IoT applications. It brings the power of Al closer to the

data source, enhances real-time decision-making, and provides resilient connectivity over

a wide area.

Combining edge Al and LoRaWAN in a mesh network architecture, can offer several
advantages for loT applications:

Localised Intelligence: With edge Al deployed on the edge devices within the
LoRaWAN mesh network, intelligent processing and decision-making can happen
closer to the data source. This reduces the need to transmit all data to a central
server, thereby minimizing latency and conserving network bandwidth.

Distributed Computing: The combination allows for distributed computing
capabilities across the mesh network. Multiple edge devices can collaboratively
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process data, perform analytics, and share insights, enhancing the overall
efficiency and scalability of the system.
e Real-Time Decision-Making: Edge Al algorithms can analyse sensor data locally and
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make real-time decisions without relying on a cloud connection. This is particularly
useful for applications where immediate actions or responses are required, such
as industrial automation, smart cities, or remote monitoring.

e Resilient Connectivity: LoRaWAN mesh networks can provide robust and reliable
connectivity over a wide area, even in challenging environments. The mesh
topology allows for self-healing and redundancy, ensuring that data can be
transmitted across the network even if some nodes or gateways fail.

Edge Al explainability research aim to address the challenge of understanding and
interpreting the decisions made by Al models deployed at the edge. Explainability is
important for building trust, ensuring transparency, and meeting regulatory
requirements. Several key research advancements in edge Al explainability are presented
below:

e Model-specific Explainability Techniques: Researchers have developed
explainability techniques tailored explicitly for edge Al models. These techniques
provide insights into the decision-making process of specific models, considering
their unique characteristics and architectures. Examples include rule-based
explanations, feature importance analysis, and sensitivity analysis.

e Interpretable Neural Networks: Neural networks, the backbone of many Al models,
can be complex and challenging to interpret. Researchers have been exploring
techniques to make neural networks more interpretable at the edge. This includes
developing explainable neural network architectures, such as sparse neural
networks or networks with interpretable modules, that provide insights into the
learned representations and decision boundaries.

e Post-hoc Explainability Methods: Post-hoc explainability methods focus on
interpreting the decisions of pre-trained edge Al models without modifying their
underlying architectures. LIME (Local Interpretable Model-Agnostic Explanations)
and SHAP (Shapley Additive Explanations) have been adapted for edge Al scenarios
to generate local explanations, attributing model decisions to specific input
features.

e Visual Explanations: Visual explanations aim to provide intuitive and visual
representations of how Al models arrive at their decisions. These techniques use
heatmaps, saliency maps, or overlay visualizations to highlight the regions of an
input that contributed most to the model's decision. Visual explanations can help
users understand which parts of an image or data sample influenced the model's
output.
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Knowledge Graphs and Rule-based Systems: Knowledge graphs and rule-based
systems can provide interpretable representations of Al models' decision rules.
Researchers have explored techniques to convert complex Al models into
knowledge graphs or rule-based systems, enabling human-readable explanations
and mapping decisions to explicit rules or logical statements.

Quantifying Uncertainty and Confidence: Edge Al models often operate in
uncertain and dynamic environments. Researchers have been working on
methods to quantify and communicate the uncertainty and confidence of Al model
predictions. Uncertainty estimation techniques, such as Bayesian neural networks
or Monte Carlo dropout, provide insights into the confidence of model predictions,
helping users understand when the model might be uncertain or prone to errors.

These edge Al explainability enable stakeholders to understand and validate the decisions
made by Al models, opening possibilities for more transparent and responsible
deployment of Al at the edge.

Edge Al interpretability research aim to address the challenge of understanding and

interpreting the decisions made by Al models deployed at the edge. Interpretability is

crucial for building trust, providing transparency, and satisfying regulatory requirements.

Several research progress elements in edge Al interpretability are presented below:

Layer-wise Relevance Propagation (LRP): LRP is a technique that assigns relevance
scores to individual input features or neurons in a neural network. It allows for
interpreting how each input feature contributes to the model's decision. LRP has
been adapted for edge Al scenarios to provide interpretability for models deployed
at the edge.

Gradient-based Methods: Gradient-based methods, such as Integrated Gradients
or SmoothGrad, compute the gradients of the model's output concerning the input
features. These gradients highlight the importance of each feature in the decision-
making process. By visualizing or quantifying the gradients, interpretable insights
can be gained.

Activation Vectors (CAVs): CAVs are used to interpret deep learning models by
mapping high-level concepts to the activations of individual neurons in the model.
They provide a way to understand which concepts or features are captured by
specific neurons, facilitating the interpretation of the model's decision-making
process.

Influence Functions: Influence functions determine the impact of each training
sample on the model's predictions. By measuring the sensitivity of the model's
output to changes in the training data, interpretability can be achieved. This allows
users to identify influential samples and understand how they affect the model's
decisions.
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e Rule-based Systems: Rule-based systems provide interpretable decision rules
based on the behaviour of the Al model. These systems extract logical rules from
the model's learned parameters or decision boundaries, allowing for human-
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readable explanations of the model's decisions.

e Hybrid Approaches: Researchers have been exploring hybrid approaches that
combine multiple interpretability techniques to gain a comprehensive
understanding of edge Al models. These approaches leverage the strengths of
different techniques, such as LRP, gradient-based methods, and rule extraction, to
provide a more complete interpretation of the model's decisions.

e Domain-specific Interpretability: Interpretability techniques are being developed
to address the specific requirements of different domains. For example, in
healthcare, interpretability techniques focus on generating explanations for
medical diagnoses or treatment recommendations, allowing healthcare
professionals to understand and trust the Al system's decisions.

These advancements in edge Al interpretability research enhance trust, interpretability,
and accountability in edge Al systems. They enable stakeholders to understand and
validate the decisions made by Al models deployed at the edge, facilitating their
responsible and transparent use in various applications.

8 Relevant edge Al standards and standardisation activities

Standardisation activities ensure industry collaboration on developing new edge Al
standards, best practices, use cases, taxonomies and terminologies for scaling edge Al
and enabling industrial applications to reach their expected impact.

Edge Al standardisation activities bring to industrial stakeholders’ common vocabularies,
agreements on taxonomies and definitions, and new pre-normative actions to address
edge Al industrial systems.

Al standards and open-source initiatives form the foundation for edge Al technologies
development. They provide reference points for assessing edge Al systems’
computational approaches and characteristics and studying technologies used by various
designs, including ML, DL algorithms and reasoning, and their properties and features.

The challenges of edge Al deployments are associated with resource-constrained edge
devices, energy efficiency, performance-processing resources trade-off, data acquisition
and storage, training, testing, compliance requirements, scalability, and many variables
used in the optimisation processes.
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The sensors and edge loT-based systems used to data capture many parameters from
various processes require appropriate storage and computing resources for analytics
capabilities.
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To properly train edge Al-based systems, representative data must be collected, including
information on expected and unexpected failures and other events. This task is
challenging, as the data is available in different systems or platforms, is provided in
various formats, and is often too scarce for training.

Edge Al standardisation requires harmonising the standardisation efforts across
industrial sectors and domains to create a common set of edge Al requirements and
standardisation needs.

Developing edge Al standards demands coordinated efforts led by the industry and
implemented by international standards bodies to support the global governance and
alignment of edge Al development in the industrial sectors.

Edge Al standards are developed under the umbrella of Al standardisation activities by
international standards bodies with the experience to monitor and enforce standards
globally or by other organisations that set standards sponsored by different stakeholders.
As an example, the edge Al open-source software standards (e.g., software libraries
TensorFlow Lite, PyTorch, Al datasets, models, etc.) are developed by industry consortia,
organisational sponsors, and individual contributors, which reverse to standards across
the industry over time[26]. Open-source edge Al enhances transparency by opening the
Al black boxes and accelerating the deployment of edge Al technologies.

An overview of the edge Al-relevant standardisation activities covered by international
standards bodies is presented in the document produced by ITU-T (Suppl 72 to ITU-T Y-
3000 series) [27] on standardization roadmap for artificial intelligence (Al) in the
information and communication technologies area. The Al standardization roadmap has
been developed to assist in the development of Al related standards in the ICT fields by
providing information about existing and under developing standards in key standards
development organizations (SDOs). The document provides the overviews of Al and Al
related technical areas from standards perspective, Al related activities in standards
development organizations (SDOs), and gap analysis.

An overview of the Al related activities in different SDOs (CEN-CENELEC, ETSI, IEC, ISO,
IEEE, IETF, and ITU-T) is presented in [28].

The Al standardisation activities presented in these documents for the reference source
for defining the EdgeAl standardisation strategy including the holistic integration of edge
Al hardware, software, Al stack components and data to provide a unified perspective on
building trustworthy and interoperable edge Al systems. The issues of edge Al
explainability and interpretability will be included in this framework.
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9 Overview of edge Al applications in industrial sectors
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The EdgeAl project covers five key strategic application areas: (i) Digital Industry, (ii)
Energy, (iii) Agri-food and Beverage, (iv) Mobility, and (v) Digital Society. These strategic
areas are covered through the value chains (VCs). The five different VCs are focusing on
the different industrial sectors and research topics delivering demonstrators in their
respective fields addressing one or more of the six EdgeAl overall objectives:

e O1: Develop secure Al-based edge platforms for end-to-end hardware/software
solutions addressing the Al design stack and middleware.

e 02: Provide scalable edge Al-based energy-efficient techniques, methods and
frameworks supporting different OSs and hardware platforms.

e 03: Advance multi core SoC and SoM Al-based designs with hybrid architectures,

e embedded systems, connectivity and lloT devices designed for industrial
environments.

e 04: Integration of scalable and modular Al Co-design: hardware/software,
algorithms, topologies into novel Al open architecture platforms.

e O5:Implementation of reconfigurable Al-based architectures for increasing the re-
use, updatability, upgradability, and service life of Al.

e 06: Provide trustworthy and explainable edge-Al by design solutions with real-time
operation capabilities and dynamic online learning.

9.1 Digital industry

The digital industry sector is covered by value chain VC1 in the project. The VC1 vision is a
digitised control systems with advanced sensing, automated defect classification, virtual
metrology, and the implementation of a Digital Tacit Knowledge platform. Together these
support the vision for semi- autonomous Al supported production environment for a
sustainable and resilient European digital industry. The VC1 objectives are:

¢ Implementation of Al-based sensor/image data monitoring, processing, analysing,
and controlling capabilities into industrial production, deployed as distributed Al
on the edge-computing continuum.

e Development and assessment of optimised HW/SW solution for efficient execution
of Al algorithms at the edge, complying with emerging algorithm patterns and
computer architecture styles.

e Development and assessment of decentralised or distributed edge intelligent.

e Advancement/improvement of the autonomous feature engineering process for
energy data forecasting.

e Monitoring systems for production quality control in real- time, enabling
continuous refinement and transfer learning. Providing explanations of the system
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defects by avoiding pointing out the acceptable component positioning in the SoM
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(denoted as PCBA in EMS) and predicting timely future faults to allow timely
maintenance.

e Development and assessment of target- and application-aware optimisation
methodologies for Al algorithms, considering the whole design flow, from the
early-stage Neural Architecture Search to the eventual deployment phase.

e Implementation of a human-centric Al-based analysis system, considering human-
Al interaction at all stages of the design flow, by means of continuous assessment
of the usability of the Al instrument.

VC1 is focused on research topics delivering demonstrators in the field of digital industry,
and six demonstrators are aligned with VC1 and its objectives:

VCD 1.1: Smart Semiconductor Manufacturing Assistant (SSMA) - The demonstrator
aims to develop a decision support tool (SSMA) to establish Al-based causal links between
the databases of the three pillars: production/ equipment relevant data, Design of
Experiments (DoE) and METIS as knowledge representation based on human expert
knowledge captured in numerous documents (failure mode effect analysis - FMEA, 8D
reports failure analysis reports) to quickly identify, predict, classify potential risks, and
support the engineer in decision making. The overall EdgeAl project objectives addressed
in VCD 1.1 are:

e 01 through creating digital tacit knowledge out of implicit and explicit expert

knowledge.

e 02 through extracting qualitative causal links out of design of experiment (DoE)
graphs.

e 06 through combining document knowledge (METIS) with real-time equipment
data.

VCD 1.2: Virtual Metrology - The demonstrator aims at implementation of a
sophisticated use of tool sensor data with machine learning (ML) algorithms to predict the
outcome and increase efficiency of the production line. The overall EdgeAl project
objectives addressed in VCD 1.2 are:

e 04 through optimising the ML models, the prediction time in the production line.

e O5through using real-time sensor data to predict outcome of processing step, and
through improving the use of data and optimising sensor data usability
(availability/ quality).

VCD 1.3: Depth and sensory computation at the Edge - The demonstrator aims at
establishing the possibility to use ML in an end-to-end manner to perform computations
efficiently as close as possible to the sensor. This will include a laser interferometry sensor
for touch, which detects small displacements of a reflective membrane through self-
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interference in a laser emitting diode. This signal contains modulations which can be
treated and analysed as an acoustic signal to detect touch and interaction. An SNN audio
processor will be used to perform inference based on the raw sensory signal, to classify
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human interactions. The overall EdgeAl project objectives addressed in VCD 1.3 are:

e O1 through developing an Al-based solution for end-to-end ML from sensor raw
signal to application task including new architectures for low-power Al circuits.

e 04 through using Al HW/SW co-design, and Al algorithms tailored to the edge.

e O5 through developing a solution for algorithms upgradability and better
generalization of fully learned approaches in difficult real-world environments.

VCD 1.4: Distributed sensing - Large-scale Object Recognition - The demonstrator
aims to demonstrate a distributed multisensory system with integrated Al-capabilities,
capable of independent functioning and data processing. The overall EdgeAl project
objectives addressed in VCD 1.4 are:

e 01 through developing Al based edge platforms for end-to-end HW/SW solutions
while preserving Cloud level performance.

e OS5 through implementation of reconfigurable Al-based architectures for
increasing the re-useability, updatability/upgradability, and service life of the
multisensory input system.

e 06 through providing trustworthy and explainable Edge Al by design solutions with
real- time operation capabilities and dynamic learning.

VCD 1.5: Al-based Quality Control for Woodwork Production Process - The
demonstrator aims to develop a custom Al application for identification of defects in
furniture production processes, to be integrated in SCM’s machines. The algorithms will
be trained to analyse panels to identify manufacturing defects, and provide feedback for
defect management, in the form of waste handling or machinery parameter adjustment,
towards the upstream production process. The overall EdgeAl project objectives
addressed in VCD 1.5 are:

e Oflthrough developing an Al-based HW/SW edge platform solution for quality
control in work production.

e 04 through training of a custom Al algorithm for quality control in woodwork
production, and through deployment of a custom Al algorithm for quality control
in woodwork production on embedded hardware.

e 06 through deployment of a distributed learning mechanism for continuous
training and transfer learning.

In the quest to optimize user engagement, it is of paramount importance to synchronize

the understanding of both experts in SSH (XTE and UNIBO) and technology experts tasked

with designing the Al algorithms (SCM, DEEPS, STM, UNICA UMIL). These algorithms,
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aimed at Quality Control for Woodwork Production Process under the VCD1.6 use case,
should not only be tailored to the general expectations but also resonate with the explicit
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requirements of the end-users. Elements such as clarity, transparency, explainability,
safety, trustworthiness, and ethics must be integral to the decision-making process that
will be implemented. This holistic approach ensures that the technology remains user-
centric and ethically sound.

Recognizing this need, we have orchestrated a series of brainstorming sessions and focus
groups with all partners involved. These discussions are not only aimed at enhancing
overall awareness but also refining the demographics of the target groups. Moreover,
they will play an instrumental role in shaping the design of the user surveys.

In designing these surveys, we are mindful of the respondents' time and strive to be as
unobtrusive as possible. Our goal is to make these instruments efficient yet
comprehensive, extracting valuable insights without causing undue inconvenience to
participants. We aim to reach the widest possible audience by joining forces with our
dissemination partners.

These collaborative and iterative engagements with various stakeholders are designed to
underpin the development of Al algorithms that are both technically sound and ethically
responsible. They will help us to engineer solutions that stand the test of user
expectations and stringent ethical standards in the realm of Al-based Quality Control for
Woodwork Production.

VCD 1.6: Al-based Defect Detection in SoM Assembly Process - The demonstrator aims
to use edge Al to automate industrial production control in system-on-module (SoM) and
to improve the responsiveness of the analysis, allowing for provision of prompt feedback
to production chain control. The analysis will be based on HD images of the produced
items, acquired with existing automated optical inspection (AOI) machinery or by means
of specific cameras while the SoMs are transported on the conveyor belt. The overall
EdgeAl project objectives addressed in VCD 1.6 are:

e O1 trough developing an Al-based HW/SW edge platform solution for quality
control in SoM production using GPU server for learning from data how
discovering SoM defects and NVIDIA edge boards for SoMs testing until when the
edge board developed by EdgeAl will be available. The EdgeAl approach will test
the advantage of using neuromorphic processing to improve the quality control
with respect to the available AOIs on the market.

e O4through training of a custom Al algorithm for quality control in SoM production
providing explanations on the retrieved system defects.

e 06 through deployment of a distributed learning mechanism for continuous
training to improve accuracy from experience, and to verify that the EdgeAl
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approach outperforms alternatives systems on the market, e.g., AOl and intelligent
AOI systems by OMRON.
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Establishing effective user engagement is critical when it comes to Al-based Defect
Detection in SoM Assembly Process, outlined under use case VC1.6. This requires a
seamless blend of insights from SSH experts from XTE and UNIBO and the technology
experts developing the Al algorithms (DEEPS, STM, UNICA, UMIL). The resulting Al models
should not only address general expectations, but also meet the precise needs of end-
users in terms of transparency, explainability, safety, ethics, and trustworthiness
embedded in the decision-making process.

To achieve this balance, we have initiated a series of collaborative brainstorming sessions
and focus groups involving all partners. These interactions aim to enhance collective
understanding and facilitate the identification of our target groups, which will
subsequently inform the creation of appropriate questionnaires.

When developing these questionnaires, we are keen to minimize their invasiveness. Our
intent is to maximize efficiency, thereby limiting the time required from respondents,
while still capturing comprehensive insights. By collaborating with our dissemination
partners, we aspire to reach a broad spectrum of respondents.

This collaborative approach is designed to foster the development of Al algorithms that
are both highly functional and ethically conscious, setting the stage for technology that
truly aligns with user requirements and ethical norms in the realm of Al-based Defect
Detection in SoM Assembly Process.

9.2 Energy

The energy sector is covered by value chain VC2 in the project. The VC2 vision is to develop
advanced distributed edge Al technologies for applications and services at the
intersection of mobility, energy and building industrial sectors to support the European
stakeholders driving the engine for innovation and entrepreneurship in sustainable
energy. The VC2 objectives are to:

e Develop real-time feature engineering Al-based solutions for diagnostic and
predictive using edge Al models to combine historical data, weather patterns,
energy system parameters and other information to implement, manage and
optimise the energy used by appliances and users.

e Develop decentralised or distributed edge intelligent monitoring systems for
energy management systems considering feature-engineering processes.

e Provide new analysis tools for appliances and energy management systems,
including load prediction, classification of consumers/ loads, load profiling,
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anomaly detection, estimation, energy consumption prediction, and scheduling
intelligent energy brokerage.
e Implement energy data monitoring, processing, analysing, and controlling
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capabilities into energy management systems across the edge continuum using
embedded Al on heterogeneous HW/SW platforms and advance the autonomous
feature engineering process for energy data forecasting.

e Develop a set of demonstrators at the intersection of mobility, energy and building
industry sectors that comprise heterogeneous scenarios involving smart meters,
lloT devices, lighting, energy gateways and on-premises energy management
systems.

The VC2 is focused on research topics delivering demonstrators in the field of energy, and
four demonstrators are aligned with VC2 and its objectives:

VCD 2.1: Intelligent water tank energy optimisation - The demonstrator aims to
provide an intelligent, scalable, automated, user-friendly energy monitoring, analysing,
and controlling solution within a building. The overall EdgeAl project objectives addressed
in VCD 2.1 are:

e O1 through developing an Al-based HW/SW edge platform solution for energy
monitoring for water heater tanks.

e 03 through implementation of Al-based deep-edge and micro-edge embedded
systems and IloT devices designed for energy and buildings in industrial
environments.

VCD 2.2: Embedded edge approaches for intelligent distributed energy systems -
The demonstrator aims to investigate embedded edge approaches for developing a
system that provides automated edge processing with Al capabilities, to enable the
autonomous operation of appliances, solar installations, storage, and electric vehicles to
self-regulate and optimise the consumption and exchange of energy. The overall EdgeAl
project objectives addressed in VCD 2.2 are:

e 0O2through development of edge Al-basedframeworks supporting different
OSs and hardware platforms for energy sector.

e 04 through integration of  HW/SW algorithms, topologies, and Al-based
platforms for heterogenous energy networks.

VCD 2.3: Mesh intelligent lighting - The demonstrator aims to develop Al-enabled
HW/SW nodes that cooperate with the driver electronics of the light fixture, and a
reconfigurable Al-based mesh architecture. The overall EdgeAl project objectives
addressed in VCD 2.3 are:

e 01 through develop an Al-enabled HW/SW edge node that can be used in light
fixtures.
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e 05 through develop a reconfigurable Al-based mesh architecture for led lighting
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applications.

VCD 2.4: Efficient attack-detection based on neural-networks for security sensitive
systems - The demonstrator aims at providing an intelligent monitoring module
integrated in the edge hardware to detect and react against possible physical attacks. The
overall EdgeAl project objectives addressed in VCD 2.4 are:

e 0O3through robustness and security attack resilience of the Al implementation, low
power.
e 06 through trustworthy low latency edge Al.

9.3 Agri-food and beverage

The agri-food and beverage sector are covered by value chain VC3 in the project. The VC3
vision is to development of technologies, procedures, and Al algorithms to make
European agri-food and beverage industry globally renowned for its leadership,
resilience, and contribution to climate neutrality. The VC3 rationale and objectives can be
summarised as follows:

e The Food and Agriculture Organisation of the United Nations estimates that
annually 20-40% of the world's crops are lost due to pests and diseases, adding to
the losses due to problems in transportation and storage.

e The recent climate changes affect both aspects as they impact the crops but also
may hinder the quality of the products. Hence, agri-food and beverage
manufacturers must respond quickly and effectively to these changes to maintain
the high quality of terroirs.

e The Champagne manufacturing process is one of the sectors that is facing the
above challenges and still involving many manual tasks that require huge human
experience.

e Thus, Al and ML techniques can be beneficial in many stages. Scalable edge loT
and Al with neuromorphic accelerator are certainly part of the solution for an
agriculture scenario.

e The proposed demonstrators consist of several subsystems/ components that
cover the different Champagne manufacturing process steps from the vineyard to
the bottling.

e An advantage of the Champagne when compared to other agricultural products is
that the same actors intervene in the entire production chain, making it easier to
track the impact of each step in the final product.

The VC3 is focused on research topics delivering demonstrators in the field of agri-food
and beverage, and four demonstrators are aligned with VC3 and its objectives:
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VCD 3.1: Vineyard - Yield Prediction - The demonstrator aims to develop a reliable edge
Al framework to perform yield forecast with a below 15% error margin, using RGB
cameras mounted in a robotic tractor to collect images from the plants and fruits. Further
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aims are to transfer existing Al capabilities from a cloud-based architecture towards the
edge without compromising accuracy, to find the ideal period in the season to perform
the yield estimation, and to provide realistic forecasts all through the growing/ maturing
phase, using historical data and adapting the output according to other data from the
field. The overall EdgeAl project objectives addressed in VCD 3.1 are:

e 01 through developing Al-Edge based platforms for end-to-end SW/HW stack.
e 04 through integration of scalable and modular Al into the novel HW/SW Al open
architecture platforms.

VCD 3.2:Vineyard - Environment Monitoring - The demonstrator aims to develop multi-
objective Al models that can predict several threats and harmful conditions using self-
powering. The demonstrator combines the WSN architecture using a gateway with swarm
to gather information from the nearby sensors. Further, aims at providing a low-power,
edge-compatible defence strategy to make Edge Al systems robust against adversarial
attacks. The overall EdgeAl project objectives addressed in VCD 3.2 are:

e O1 through develop Al-Edge based platforms for end-to-end environmental
monitoring.

e 02 through providing scalable Al-based energy-efficient techniques.

e 03 through using advanced multicore SoC architecture, and through robustness
and security attack resilience of the Al implementation, low power.

e O5 through Integration of modular plant sensors into the novel HW/SW Al open
architecture platforms used for architecture monitoring.

VCD 3.3: Vineyard - Disease Identification - The demonstrator aims to advance on an
Edge-Al framework for in-field, real time disease detection. Initially, meta-edge analysis
may help produce a map of the affected zones, allowing champagne manufacturers and
winegrowers to rationalise the application of phytosanitary products. However, the
demonstrator aims to move the inference to the deep-edge or even the micro-edge level,
to open the path to real-time decisions on a phytosanitary product spraying, reducing
even more the impact in the ecosystem by targeting only the affected plants. The overall
EdgeAl project objectives addressed in VCD 3.3 are:

e 01 through developing Al based edge platforms for end-to-end HW/SW solutions
to capture and analyse images, and through developing Al based mobile edge
platform integrating Al middleware with the necessary computation capability.

e 02 through optimization of Al performances of STM32 technology thanks to
neuromorphic accelerator.

e O3 through using Al based MCU/MPU.
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e 06 through providing trustworthy and explainable edge Al by design solutions with
real- time operation capabilities and dynamic learning.
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VCD 3.4: The "Prise de Mousse" - The demonstrator aims to develop and test edge Al
solutions to monitor and localise bottle explosions during the second
fermentation/ageing phase of Champagne production. By associating sound and
vibration sensors, bottle explosion detection can be performed with dedicated Al
algorithms deployed at the micro-edge level. A further benefit is that the association with
data from other sensors such as temperature and humidity and the production context
may help the manufacturers to identify production-chain problems and correct them
through data analysis at meta-edge level. The overall EdgeAl project objectives addressed
in VCD 3.4 are:

e 01 through developing Al based edge platforms for end-to-end HW/SW solutions.

e 02 through development of Al-based metaverse supporting different HW
platforms acting as a 3D user interface to the loT devices.

e OS5 through implementation of reconfigurable Al-based architectures for
increasing the re-useability, updatability/ upgradability, and service life of the
multisensory input system.

e 06 through providing anomaly detection of events in the cave with the possibility
to identify the bottles and their localization within the caves.

9.4 Mobility

The mobility sector is covered by value chain VC4 in the project. The VC4 vision is to
develop edge Al-based perception, cognition, and monitoring technologies to advance the
mobility sector in three different aspects: the mobile agent (e.g., drones, UAVs, UGVs and
other vehicles), stationary and mobile multi-agent collaboration (distributed edge
intelligence), and infrastructure. These technologies are key to enabling connected and
automated mobility with increased energy efficiency, reliability, privacy, and reusability
for both indoor and outdoor applications. The VC4 objectives are to:

e Develop novel methods that allow mobile agents to anticipate events, therefore
coping with harsh, dynamic conditions and unforeseen situations, capable of both
reactive and deliberative planning.

e Develop multi-sensor perception and fusion for interconnected stationary agents
and develop multiple mobile robot scheduling system.

e Synthetic data generation for Al algorithm training and simulation.

e Develop co-designed hardware and algorithm architectures and components for
deep-edge event-based sensor fusion, enabling low-latency perception in highly
dynamic environments.
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e Implement current data acquisition, processing and analysis capabilities into
embedded control system using (embedded) Al.

e Develop condition monitoring functionalities for pre-flight anomaly detection and
service diagnostics for mobile agents.
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The VC4 is focused on research topics delivering demonstrators in the field of mobility,
and three demonstrators are aligned with VC4 and its objectives:

VCD 4.1: Cognitive Mobile Multi-Agent Platform - The demonstrator aims to develop
the deep learning-based perception and acting system, including hardware, that provides
the mobile agents with the perceiving, comprehending, and reasoning abilities
complemented with modular classical low-level reactive and deep-learning-based
deliberative planning and task allocation components on the deep-edge level. The overall
EdgeAl project objectives addressed in VCD 4.1 are:

e 01 through developing an Al-based, cognitive mobile multi-agent platform for
context aware mission control.

e 05 through implementation of reconfigurable Al-based modules that are scalable
through different edge-levels.

VCD 4.2: Roadside Perception Units (RSPU) Connected with a LoRa 2.4 GHz Mesh
Network - The demonstrator aims to provide stationary agents interconnected by LoRa
2.4 GHz mesh network equipped with energy-efficient edge platforms for Al-based multi-
sensor processing, resilient to seasonal drifts. The overall EdgeAl project objectives
addressed in VCD 4.2 are:

e O1 through developing near real-time HW/SW RSPU setups for multi-sensor
processing.

e 02 through LoRa Mesh Protocol Stack with power saving support for battery
powered end-devices.

e O3 through reliable LoRa Mesh Protocol Stack for wireless communication of
multiple clients.

VCD 4.3: Condition Monitoring for Mobile Agents - The demonstrator aims at
developing an Al-based hardware/ software solution and the Al algorithms to use
condition monitoring of selected mobile agent components (e.g., UAV motor bearings).
The overall EdgeAl project objectives addressed in VCD 4.3 are:

e 01 through developing an Al-based HW/SW edge platform solution for condition
monitoring for electrical drives in UAVSs.

e O4through integration of HW/SW algorithms in an Al-based platform for condition
monitoring for electrical drives in UAVs.
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9.5 Digital society
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The digital society sector is covered by value chain VC5 in the project. The VC5 vision is
closer integration of technological systems and human users. This requires those systems
to accurately interpret real world stimuli, inferring activity and intention. Such stimuli are
poorly differentiated, indistinct, and contradictory. Al's promise is to provide the
interpretation of stimuli in these situations that cannot be adequately modelled in the
traditional way, thus allowing reactive processes to be better informed and enabling a
closer integration of humans and digital infrastructure. The VC5 objectives are to:

e Prototype and deploy a low-energy Al accelerated loT platforms with design
guidelines for tiny neural networks for timeseries classification.

e Enable plug-and-play operation, upgradeability, diagnostics, and prognostics by
the inference node.

e Show ability to deal with a large variability of sensor-data, both stand-alone and
through sensor-fusion.

e Prototype novel methods for designing and optimizing efficient neural networks
tailored to the edge-node; by automated design, continual self-supervised,
unsupervised, on-line and transfer- learning.

The VC5 is focused on research topics delivering demonstrators in the field of digital
society, and three demonstrators are aligned with VC5 and its objectives:

VCD 5.1: Machine Room - The demonstrator aims to showcase in a real-world
environment that prognostic monitoring of infrastructure is a realistic proposition, with
largely decreased prevalence of false positives. The overall EdgeAl project objectives
addressed in VCD 5.1 are:

e 01 and 03 through demonstrating low energy platform for information extraction
applicable to the use case.

e 04 through developing competence in information extraction from slow changing
time series data prototype techniques to extract information via the fusion of data
from multiple disjoint sensors.

VCD 5.2: Human Activity Inference in Office/Home/Industrial Facilities - The
demonstrator aims to extend SoA by allowing building management to automatically
support its occupants with environmental adaptations for atmosphere setting and
working context support through i.e., optimised light schedules, using embedded Al on
heterogenous HW/SW platforms. The overall EdgeAl project objectives addressed in VCD
5.2 are:

e 01 through context-aware Al solution for lighting control and facility management.
e 06 through prototype diagnostic or predictive models running on edge Al that
combine historical data and data from other installations, user feedback, building
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information data, through mechanisms that allow addition or removal of sensors
and that are flexible in allowing installations of different configuration, and
through decentralized or distributed edge solutions for this application.
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VCD 5.3: Shared Human and Robot Operating Spaces - The demonstrator aims to move
beyond SoA, targeting mobile robots and humans working together collaboratively in a
shared space, based on a high degree of flexibility, adaptability, and safety in the robot
fleet. The overall EdgeAl project objectives addressed in VCD 5.3 are:

e 02 through demonstrating that Al execution is optimized towards the
requirements of the use case and capabilities of the inferencing node.

e 06 through prototype mechanisms for multiple sensors with variable
reference frames to contribute to a single ‘world view' of the intention of human
users in the space, through demonstrating that this shared intention view can be
used to modulate the behaviour of the robots in the shared space by means of
planning updates, and through verifying that hard stop and other base
mechanisms remain operable in this new model such that safety is not
compromised.

10 Trends in edge Al research and innovation

Within this discussion, we present a range of invaluable techniques and methodologies
for building an ecosystem centred around edge devices. One such technique is
Differentiable Neural Network Architecture Search (DNAS) [20], which revolutionises how
neural network architectures are approached.

By transforming the traditionally discrete architecture space into a continuous and
differentiable form, DNAS enables the utilisation of standard gradient-based optimisation
techniques. This breakthrough allows for the simultaneous learning of architecture and
parameters, leading to more efficient and effective model development.

In addition, Quantization-Aware Training (QaT) [18], is a methodology employed to
replicate the quantisation process during inference. QaT enables downstream tools to
generate quantised models with lower precision by creating a model that closely emulates
inference-time quantisation. This precision reduction brings numerous deployment
benefits, including enhanced efficiency and reduced resource requirements.

Expanding on the topic of Al frameworks and compilers, we explore Apache TVM [19], an
open-source machine learning compiler framework renowned for its ability to optimise
and execute computations across various hardware backends. Through Apache TVM,
machine learning engineers can achieve efficient computation and performance
regardless of the specific hardware utilised.
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Another noteworthy framework is GLOW, which functions as a powerful machine-learning
compiler and execution engine. Designed to serve as a backend for high-level machine
learning frameworks, GLOW empowers cutting-edge compiler optimisations and code
generation for neural network graphs. By leveraging GLOW, developers can unlock the
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full potential of their machine-learning models while ensuring high performance and
efficiency.

Lastly, introducing ST X-CUBE-AI, an integral component of the STM32Cube.Al ecosystem
is addressing some of the future challenges of deploying edge Al models on different
hardware platforms. This comprehensive package serves as an expansion for
STM32Cube, providing automatic conversion of pre-trained artificial intelligence
algorithms, including neural networks and classical machine learning models.

ST X-CUBE-AIl also integrates an optimised library into the user's project, enabling
streamlined development and enhanced performance on STM32 microcontrollers.

Overall, the methodologies and frameworks discussed here lay the foundation for
creating advanced edge device ecosystems, facilitating the development of efficient and
optimised Al models that can be seamlessly deployed on edge devices.

Rephrased from the following list:

e Methods, and techniques
o DNAS is a technique able to transform a discrete neural network
architecture space into a continuous and differentiable form, which enables
the use of standard gradient-based optimisation techniques for this
problem and allows us to learn architecture and the parameters
simultaneously.
o QaT - Quantization-aware training emulates inference-time quantization,
creating a model that downstream tools will use to produce quantized
models. The quantised models use lower-precision (e.g., 8-bit instead of 32-
bit float), leading to benefits during deployment.
e Al framework and compilers
o Apache TVM - Open-source machine learning compiler framework for CPUs,
GPUs, and machine learning accelerators. It aims to enable machine
learning engineers to optimize and run computations efficiently on any
hardware backend.
GLOW [4] is a machine learning compiler and execution engine for hardware accelerators.
It is designed to be used as a backend for high-level machine learning frameworks. The
compiler is designed to allow state-of-the-art compiler optimizations and code generation
of neural network graphs.
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ST X-CUBE-Al. X-CUBE-AIl is an STM32Cube Expansion Package, which is part of the
STM32Cube.Al ecosystem. It extends STM32CubeMX capabilities with automatic
conversion of pretrained artificial intelligence algorithms, including neural network and
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classical machine learning models. It integrates also a generated optimized library into
the user's project.

11 Conclusion

11.1 Contribution to overall picture

WP1 defines how the EdgeAl project addresses the requirements and specifications
driven by the different industrial domains and technology integrators for the processing
solutions for Al at the edge, addressing the design stack and middleware.

Deliverable D1.01 defines the conceptual framework used to determine the FRs and NFRs
described for each VC and their demonstrators in consecutive WP1 deliverables in the
project.

The FRs and NFRs, along with the KPIs and measures, are used to monitor the technology
development and the evolution of the demonstrators during the project's lifetime. After
the implementation by each industrial domain value chain demonstrator is concluded,
the results are consolidated to highlight commonalities and differences for the industrial
domains to create a roadmap for the project and open issues beyond the project's
lifetime.

The EdgeAl project covers five key strategic application areas, represented by the VCs and
the industrial sectors: VC1 Digital Industry, VC2 Energy, VC3 Agri-food and Beverage, VC4
Mobility, and VC5 Digital Society. The VCs focus on the research topics delivering
demonstrators in their respective fields.

An edge Al system-level view covers hardware, software, embedded methods, datasets,
training, learning, testing, inference, and several selected technology blocks.

The identified technology blocks are described and clustered around the beneficiaries
according to their major and support activities in the project. The technology blocks form
the basis for further research, development, and cooperation among the partners. In
addition, relevant edge Al standards and standardisation activities are identified and
evaluated, together with edge Al research and innovation trends.

11.2 Relation to the state-of-the-art and progress beyond it
Table 11.1 briefly describes per partner their work related to the state-of-the-art and the

progress beyond.
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Table 11.1: State-of-the-art and beyond

Partner

Description

SINTEF

SINTEF is leading the work on developing a conceptual framework for specific,
measurable, attainable, relevant and time bound FRs and NFRs required for edge Al
technologies and applications in the industrial sectors. The project is still in the
requirements and specification phase, but in the longer term this work contribute to
increase the availability of Al-based solutions as a key technology for the development of
the industrial sectors and related applications by moving the Al-based processing to the
edge.

IFAT

The project is still in the requirement and specification phase, but in the longer term this
work form the basis for IFAT's contribution in general to a new concept for industrial
knowledge discovery system. According to our knowledge the Smart Semiconductor
Manifacturing Assistant (SSMA) is the first-of-the-kind knowledge system for
semiconductor manufacturing built from different data sources. It is based on the
prototype “FMEA Assistant”, developed in the closed EU funded project Al4DI, as
supporting tool for Quality Management in Semiconductor Manufacturing. The current
state of the art is IFAT's FMEA Assistant as a supporting tool for quality management in
semiconductor manufacturing. Production/ Equipment data and DoE data evaluation are
based on experience of groups of experts and available in several data systems. DoE,
Production/ Equipment Data information processing mainly concentrates on data based
driven methods

AMS-AT

Currently, sensor data from manufacturing tools is stored in proprietary software
packages for root cause analysis and monitoring purposes. In VCD1.2, AMS-AT will make
this data available and merge it with production metadata to predict the process outcome
in semiconductor mass production via machine learning.

SCUBE

SCUBE adds the software development perspective and software engineering analysis
know-how in current specification of demonstrator VCD 1.1

a) demonstrator requirement definition,

b) data acquisition and data management,
aiming that EdgeAl models will be supported in learning and execution.
SCUBE summarises specific criteria for requirements in EdgeAl projects. These criteria
shall be applied in requirements specification and later in verification and validation of
the requirement fulfilment.
SCUBE uses VeriACT as a tool for verification, currently based on ISO 9001. Relevant
criteria of ISO 25001 will be integrated in verification workflow.

TUWIEN

The contribution of TUWIEN in this project is to digitise IFAT's Design of Experiment (DoE)
diagrams. The involved Al techniques will: (a) firstly focus more on image processing and
computer vision, including objection detection, semantic segmentation techniques and
Optical Character Recognition (OCR); (b) then on time-series analysis and prediction.

For the computer vision part, TUWIEN will fully utilise the state-of-art techniques in the
above aspects. For example, many advanced Al models based on convolutional neural
networks, such as YOLO, Mask R-CNN, and U-Net, are used for detection and
segmentation tasks. In the last two years, transformer-based techniques are gaining
momentum, for instance, DETR-based detectors are the hot topic in the research
community. In this project, we will explore both convolutional models and transformer
techniques to achieve best possible outcomes. Besides, since the training data in this
project is small, how to: (1) augment training data (e.g., automatically generate synthetic
data), (2) develop specialized network structures (3) combine traditional image processing
approaches, will be treated as an extension to the state of art.

For the time-series analysis and prediction part, the approaches in the mainstream mainly
use Recurrent Neural Networks (RNNs), such as LSTMs. Nowadays, transformer-based
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methods are becoming the state-of-art. We will select the best models for our
contribution in the project.

Today, drones are mainly equipped with sensors which simply stores the captured data
for later processing. This hampers the effective usage for this data for its own actual
operation, nor for its surrounding devices. In EdgeAl, IMEC aims to apply neuromorphic
computing to enable efficient on-board processing of sensor data to enable rapid
cognition and decision making. This activity is performed in VCD4.1. In this report, IMEC
contributed to the description of the demonstrator’s use case scenario and requirements.

IMEC

Current state of the art is attack-detection based on single events, filters and/or counters
without more intelligent processing. Based on the definition framework of D1.1, NXP-DE
NXP-DE will in the next step define functional and non-functional requirements to ultimately
achieve neural-network based intelligent and efficient monitoring in edge devices against
attacks and implement this in VCD2.4.

loT communications are associated with cybersecurity risks due to the interconnected
nature of devices and the potential exposure of sensitive data (e.g., from CCTV cameras).
Multiple actors involved in loT communications, including services that produce or
consume data, host infrastructure devices and users. Therefore, there is a high risk of
unauthorised actors to infiltrate in such communications. Furthermore, communication
GNT over unencrypted channels allows potential unauthorised access to transmitted
information. GNT intends to contribute in mitigating such risks by bringing an end-to-end
framework that can provide authentication and authorisation of services, devices and
users in loT communications, based on certificates and TLS encryption. Special
provisioning can be made for securing transfers of Al trained models at the edge in line
with the EdgeAl project scope.

Mobile Edge computing is typically power, and bandwidth limited. Optimizing lifetime
operation of a question of spending limited power resources either on edge computing
or on data transmission followed by virtually unlimited cloud computing resources.

The current state-of-the-art solutions are typically hard-wired solutions with unlimited
power and communication bandwidth. Edge-Al will try to move Edge Computing from
hard wired environments to mobile environments.

NEURO

Within VC1 Digital Industry, COGNI aims to develop, evaluate, and demonstrate a
Distributed Edge-based Multisensory System with integrated Al-capabilities including
segmentation, recognition, and feature extraction. Current state of the art devices rely on
Cloud-based processing capabilities, and one of the core objectives of COGNI within this
project is efficiently adapting such capabilities to independently functioning Edge devices.
While complying with the requirements defined within T1.1.

COGNI

Edge Al applications often require robust wireless data transfer from several sensors to
the Edge Al devices and back to some actors. Typical topologies for such applications are
either star networks or more complex mesh networks. IMST is going to develop a new
combination of 2.4 GHz LoRa® radio technology and routing protocols for decentralised
wireless Edge Al applications. The radio protocol stack will be prepared for an Edge Al
based radio resource management which can be extended in the future. The protocol
stack design will consider configuration aspects to support a wide range of Edge Al
applications.

IMST

HUA has been studying the state of the art in V2I communications and the obstacle
recognition algorithms, with respect to VCD4.2. There are a lot of studies in the
international literature on different technologies used in the communications part per se.
HUA However, in the context of this project, LoRA will be used, where not so much worked has
been already done, as well as because the communication requirements seem
appropriate in a V2I context. Concerning the obstacle recognition algorithms, HUA has
studied the state of the art as well to decide on the most appropriate ones to be used
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(e.g., federated learning, machine learning), as well as to propose the necessary hardware
for the vehicle.

Trustworthiness has been studied in several works with the goal to determine their
attributes. System design definitions of Trustworthiness including availability, reliability,
safety. integrity and maintainability but it does not include all security attributes. When
trustworthiness includes reliability, safety, maintainability, availability, integrity, and
confidentiality, it considers security to be part of the Trustworthiness attributes. Recent
Al requirements are not covered simply by these definitions of trustworthiness, thus
uzL trustworthy Al hardware requires a different definition of trustworthiness and even
trustworthy Al. Therefore, attributes pertaining mostly to security, robustness, safety,
transparency, and fairness have been introduced. UzL has investigated the concept of
trustworthy Al and its accelerator. UzL has reviewed several publications in this domain
and summarized the possible definition of trustworthy Al regarding the project
requirements. Therefore, UzL is developing a new definition of trustworthy Al accelerator
guided by the application.

Contributing to the VCs in the data management and anomaly detection domains. The
project is still in the specifications and requirements phase, in the long term the
contribution of our team will focus on the development of a data fusion mechanism that
will efficiently handle and distribute the data to the rest of the components. In addition,
an Anomaly detection mechanism will be developed for filling the needs of the project at
the edge.

INTRA

STMicroelectronics is working with the partners to develop innovative STM32 based
solution to support the different use case of supply chain 3. Some of these architectures
will be based on LoRa giving the opportunity to ST to use STM32 solutions either at the
micro and deep edge. The activity performed by ST will also enable to expand STM32
OFFER in the MPU market with the introduction of innovative new product. Last but STM
has been working with partners for the requirements of the 3 smart sensors that will be
implemented in the project and used in the VCD 3.2 called Vineyard - Environment
Monitoring.

STM-FR

STMicroelectronics is working on the development of NanoEdge™ Al Studio that enables
the execution of neural networks on embedded resource constrained STM32 devices.
NanoEdge™ Al Studio is a new machine learning (ML) technology to bring true innovation
easily to the end-users. In just a few steps, developers can create an optimal ML library
for their project, based on a minimal amount of data. STM developments will enable to
perform learning and inference directly inside the microcontroller by means of the
NanoEdge™ Al self-learning library, which streamlines the Al process and significantly
reduces development effort, cost and therefore time to market.

STMR-FR

VPHYV is working with the partners to drive use case and provide the target requirements
related to agri-food and beverage sector are covered by value chain VC3 in the project.

VPHV is driving the 4 demonstrators mentioned hereafter.
VPHV VCD 3.1: Vineyard - Yield Prediction -

VCD 3.2: Vineyard - Environment Monitoring -

VCD 3.3: Vineyard - Disease Identification

VCD 3.4: The "Prise de Mousse"

CV is working with the partners to drive use case and provide the target requirements
related to agri-food and beverage sector are covered by value chain VC3 in the project.

CV is driving the 4 demonstrators mentioned hereafter.
cv VCD 3.1: Vineyard - Yield Prediction -

VCD 3.2: Vineyard - Environment Monitoring -

VCD 3.3: Vineyard - Disease Identification

VCD 3.4: The "Prise de Mousse"
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VPP

VPP is working with the partners to drive use case and provide the target requirements
related to agri-food and beverage sector are covered by value chain VC3 in the project.

VPP is driving the 4 demonstrators mentioned hereafter.
VCD 3.1: Vineyard - Yield Prediction -

VCD 3.2: Vineyard - Environment Monitoring -

VCD 3.3: Vineyard - Disease Identification

VCD 3.4: The "Prise de Mousse"

TECX

TECX works on a roadmap to improve a long-range communication network based on
embedded Al, and to enhance the data collected and its interpretation within a metaverse
industrial environment. The objective is to provide useful tools for decision-making in the
agricultural sector, and more specifically in the champagne sector.

CEA

CEA works on neuromorphic architectures implementation.

INPG

For VC3, our main activities focus on defining optimization methods for Al accelerators,
to meet the predefined NFR of Al solutions, and the FR of Al-edge platforms (CPU, MCU,
TPU, FPGA and GPU). In our previous research, we found that quantization techniques
such as PTQ (8 bits) and QAT (1, 2 or 4 bits) are quite sufficient to achieve acceptable
accuracy and a relatively small model. By reducing the size of the bits, we gain in memory
size and simpler calculations. In addition to quantization, we aim to investigate other
optimization methods: compiler optimizations to reduce computational complexity in
much larger models, and tensor decomposition/compression for specific layers using
larger kernels. All methods will be analysed accordingly to the proposed models and
specific use-cases.

URCA

Our team is mostly focused on the development of optimized Al models for grape yield
estimation and diseases detection in the vineyard. Currently, existing methods use object
detection/segmentation models such as DeeplLabV3+ [1] or YOLO [2]. It is mostly used in
an offline manner on HW with GPUs (HPC/cloud or small server).

Our team is working on the optimization of the Al architecture to lower the need for
computation and memory. We already demonstrated a real-time grape detection method
(Yolo on Jetson Nano) and we are working on the integration of real-time berry counting
as the next step toward precise grape yield estimation. Early results show that berry
counting with a CNN-based regression model is possible. The advantage of regression is
that it doesn't not need as much memory/computation and is therefore more suitable for
inference on the edge.

Those results and tests are being used for the definition of the FR/NFR and KPlin D1.4 for
VC3.

STM-IT

STMicroelectronics is working on the optimization of the execution of neural networks on
embedded resource constrained devices. The research is focused on the implementation
of new architectures for the acceleration of computing intensive elements of the networks
and on the development of tool chain to support the optimization of networks developed
in the commonly used high level tools on the STM32 target platforms.

In terms of specifications, ST provides the specifications of the platforms to be employed
in the project development, and the potential solution to fulfil the requirements.

SCM, CSR

SCM and its affiliated entity SCM are working on the woodworking use case with the aim
of developing a custom Al application for identification of defects in furniture production
processes, to be integrated in SCM's machines. The algorithms will be trained to analyse
panels to identify manufacturing defects, and provide feedback for defect management,
in the form of waste handling or machinery parameter adjustment, towards the upstream
production process. At this very moment automatised system to detect production
defects are not implemented and the task of identifying defects is performed by
operators. SCM and CSR, together with the other partners, will work on the demonstrator
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and implementation of an Al-based HW/SW edge platform solution for quality control
in work production.

HTS

HTS is working EMS marketing and it is deeply involved in assembling high quality boards
using AOL. in this area HTS has gained great experience coming from AOlon problems and
possible solutions.

DEEPS

DEEPS is highly involved in improving loT system by using Al algorithms. With reference
to the specific role in EdgeAl, DEEPS will provide its experience in distributed learning
systems based on computer vison technique implemented by a cooperation between a
central server provided with GPUs and edge boards to discover defects and anomalies on
SoM (PCBAs) moving on conveyor belts. Defect explanations coming from the Al
algorithms and the continual learning together with the use of coprocessing boards (e.g.,
neuromorphic systems) will be used to improve accuracy and reduce positive false.

XTE

The specification phase will last the entire first year. The first part has been spent to define
the procedures and the methodology, in the second half of the first year it will be
implemented in the setup of the necessary focus groups and brainstorming to reach the
target audience in terms of quality and quantity as well as to define, implement,
administer and elaborate the questionnaires.

UNICA

The project is still in its requirements and specification phase, but in the longer-term
UNICA will explore efficient Al models for object detection and classification at-the-edge,
as well as for time series processing, and anomaly detection. Starting from relevant state-
of-the-art solutions, tiny transformers, autoencoders and Temporal Convolutional Neural
Networks (TCNs) will be optimized and tested on relevant datasets for vision tasks and
time series processing. Spiking Neural Networks (SNNs) will be also considered in
classification and sequence to sequence tasks, to replace other algorithms and provide
event-based power-efficient near-sensor processing. Finally, considering efficient state of
the art platforms in the edge-computing domain, the contribution will include adaptation
for the efficient execution of tiny transformers , TCNs and autoencoders, and FPGA-
based acceleration of SNNs.

UNIBO

The project is currently in the requirements and specification phase. However, UNIBO has
long-term plans to investigate the utilization of cutting-edge technology in order to
develop an “Edge Aware Al Lifecycle Management” system. This system will effectively
manage device limitations and optimize the entire Al lifecycle to maximize device
performance. One of the key technologies to be explored is Differentiable Neural Network
Architecture Search (DNAS), which enables the creation of tailored networks that adhere
to the constraints of edge devices. The primary focus will involve evaluating this
technology, along with Quantization aware Training (QaT) and vendor-specific
deployment pipelines. Furthermore, the project acknowledges the prominence of Spiking
Neural Networks (SNNs) in the landscape of classification and sequence-to-sequence
tasks. UNIBO intends to explore the feasibility of employing SNNs as an alternative to
existing algorithms, as they offer promising advantages in terms of power efficiency and
near-sensor processing. By embracing event-based operations, SNNs have the potential
to revolutionize the field by significantly reducing power consumption while maintaining
high accuracy levels.

UMIL

UMIL is working on the analysis of the state-of-the-art and defining requirements and
specifications to realize novel methods for model pruning, compression, and conversion
for recognition, identification, classification, object detection, image segmentation, and
anomaly detection on edge devices. Additionally, our team is focusing on developing
novel explainable Al approaches for edge applications. These approaches are designed
to be general, accurate, and understandable, while minimizing the computational
overhead.

EDI

EDI is studying the current state-of-the-art methods regarding various aspects of mobile
and static agents. In the field mobile agents, the planning algorithms are analysed in detail
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in connection to various aspects of mobile manipulation and perception functionalities.
Also, the methodology of developing, integrating, and deploying static agents in the urban
environment is studied, whereas state-of-the-art is analysed in various directions. The
findings are incorporated in the process of requirement definition to achieve the
performance beyond-state-of-the-art.

NXP-NL

NXP-NL develops AIML solutions for the secure connected edge. State of the art shows
significant research in methods to optimize neural networks with regards to the
properties of the edge-node, and (semi-)Jautomated design-methods to support NN-
developers with that endeavour. The main contribution of NXP-NL is in these areas,
specifically HW- and SW-aware neural architecture search for various types of neural
networks and data.

SiG

Signify is leading and innovating the lighting market. Together with the partners in the
project we develop & test Al solutions for smart environments such as smart home. Of
direct interest is Al on microcontrollers and microprocessors and Al at system level
dealing with a plurality of sensor inputs. Although use case and requirements are in the
process of being detailed, a considerable amount of technical progress has already been
achieved on mentioned interests.

TECHNO

TECHNO has developed and deployed many infrastructure monitoring systems over the
years. In general, these alert system operators to the fact that a problem has occurred; A
motor has stopped, a process is running out of specification or similar. The promise of
applying Al to these monitored systems is that operators can be informed earlier in the
development of mis-operation before the consequences have become service-affecting.
This will allow maintenance costs to be reduced (moving to a proactive rather than
scheduled basis) and prevent process or equipment downtime.

ALMENDE

Almende has realized localization in buildings through a combination of proprietary
hardware and Al software in its Crownstone product line. The perspective of this
localization is from a smartphone and using fingerprinting combined with particle
filtering. A supervised reinforcement learning strategy is employed for continuous
improvement. Itis the intention to add the Crownstone perspective and the ability to track
passive entities using this radio technology as well.

TUE

TUE is working in VC5 - Digital Society.

FE

FE is addressing both the industrial and consumer energy markets. The project is still in
its requirement and specification phase, but in the longer term this phase form the basis
for edge Al-based solutions increasing intelligence, performance, and scalability, in
addition to reducing costs. Potentially very significant, as these solutions support the
goals set up by the Green Deal and digital transformation.

NXTEN

The project is still in its requirement and specification phase, but in the longer term this
work form the basis for NXTEN's contribution to moving the processing to the edge and
increase the availability of Al-based solutions which is important for further development
and digitalisation of the energy systems.

PROLUX

The project is still in its requirement and specification phase, but in the longer term this
work form the basis for PROLUX's contribution to distributed intelligence in light fixtures,
and Al algorithms that benefits reconfigurability, upgradability and federated learning.
Potentially is this a significant step against next generation of smart lighting and reusing
the lighting infrastructure to other valuable tasks.

NXTECH

The project is still in its requirement and specification phase, but in the longer term this
work form the basis for NXTECH's contributions on the energy management system
design and HW/SW module for edge processing, including self-learning algorithms in
deep-edge SW for energy optimisation to run on both stand-alone units and as part of
local networks.
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ITML

ITML is focused on developing and testing cloud and fog Al solutions. Furthermore, our
team will investigate methods to transfer these solutions towards the edge aiming to keep
the performance at similar levels. We will work on developing forecasting models for time
series and loT data, leveraging state-of-the-art solutions such as LSTM, a deep learning
model, and Prophet, a powerful statistical model developed by Facebook. Finally, our
team will also support the design and implementation of anomaly detection models,
taking into consideration best practices for machine learning lifecycle.

AMS-CH

AMS-CH is examining requirements for the use cases in VCD1.3 with partner SYNS and
assessing how to best provide and process data for initial demo design and model
trainings in line with SYNS hardware properties.

SYNS

SynSense is examining requirements for the use cases in VCD1.3 with partner AMS-CH
and assessing how to best support the uses cases on SynSense inference hardware. We
are working with AMS-CH to implement initial baseline demos, based on data sets
provided by AMS-CH. This work will guide future design changes to SynSense hardware
designs.

11.3 Impacts to other WPs, Tasks and VCs

Table 11.2 briefly describes per partner in which WPs, Tasks and/or VCs the outcome/
impact of their activities will be used later in the project.

Table 11.2: Outcome and impact

Partner

Description

SINTEF

A conceptual framework for defining FR, and NFR, and other common aspects required
for EdgeAl technologies and applications is established. It is created in collaboration with
the leaders of the industry-related tasks T1.2 to T1.6, which use the concept as a basis for
implementing the analysis for their industrial sector through the VCs.

After the implementation by each of the sectors is concluded, the results will be
consolidated to highlight commonalities and differences for edge Al in different industrial
domains and to create a roadmap for the project and open issues beyond the project
lifetime which will be reported in deliverable D1.7.

Further, the requirements and specifications are important for the work that are carried
out the consecutive work packages; and pave the road from architecture/ system and
circuits/ modules designs in WP2 and WP3, to development, verification/ integration, and
validation/testing in WP3, WP4, WP5 and WP6.

IFAT

The functional and non-functional requirements, specifications as well as defined KPI's
are defined in the deliverable D1.2 for digital industry. Those definitions form the basis
for the development of the SSMA. The requirements defined in D1.2 will be used in the
work of the work packages WP2 Al Architecture and System Design, WP4 where the
framework for the SSMA will be developed, in WP5 for the verification and integration of
the demonstrator and the validation and testing of the SSMA in the production
environment.

AMS-AT

The technical outcome will focus on model accuracy at least more than 80%. This would
allow a decreased number of measurements required for statistical process control and
therefore will have an impact to the production line efficiency and energy consumption.

SCUBE

Setting EdgeAl specific view on requirements specification and verification in WP1 relates
to WP 5 and WP 6 which will be based on the set of requirements set at the beginning and
throughout the project. This also relates to all value chains.

TUWIEN

The conceptual framework of functional and non-functional requirements, specifications
and KPIs will pave the way for a further refinement in deliverable D1.2. These
requirements and specifications will then serve to better monitor and guide our activities
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during WP2 (data preparation), WP4 (Al framework development), WP5 (verification and
integration) and WP6 (benchmarking, validation, and testing). Moreover, a clear definition
of the requirements will make the verification and validation phases in WP5 and WP6
become clearer and easier.

IMEC

This report acts as the foundation of IMEC's activities in VCD4.1, but also contribute to the
broader EdgeAl concepts, activities, and roadmap. Therefore, it impacts the technical
development activities in T1.5, T2.2, T2.5, T3.2, T4.3 and the validation and integration in
T5.5 and T6.5. It also feeds the roadmap activities in T1.1 am the communication and
dissemination activities, and later also the exploitation activities in WP7.

NXP-DE

The framework defined in D1.1 forms the basis for the definition of the specific functional
and non-functional requirements in the tasks T1.2 to T1.6 and the associated Value
Chains. NXP-DE will use the outcome of this deliverable as a basis for the functional and
non-functional requirements of efficient neural network-based attack detection which will
be defined in T1.3/VC2 in cooperation with partner UzL.

GNT

The conceptual framework related to cyber-security aspects in loT communications for
VCD 1.4 and VCD 4.2 will provide the foundations for defining requirements and
specifications in tasks T1.2 (VC1) and T1.5 (VC4). In addition, it will contribute to forming
Trustworthiness design principles in EdgeAl through T2.4. Furthermore, it will provide
input for achieving secure and reliable edge analytics in T4.6. It will also be used as a
reference for all work related to VCD 1.4 and VCD 4.2 in the context of WP5 and WP6.

NEURO

NEURO supports Devices and Machine Learning in VC4 (Mobility) and will contribute to
work packages 1 (requirements), 2 (architecture), 4 (exemplary framework), 5 application
& verification, and 6) validation & testing. All contributions are related to the Drone Pre-
Flight Condition Monitoring Use Case Demo.

COGNI

The principles resulting from the project Objectives 1-6 and defining the non-functional
requirements (such as: Explainability, Reproducibility, Security, etc) assembled within T1.1
are shared across all Value Chains to a varied degree, based on the specific use case.
Equally important, these will serve as core requirements for COGNI for the work to be
conducted in WP 2, WP 4, and WP 5 within VCD1.4.

IMST

N.A.

HUA

N.A.

UZL

UzL will use the results of activities performed towards T1.1 for D1.1 as basis for
preparation of the requirements and specification for edge Al for the VC2 energy domain
in T1.3 and thus D1.3. In cooperation with NXP-DE the outcomes of this deliverable will
be used as a basis for the requirements of building an Al accelerator for attack detection
on Edge devices.

INTRA

The activities carried out within the scope of this framework will be later used in the
framework of the related tasks of WP2, WP4, WP5 and WP6. Specially for WP6, the
activities carried out within the WP1 scope will be used for the validation of our solution.
In addition, part of this work will be demonstrated in the VCD 1.4 and VCDA4.2.

STM-FR

The functional and non-functional requirements, specifications as well as defined KPI's
will be used as input for the related tasks of WP2, WP”, WP4, WP5 and WP6.

STMR-FR

The functional and non-functional requirements, specifications as well as defined KPI's
will be used as input for the related tasks of WP2, WP”, WP4, WP5 and WP6.

VPHV

The activities in this task can be used to define the FR/NFRs and KPIs in WP1, that will
guidelines of developments in following WPs

cv

The activities in this task can be used to define the FR/NFRs and KPIs in WP1, that will
guidelines of developments in following WPs

VPP

The activities in this task can be used to define the FR/NFRs and KPIs in WP1, that will
guidelines of developments in following WPs
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TECX

The activities in this task can be used to define the FR/NFRs and KPIs in WP1, as well as
during the technical implementation, testing and validation phases in WP4, WP5 and WP6.

CEA

The activities in this task are used to define the FR/NFRs and KPIs in WP1 for the
demonstrator using the neuromorphic architecture.

INPG

INPG collaborates with URCA in VC3, to analyse the environmental aspects that may
impact the non-functional requirements. Classical quantization methods can be used to
lighten the deployment at the edge, and if necessary and accordingly to the complexity of
the final model, specific optimizations will be proposed.

URCA

FR/NFR/KPI defined in the D1.4 reports could be used as generic requirement for other
VCD involving images and challenging environments. Collaboration with INPG(WP3) will
be necessary to achieve the targets involving models’ accuracy and models optimization
in general.

STM-IT

The framework defined in D1.1 forms the basis for the definition of the specific functional
and non-functional requirements in the tasks T1.2 to T1.6 and the associated Value
Chains. STM-IT will use the information collected in the present document as the basis for
the definition of the platform requirements for the VC1 development, and for the
refinement of the architecture to be implemented.

SCM, CSR

The work defined in the Deliverable with the functional and non-functional requirements
will be used for the definition of the demonstrator.

HTS

The conceptual framework resulting from this task will provide the reference for the
future activities in VC1.6 for developing an edge-Al based software for discovering
production defects that outperforms the available solutions on the market with
respect to suitable KPIs and by limiting positive false.

DEEPS

The conceptual framework resulting from this task will provide the reference for the
future activities of DEEPS in VC1.6 to better define FRs and NFRs of the distributed
continuous learning algorithms for discovering production defects in real time and
able to provide control people with defect explanations.

XTE

The user engagement methodology resulting from this task will provide the references
for future activities in VC1.5 and VC1.6 with the user surveys that will be performed in the
next half of the year.

UNICA

For UNICA the conceptual framework resulting from this task will provide the reference
for the future activities within the VC1 Digital Industry, in terms of requirements and
specifications definition (WP1) to be considered in the development of the contributions
to the WP2, WP3 and WP4, as well as in the integration and evaluation phase in WP5 and
WP6.

UNIBO

The conceptual framework resulting from this task will serve as a valuable reference for
UNIBO future activities within the VC1 Digital Industry. It will provide guidance and
insights that will be taken into consideration during the development of various work
packages, fostering coherence and alignment throughout the project. Furthermore, the
framework will also play a role in Work Package 3 (WP3), which deals with Al-based
Modules Design. It will provide valuable guidance for the design and implementation of
Al modules, considering the requirements and specifications outlined in WP1.
Incorporating the framework's insights will assist in the development of effective and well-
aligned Al modules. Similarly, the conceptual framework will extend its influence to Work
Package 4 (WP4), which focuses on Framework development. It will provide guidance for
the creation of an overarching framework that supports the project's goals. By
considering the principles and guidelines outlined in the conceptual framework, UNIBO
can help in developing a comprehensive and adaptable framework.

UMIL

The outcomes of this task are crucial for designing innovative edge Al approaches in WP2.
These comprehensive studies serve as the foundation for creating novel Al methods and
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tools (T.2.1), establishing trustworthiness design principles for edge Al processing (T.2.4),
and conceiving innovative strategies, methodologies, and algorithms for software design
(T.2.6). Moreover, these activities play a pivotal role not only in the development of the
edge Al framework in WP4 but also in the validation of models and algorithms in both
WP5 and WP6. They form an integral part of the overall process, improving the
effectiveness and reliability of the entire system.

EDI

The activities completed in this task of developing the conceptual framework for edge Al
requirements and specification are the basis for further activities in WP1, especially for
defining the functional, non-functional requirements and respective KPIs for mobile and
static agents in T1.5. Furthermore, based on the defined requirements, the development
of the core functionalities will be done in multiple tasks in WP3 and WP4, integrated in
WP5, T5.5 and validated in WP6, T6.5.

NXP-NL

NXP-NL contributes to all work-packages of Edge Al fitting with the theme of Digital
Society. Its activities are road-mapped and specified in the first year, partially based on
own research, and partially inspired by the input of the whole consortium, as well as more
detailed input from the partners in value-chain Digital Society-which NXP leads. The
expected outcome by NXP is two-fold: first, a significant step-up un enabling technology
building blocks, second, the application of such building blocks in and with the partners
of the value-chain Digital Society.

SiG

For Signify the conceptual framework forms the basis for preparing the requirements,
specifications, and roadmap for the VC5 digital society. As such, it lies the foundation and
context for desired developments in the other work packages.

TECHNO

TECHNO contributes to all work packages across EdgeAl from the perspective of
proactively monitored remote (edge) systems as developed in VC5. Of particular concern
is the lifecycle management of those systems to ensure that they remain reliable and
performant throughout their lifetime, even in the face of malevolent actors. Innovations
in these spaces will allow the wide deployment of edge Al systems with confidence. Failure
to address these issues will create a long term pervasive societal risk.

ALMENDE

N.A.

TUE

The activities in this task can be used to define the FR/NFRs and KPIs in WP1 for the
demonstrators in VC5.

FE

For FE the conceptual framework forms the basis for preparing the requirements and
specifications for the VC2 energy domain within task T1.3 (to be reported in deliverable
D1.3) focusing on energy management and intelligent distributed energy systems, and for
the road-mapping across industrials domains within task T1.1 (to be reported in
deliverable D1.7).

NXTEN

For NXTEN the conceptual framework forms the basis for preparing the requirements and
specifications for the VC2 energy domain within task T1.3 (to be reported in deliverable
D1.3) focusing on energy optimisation and embedded edge approaches, and for the road-
mapping across industrials domains within task T1.1 (to be reported in deliverable D1.7).

PROLUX

For PROLUX the conceptual framework forms the basis for preparing the requirements
and specifications for the VC2 energy domain within task T1.3 (to be reported in
deliverable D1.3) focusing on intelligent lighting, and for the road-mapping across
industrials domains within task T1.1 (to be reported in deliverable D1.7).

NXTECH

For NXTECH the conceptual framework forms the basis for preparing the requirements
and specifications for the VC2 energy domain within task T1.3 (to be reported in
deliverable D1.3) focusing on energy optimisation, embedded edge Al technologies,
wireless network, and intelligent lighting systems, and for the road-mapping across
industrials domains within task T1.1 (to be reported in deliverable D1.7).

ITML

The activities related to this framework will be used in the tasks related to the VCD4.2 use
cases, and more specifically in the implementation that will take place in WP4 (T4.3, T4.6),
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verification and integration in WP5(T5.5) and benchmarking, validation and testing in WP6
(T6.5).

AMS-CH N.A.

The conceptual framework guides our thinking while preparing requirements for VCD 1.3
in VC1 Digital Industry. This work will influence work in follow-on tasks T1.2; WP2 for
implementation and HW-aware design of Al models for sensory processing (T2.1, T2.2,
T2.3,T2.6); WP4 for model optimisation techniques applicable to edge sensory processing
(T4.3, T4.6); T5.2 for demonstrator building; WP6 for application benchmarking (T6.1,
T6.2).

SYNS

11.4 Contribution to demonstration

Table 11.3 briefly describes the relation between their work and the planned
demonstrators.

Table 11.3: Demonstrator contribution

Partner Description

Through the work on the conceptual framework for defining FR, NFR, and other common
aspects required for EdgeAl technologies and applications, SINTEF focused on the
conceptual framework targeting all VCs and their demonstrators. In addition, SINTEF has
focused on VC2, and aspects related to the demonstrators VCD 2.2 (Embedded Edge
Approaches for Intelligent Distributed Energy Systems) and VCD 2.3 (Mesh Intelligent
Lighting).

SINTEF

The activities within this task are the basis for defining the functional, non-functional
requirements and respective KPIs for demonstrators VCD1.1. The aims to develop a
decision support tool (SSMA) to establish Al-based causal links between the databases of
the three pillars (Production data, FMEA, DoE) to quickly identify, predict, classify potential
risks, and support the engineer in decision making together with SoftwareCUBE and TU
Vienna.

IFAT

The functional and non-functional requirements defined in this task will feed into VCD1.2,
AMS-AT where AMS-AT aims to use sensor data from manufacturing tools to predict process
outcome in semiconductor mass production.

Adding the software engineering view in all meetings for VCD 1.1.has an impact on WP 2
and WP 4 as architecture, use cases and data management will be essential elements to
SCUBE demonstrator targets and characteristics. Driving the demonstrator project from
requirement and verification perspective shall strongly support fulfilment of functional
and non-functional requirements and KPIs of VCD 1.1.

The defined functional non-functional requirements, specifications and KPIs lay a basis
for our demonstrators in VCD1.1, where TUWIEN sets its aims to develop algorithms to
digitise Design of Experiments (DoE) diagrams and to quantify parametric dependencies.
The requirements and specifications will keep TUWIEN, IFAT and SoftwareCUBE on the
desired track to approach to our final goal in developing a smart tool for causal-link
mining and decision making.

TUWIEN

The concepts developed by IMECin T1.1 primarily feed the demonstrator VCDA4.1, but also

IMEC spills over to other demonstrators in the EdgeAl project.

NXP-DE will define functional and non-functional requirements and KPIs for efficient
attack-detection based on neural-networks for security sensitive systems. The aim is to
provide a demonstrator (VCD2.4) with an intelligent monitoring module integrated in the
edge hardware to detect and react against possible physical attacks.

NXP-DE
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GNT

The conceptual framework related to cyber-security aspects in IoT communications is
being defined in the context of VCD 1.4 and VCD 4.2 and will therefore contribute to the
specification, design and development of associated technologies that will be
implemented in the corresponding demonstrators of VCD 1.4 and VCD 4.2.

NEURO

NEURO will demonstrate a power efficient edge computing condition monitoring solution
for drone pre-flight Go/NoGo lift-off analysis based on diverse sensing principles.

COGNI

The requirements and principles compiled within T1.1 and T1.2 serve as guidelines first
for the Architectural and System Design choices for developing VC1.4 (Distributed
Multisensory System with Integrated Al Capabilities), expected within WP.2, and second
for the work to be conducted within WP 4 and WP 5 in the form of KPIs to be met, in the
context of VCD 1.4.

IMST

The new developed 2.4 GHz LoRa® Mesh Network will be applied within the VCD 4.2:
Roadside Perception Units (RSPU) as connectivity layer between several distributed
sensors, actuators, and the Edge Al devices.

HUA

HUA has worked on defining the functional and non-functional requirements for VCD4.2,
which will be elaborated in the context of D1.5. mainly with regards to what is needed for
the Al-model design and their upgradability, e.g., by incremental semi-supervised learning
in the edge, and Al-based models for the roadside perception algorithms. HUA will later
validate those Al-based algorithms to be used in perception systems.

UZL

UzL will define the functional and non-functional requirements and KPI for Al accelerators
used for attack detection for security sensitive systems. The aim is to provide a
demonstrator (VCD2.4) with an intelligent monitoring module integrated in the edge
hardware to detect and react against possible physical attacks.

INTRA

Through the work on the conceptual framework for defining FR, NFR, and other common
aspects required for EdgeAl technologies and applications, INTRA focused on VC1, and
aspects related to the demonstrator VCD 1.4 (Distributed sensing - Large-scale Object
Recognition) and VC4, and aspects related to the demonstrator VCD 4.2 (Roadside
Perception Units (RSPU) Connected with a LoRa 2.4 GHz Mesh Network).

STM-FR

The work for contributing in the definition of FR, NFR, and other common aspects required
for EdgeAl technologies will be used by STM-FR mainly to the VC 3 demonstrators.
However, STM-FR will support if required specific demonstrators in other VCs.

STMR-FR

The work for contributing in the definition of FR, NFR, and other common aspects required
for EdgeAl technologies will be used by STM-FR mainly to the VC 3 demonstrators.
However, STMR-FR will support if required specific demonstrators in other VCs.

VPHV

Leading the FR/NFR/KPI definition for the four demonstrators of VC3.

cv

Leading the FR/NFR/KPI definition for the four demonstrators of VC3.

VPP

Leading the FR/NFR/KPI definition for the four demonstrators of VC3.

TECX

The activities in this task can be used to define the FR/NFR and KPIs for demonstrators
VC3.2 and VC3.4.

CEA

Activities related to the definition and the realization of FR and NFR for the demonstrators
of VC3.

INPG

Activities related to the definition and the realization of FR and NFR for the demonstrators
of VC3.

URCA

Contribution to FR/NFR/KPI definition for the four demonstrators of VC3 (D1.4).

STM-IT

The demonstrators in VC1 in which STM-IT is involved (VC1.5 and VC1.6) are based, for the
computing platform, on the embedded solutions provide by ST. In the family of products
STM32 there is a variety of possible choices. Based on the requirement ST will select and
provide the best suitable platforms for the needs of the applications in terms of power
consumption, computing performances, and size of the device.
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SCM

N.A.

CSR

N.A.

HTS

HTS will lead the VC1.6 demonstrator with aim of improving the available AOIs systems
from several points of views, i.e., the human intervention will be reduced, the
accuracy in discovering production defects will outperform the current ones with
respect to the KPIs defined in EdgeAl. Also, the demonstrator aims at illustrating
how the novel proposed approach will reduce the SoM/PCBA development costs
and increase quality and productivity.

DEEPS

DEEPS is highly involved in VC1.6 demonstrator dealing with AOI technology implemented
on the edge. DEEPS will develop Al algorithms able to reduce people interventions due to
positive false and to give suggestions about the discovered defects for decreasing
development costs and increasing quality and productivity.

XTE

XTE activities will impact on VC1.5 and VC1.6 demonstrators.

UNICA

Through the work on the conceptual framework for defining FR, NFR, and other common
aspects required for EdgeAl technologies and applications, UNICA contributed with focus
on VC1, and aspects related to the demonstrators VCD 1.5 (Al-based quality control for
woodwork production process) and VCD 1.6 (Al-based defect detection in SoM Assembly
Process).

UNIBO

Through the FR and NFR defined in this task, UNIBO will contribute to the Value Chain 1
(Digital Industry), specifically in the VC1.5 and VC1.6 demonstrators. In the case of VC1.5,
UNIBO contribution will involve identifying manufacturing issues encountered by skilled
operators during the manufacturing process. The trained Al algorithm will be executed
on an optimized processing infrastructure, enabling real-time processing of the sensed
data at the edge. As for VC1.6, the focus will be towards optimizing the implementation
and execution of Al tasks using appropriate optimization tools.

UMIL

The outcomes of this task are the basis for designing heterogeneous technologies,
including the demonstrators VCD1.5 and VCD1.6.

EDI

The activities within this task lay the basis for defining the functional, non-functional
requirements and respective KPIs for demonstrators VCD4.1 and VCD4.2 led by EDI.

NXP-NL

NXP-NL prototypes methods to optimize the neural network towards the edge
(specifically: NXP's secure connected edge solutions) and verifies these methods in the
verification and demonstration work-packages. In addition, NXP-NI collaborates with the
partners of VC5 Digital Society, to apply these methodologies to their use-cases and verify
and validate the benefits and drawbacks of the methods.

[c

The conceptual framework will aid the development of the demonstrators present in the
value chain digital society.

TECHNO

Techno will develop demonstrators to support VC5.1, with a specific focus on secure
lifetime management and continuous performance.

ALMENDE

The conceptual framework for the development of the VSD5.2 demonstrator.

TUE

Activities related to the definition of FRs and NFRs for the demonstrators of VC5.

FE

Through the work on the conceptual framework for defining FR, NFR, and other common
aspects required for EdgeAl technologies and applications, FE focused on VC2, and
aspects related to the demonstrators VCD 2.1 (Intelligent Water Tank Energy
Optimisation) and VCD 2.2 (Embedded Edge Approaches for Intelligent Distributed Energy
Systems).

NXTEN

Through the work on the conceptual framework for defining FR, NFR, and other aspects
required for EdgeAl technologies and applications, NXTEN focused on VC2, and aspects
related to the demonstrators VCD 2.1 (Intelligent Water Tank Energy Optimisation) and
VCD 2.2 (Embedded Edge Approaches for Intelligent Distributed Energy Systems).
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PROLUX

Through the work on the conceptual framework for defining FR, NFR, and other common
aspects required for EdgeAl technologies and applications, PROLUX focused on VC2, and
aspects related to the demonstrator VCD 2.3 (Mesh Intelligent Lighting).

NXTECH

Through the work on the conceptual framework for defining FR, NFR, and other common
aspects required for EdgeAl technologies and applications, NXTECH focused on VC2, and
aspects related to the demonstrators VCD 2.1 (Intelligent Water Tank Energy
Optimisation), VCD 2.2 (Embedded Edge Approaches for Intelligent Distributed Energy
Systems) and VCD 2.3 (Mesh Intelligent Lighting).

ITML

ITML will concentrate on VC4, and more specifically on VCD 4.2(Roadside Perception Units
(RSPU) Connected with a LoRa 2.4 GHz Mesh Network), through the activities on the
conceptual framework for defining FR, NFR, and other common aspects necessary for
EdgeAl technologies and applications.

AMS-CH

AMS-CH will work with partner SYNS to implement demonstrators for VCD1.3.

SYNS

SynSense will work with partner AMS-CH to implement demonstrators for VCD1.3.

11.5 Other conclusions and lessons learned

Table 11.4 briefly describes other conclusions and learnings derived during the execution

of the activities described in this deliverable.

Table 11.4: Other conclusions and learnings

Partner Description
SINTEF Structure the NFRs and FRs for edge Al systems and address thew within a coherent
framework.
IFAT N.A.
AMS-AT N.A.
SCUBE N.A.
TUWIEN N.A.
IMEC Leaning is a continuous process with exponential gain.
NXP-DE N.A.,
GNT N.A.
Condition monitoring of cyclic defects requires detailed physical models to realize
efficient algorithms with superior performance. Generic algorithms are too power hungry
NEURO for energy efficient edge solutions, and raw and even feature data transmission for off-
edge computing analysis can be sub-ideal in terms of availability (connectivity), latency,
covert operation requirements, and transmission power requirements.
COGNI N.A.
IMST N.A.
HUA N.A.
There is no standard definition of trustworthy Al and its hardware. That makes it a fuzzy
UzZL and unclear concept. Therefore, we suggest defining trustworthy Al based on the
dedicated application and avoid the generalization.
INTRA N.A.
STM-FR N.A.
STMR-FR N.A.
VPHV N.A.
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cv N.A.
VPP N.A.
TECX N.A.
CEA
INPG N.A.
FR/NFR/KPI regarding the actual conditions of the environments are more important than
URCA the Al models because they will define the behaviour, accuracy, and practicability of the
demonstrator (simple example: your Al model won't work if dust is on the camera lens).
STM-IT N.A.
SCM N.A.
CSR N.A.
HTS N.A.
DEEPS N.A.
XTE N.A.
UNICA N.A.
UNIBO N.A.
UMIL N.A.,
EDI N.A.
So far, NXP-NL sees that its approach of first developing insights and enabling
NXP-NL technologies around (its) building blocks, sharing these with the partners in VC5, and then
seeing how the partners UC's can be enriched using these can be a viable strategy.
SIG N.A.
It has been observed that the risks associated with insecure deployment of edge systems
TECHNO in general are not well recognised or mitigated. TECHNO is working hard to publicise these
issues. We strongly suspect that these problems will become even worse when an Al
component is incorporated into the endpoint system.
ALMENDE N.A.
TUE N.A.
FE N.A.
NXTEN N.A.
PROLUX N.A.
NXTECH N.A.
ITML N.A.
AMS-CH N.A.
SYNS N.A.

12 References

[1] L. Zabawa, A. Kicherer, L. Klingbeil, R. Topfer, H. Kuhlmann, et R. Roscher, “Counting
of grapevine berries in images via semantic segmentation using convolutional
neural networks”, ISPRS Journal of Photogrammetry and Remote Sensing, vol. 164,
p. 73 83, juin 2020, doi: 10.1016/j.isprsjprs.2020.04.002.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.

75



(2]

[3]
(4]
(5]
(6]
[7]
(8]

(9]
[10]
[11]

[12]
[13]
[14]
[15]
[16]
[17]
[18]

[19]

[20]

[21]

[22]

[23]

[24]

KDTJU

Co-funded by
the European Union

T. T. Santos, L. L. de Souza, A. A. dos Santos, et S. Avila, “Grape detection,
segmentation and tracking using deep neural networks and three-dimensional
association”, Computers and Electronics in Agriculture, vol. 170, p. 105247, mars
2020, doi: 10.1016/).COMPAG.2020.105247.

NVIDIA Corporation. Online at: https://www.nvidia.com/en-us/

GLOW. Online at: github.com/pytorch/glow
OpenVINO. Online at: https://docs.openvino.ai/2023.0/home.html

Coral from Google. Online at: https://coral.ai/

STMicroelectronics. Online at: https://www.st.com/content/st com/en.html

X-CUBE-AI - Al expansion pack for STM32CubeMX. STMicroelectronics. Online at:
https://www.st.com/en/embedded-software/x-cube-ai.html

NXP Semicinductors. Online at: https://www.nxp.com/

Kaggle. Online at: https://www.kaggle.com/datasets

The University of California, Irvine, Machine Learning Repository. Online
at: https://archive.ics.uci.edu/ml/index.php

TensorFlow Datasets (TFDS). Online at: https://www.tensorflow.org/datasets
OpenML. Online at: https://www.openml.org/

Amazon AWS Public Datasets. Online at: https://registry.opendata.aws/

Google Dataset Search. Online at: https://datasetsearch.research.google.com/
Microsoft Research Open Data. Online at: https://msropendata.com/

Reddit Datasets. Online at: https://github.com/reddit-archive/reddit/wiki/Datasets
Quantization aware training - QaT. Online at:
https://www.tensorflow.org/model_optimization/guide/quantization/training
Apache TVM. Online at: https://tvm.apache.org/

R., Shin, C., Packer, and D.X. Song, (2018). Differentiable Neural Network
Architecture Search. International Conference on Learning Representations.
Online at: https://openreview.net/pdf?id=BJ-MRKkwG

ISO/IEC 25010:2011. Systems and software engineering — Systems and software
Quality Requirements and Evaluation (SQuaRE) — System and software quality
models. Online at: https://iso25000.com/index.php/en/iso-25000-standards/iso-
25010

ISO/IEC 25021:2012. Systems and software engineering — Systems and software
Quality Requirements and Evaluation (SQuaRE) — Quality measure elements.
Online at: https://www.iso.org/standard/55477.html

ISO/IEC 25023:2016. Systems and software engineering — Systems and software
Quality Requirements and Evaluation (SQuaRE) — Measurement of system and
software product quality. Online at: https://www.iso.org/standard/35747.html

ISO/IEC 25012:2008, Software engineering - Software product Quality
Requirements and Evaluation (SQuaRE) — Data quality model (2008).

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the

EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
76


https://www.nvidia.com/en-us/
https://github.com/pytorch/glow
https://github.com/pytorch/glow
https://github.com/pytorch/glow
https://github.com/pytorch/glow
https://github.com/pytorch/glow
https://coral.ai/
https://www.st.com/content/st_com/en.html
https://www.st.com/en/embedded-software/x-cube-ai.html
https://www.nxp.com/
https://www.kaggle.com/datasets
https://archive.ics.uci.edu/ml/index.php
https://www.tensorflow.org/datasets
https://www.openml.org/
https://registry.opendata.aws/
https://datasetsearch.research.google.com/
https://msropendata.com/
https://github.com/reddit-archive/reddit/wiki/Datasets
https://iso25000.com/index.php/en/iso-25000-standards/iso-25010
https://iso25000.com/index.php/en/iso-25000-standards/iso-25010
https://www.iso.org/standard/55477.html
https://www.iso.org/standard/35747.html

[25]

[26]

[27]

[28]

[29]

KDTJU

Co-funded by
the European Union

https://www.iso.org/standard/35736.html

D.S. Schiff, A. Ayesh, L. Musikanski, and J.C. Havens, IEEE 7010: A New Standard for
Assessing the Well-being Implications of Artificial Intelligence. 2020 IEEE
International Conference on Systems, Man, and Cybernetics (SMC), 2746-2753,
2020, doi:10.1109/SMC42975.2020.9283454

A. Theben, L. Gunderson, L., Lépez Forés, G. Misuraca, F. Lupiafiez Villanueva,
Challenges and limits of an open-source approach to Artificial Intelligence, study
for the Special Committee on Artificial Intelligence in a Digital Age (AIDA), Policy
Department for Economic, Scientific and Quality of Life Policies, European
Parliament, Luxembourg. Available online at:
https://www.europarl.europa.eu/RegData/etudes/STUD/2021/662908/IPOL_STU(

2021)662908 EN.pdf

ITU-T - Suppl 72 to ITU-T Y-3000. Artificial Intelligence Standardization Roadmap.
Available online at: https://www.itu.int/ITU-T/workprog/wp_item.aspx?isn=18060

O. Vermesan, M. Coppola, R. John, C. De Luca, R. Bahr, and G. Urlini, Current
Challenges of Al Standardisation in the Digitising Industry, in "Intelligent Edge-
Embedded Technologies for Digitising Industry" in O. Vermesan and M. Diaz Nava,
Eds., River Publishers Series in Communications, June 2022. ISBN: 9788770226110,
e-ISBN: 9788770226103. Online at:
https://www.riverpublishers.com/pdf/ebook/chapter/RP_9788770226103C10.pdf

Electronic Components and Systems (ECS) Strategic Research and Innovation
Agenda (ECS-SRIA), 2023. Online at: https://ecssria.eu/2.1

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the

EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
77


https://www.iso.org/standard/35736.html
https://www.europarl.europa.eu/RegData/etudes/STUD/2021/662908/IPOL_STU(2021)662908_EN.pdf
https://www.europarl.europa.eu/RegData/etudes/STUD/2021/662908/IPOL_STU(2021)662908_EN.pdf
https://www.itu.int/ITU-T/workprog/wp_item.aspx?isn=18060
https://www.riverpublishers.com/pdf/ebook/chapter/RP_9788770226103C10.pdf

& KDT JU

13 Contributors

* %
* *
* *
* *

* o *

Co-funded by
the European Union

The contributors to this deliverable report are given in Table 13.1.

Table 13.1: Contributors

Nr. | Beneficiary | Country Contributor Name
1(CO) SINTEF NO 0. Vermesan, R. Bahr
2 IFAT AT S. Braun
3 AMS-AT AT M. M. Shawrav
4 SCUBE AT E. Stadler, A. Khokhar
5 TUWIEN AT ). He, M. Qu
6 IMEC BE B. Debaillie
7 NXP-DE DE D. Furcho, F. Hoffmann
8 GNT EL T. Kanellos
9 NEURO DE C. Saur, C. Hook
10 COGNI DE D. Purice, C. Lenz
11 IMST DE K.vorm Walde, C. Conrady
12 HUA EL K. Karathanasopoulou, D. Georgiadis
13 UZL DE C. Thermann, S. Mulhem
14 INTRA LU I. Seitanidis
15 STM-FR FR M. Coppola
16 STMR-FR FR M; Coppola
17 VPHV FR M. Rondeau
17.1 cv FR M. Rondeau
17.2 VPP FR M. Rondeau
18 TECX FR L. Noaille
19 CEA FR T. Hirtzlin
20 INPG FR A. Pinzari
21 URCA FR L. Mohimont
22 CNRS FR T.Y. Abidi
22.1 UPHF FR I. Alouani
23 STM-IT IT G. Urlini
24 SCM IT L. Gessi
24.1 CSR IT L. Quarato
25 HTS IT C. Cantone
26 DEEPS IT A. Faro
27 XTE IT M. Ottella, M. Ottella, M. Troglia
28 UNICA IT P. Meloni
29 UNIBO IT F.o Barchi, A. Acquaviva
30 UMIL IT F. Scotti
31 EDI LV J. Arents, J. Judvaitis, M. Greitans

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.

78



(9 KDT JU

* *
* *
* *
* g *
Co-funded by
the European Union

32 NXP-NL NL G. Daalderop, N. vd Waterlaat, W. Sanberg, H. Rayo Torres, K. Fatseas
33 SIG NL F. Pijlman, P. Hoekstra, S. Minakova, J.-P. Linnartz
34 TECHNO NL D. Marples

35 ALMENDE NL P. Tooren

36 TUE NL G. Dubbelman

37 FE NO A.K. Austberg
37.1 NXTEN NO A.K. Austberg

38 PROLUX NO T. Karlsen

39 NXTECH NO H.E. Sand

40 ITML EL S. Politi, M. Marmpena

41 CONV EL C, Vrotsou, D. Economou

42 HMU EL G. Kornaros

43* AMS-CH CH B. Moysset

44% SYNS CH D. R. Muir

* Associated partner.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the

EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.

79



& KDT JU

Co-funded by
the European Union

14 List of figures

Figure 1:
Figure 2:
Figure 3:
Figure 4:
Figure 5:
Figure 6:
Figure 7:
Figure 8:

Edge Al design framework based on the convergence of technologies. .........ccccccvvveevcnnnennn. 12
ISO/IEC 25010 overview including characteristics and sub-characteristics [21].........cu........ 14
Connections Al quality aspects with quality characteristics of ISO/IEC 25010 and 25012 ..... 16
Edge Al Stack COMPONENTS .....oviiiiiieece et e e e et e e et e e e sabae e e easaeeeeas 23
OpenVINO open-source model — optimise — deploy illustration [5].......ccccovvveeeeeeeicicnreenennn. 24
ONNX open-source operational model and associated tools and targets.......ccccccceeuvvreeeenen. 25
Life-cycle phases of edge Al model design and development .........ccocccvveeeeiiieeeccieee e, 25
EdgeAl technology blocks ilIUStration ..........ccuueiiiciiiiiiciiie e 30

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the

EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
80



SO

Co-funded by
the European Union

15 List of tables

Table 3.1: Partner CONtIIDULION .....oiiiieiiieciee ettt st e s e e s ate e sabe e sareesaeeenanes 7
Table 11.1: State-of-the-art and BeYONd.........cooviiiiiiciic e e ee e 61
Table 11.2: OutcomME aNd IMPACT ....ciii i e e s e e e e sraraeeesabaeeesnnseeeesas 67
Table 11.3: Demonstrator CONTIIDULION .......eiiiiiiiiieeie ettt st sbe e s sie e ste e sbee e sabeeenes 71
Table 11.4: Other conclusions and 18ArNINES ......cuiiiieciiieiiciie e e e e s srae e e s sreeeeeas 74
L] o) (0 0t o T o1 11U o T USRS 78

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
81



(9 KDTJU

Co-funded by
the European Union

- Last page of the document is intended to be blank! -

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl KDT JU project consortium without prior permission of the beneficiaries in written form.
82



