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1 Publishable summary 

The report covers a conclusion of cross-industrial requirements engineering in edge AI. It 

presents a compiled analysis of communalities and provides a general roadmap for AI 

technologies at the edge during the project and open issues beyond the project lifetime. 

In this task, a conceptual framework for defining functional, and non-functional 

requirements, and other common aspects required for EdgeAI technologies and 

applications is established. It is created in collaboration with the task leads of the industry-

related tasks (T1.2-T1.6), which use the concept as a basis for implementing the analysis 

for their industry. After the implementation by each of the sectors is concluded, results 

are consolidated to highlight commonalities and differences for edge AI in different 

industrial domains and to create a roadmap for the project and open issues beyond the 

project lifetime. 

2 Non-publishable summary 

N.A. (This deliverable has dissemination level "Public"). 

3 Introduction and Scope 

3.1 Purpose and target group 

WP1 addresses the requirements and specifications driven by the different industrial 

domains and the technology integrators for solutions for AI at the edge, managing the 

design stack and middleware. These requirements are translated into a set of functional 

requirements (FRs) and non-functional requirements (NFRs), KPIs and measures used to 

monitor technology development and the evolution of the demonstrators in the digital 

industry, energy, agri-food and beverage, mobility, and digital society domains (value 

chains) during the project's lifetime. 

Digitisation is being powered by the latest advancements in networking connectivity, edge 

computing, the Internet of Things (IoT) and sensor technologies, automation and robotics, 

and edge artificial intelligence (AI), including machine learning (ML) and deep learning 

(DL). 

To close the gap between the edge AI technologies used today across the industrial 

sectors, intelligent system designers and manufacturers must consider new approaches 

to use the synergies and interoperability that allow AI-enabled solutions to scale and be 

used in different industries.  
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By adopting comparable edge AI approaches across industrial sectors, manufacturers can 

benefit from the existing synergies while maintaining the flexibility to evolve and scale. 

More importantly, these approaches across manufacturing facilities and industrial sectors 

create the interoperability needed to enable data-driven solutions that power industrial 

sectors outcomes. 

The EdgeAI project covers five key strategic application areas: (i) Digital Industry, (ii) 

Energy, (iii) Agri-food and Beverage, (iv) Mobility, and (v) Digital Society. These strategic 

areas are covered through the value chains (VCs). The five different VCs focus on the 

various industrial sectors and research topics, delivering demonstrators in their 

respective fields addressing one or more of the six EdgeAI overall objectives. 

The digital industry sector is covered by value chain VC1 in the project. The VC1 vision is 

the implementation of digitised control systems with advanced sensing, automated defect 

classification, virtual metrology, and the implementation of a Digital Tacit Knowledge 

platform. Together, these support the vision for a semi-autonomous AI-supported 

production environment for a sustainable and resilient European digital industry.  

The energy sector is covered by value chain VC2 in the project. The VC2 vision is to develop 

advanced distributed-edge AI technologies for applications and services at the 

intersection of mobility, energy, and building industrial sectors to support European 

stakeholders in driving the engine for innovation and entrepreneurship in sustainable 

energy. 

The project covers the agri-food and beverage sector by value chain VC3. The VC3 vision 

is to develop technologies, procedures, and AI algorithms to make the European agri-food 

and beverage industry globally renowned for its leadership, resilience, and contribution 

to climate neutrality.  

The mobility sector is covered by value chain VC4 in the project. The VC4 vision is to 

develop edge AI-based perception, cognition, and monitoring technologies to advance the 

mobility sector in three different aspects: the mobile agent (e.g., drones, UAVs, UGVs and 

other vehicles), stationary and mobile multi-agent collaboration (distributed edge 

intelligence), and infrastructure. These technologies are vital to enabling connected and 

automated mobility with increased energy efficiency, reliability, privacy, and reusability 

for both indoor and outdoor applications.  

The digital society sector is covered by value chain VC5 in the project. The VC5 vision is a 

closer integration of technological systems and human users. This requires those systems 

to accurately interpret real-world stimuli, inferring activity and intention. Such stimuli are 

poorly differentiated, indistinct, and contradictory in the traditional systems. AI's promise 

is to provide the interpretation of stimuli in these situations that cannot be adequately 
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modelled traditionally, thus allowing reactive processes to be better informed and 

enabling a closer integration of humans and digital infrastructure. 

This deliverable D1.07 is based on the value chains (VCs) results provided in deliverable 

D1.02 – D1.06 [2]-[6] and covers a conclusion of cross-industrial requirements engineering 

in the area of edge AI. It presents a compiled analysis of communalities and provides a 

general roadmap for AI technologies at the edge during the project and open issues 

beyond the project lifetime which are of interest across industrial application domains. 

3.2 Contributions of partners 

This document is based on the work carried out in the previous tasks in WP1, that is all 

the contributors of the EdgeAI deliverables D1.01 – D1.06 [1]-[6] have also indirectly 

contributed to this deliverable (D1.07). The editor of this document is the task T1.1 leader 

SINTEF. See also chapter 9 (Authors and contributors). 

3.3   Relation to other activities in the project 

The results of task T1.1 is reported in deliverable D1.01 [1] and deliverable D1.07 (this 

report). The results reported in D1.01 were used as input for the domain specific tasks 

T1.2-T1.6 [2]-[6] reported in the deliverables D1.02-D1.06 and used as input for the 

deliverable D1.07 which covers a conclusion of cross-industrial requirements engineering 

in the area of edge AI. It presents a compiled analysis of communalities and provides a 

general roadmap for AI technologies at the edge and concludes the WP1 activities. 

However, WP1 defines how EdgeAI addresses the requirements and specifications driven 

by different industrial domains and technology integrators for the processing solutions 

for AI at the edge addressing the design stack and middleware and the results will be used 

of all VCs in the consecutive work packages, in particular WP2, WP3 and WP4.  

4 Industrial domains overview and objectives 

4.1 Industrial domains 

The industrial domains are represented through five values chains (VC1-VC5) and their 21 

demonstrators (VCDs):  

• VC1: Digital Industry. 

o VCD1.1: Smart Semiconductor Manufacturing Assistant (SSMA). 

o VCD1.2: Virtual Metrology. 

o VDD1.3: Depth Computation at the Edge. 

o VCD1.4: Distributed sensing – Large-scale Object Recognition. 

o VCD1.5: AI-based Quality Control for Woodwork Production Process. 

o VCD1.6: AI-based Defect Detection in SoM Assembly Process. 

• VC2: Energy. 
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o VCD2.1: Intelligent Water Tank Energy Optimisation. 

o VCD2.2: Embedded Edge Approaches for Intelligent Distributed Energy 

Systems. 

o VCD2.3: Mesh Intelligent Lighting. 

o VCD2.4: Efficient Attack-Detection Based on Neural-Networks for Security 

Sensitive Systems. 

• VC3: Agri-food and Beverage. 

o VCD3.1: Vineyard – Yield Prediction. 

o VCD3.2: Vineyard – Environment Monitoring. 

o VCD3.3: Vineyard – Disease Identification. 

o VCD3.4: The "Prise de Mousse". 

• VC4: Mobility. 

o VCD4.1: Cognitive Mobile Multi-Agent Platform. 

o VCD4.2: Roadside Perception Units (RSPU) Connected with a LoRa 2.4 GHz 

Mesh Network. 

o VCD4.3: Condition Monitoring for Mobile Agents. 

• VC5: Digital Society. 

o VCD5.1: Machine Room. 

o VCD5.2: Human Activity Inference in Office/Home/Industrial Facilities. 

o VCD5.3: Shared Human and Robot Operating Spaces. 

o VCD5.4 (VCD5-ET): Optimization Techniques for efficient NN deployment on 

the edge. 

4.2 Main objectives 

Six main objectives (O1-O6) are defined in the EdgeAI project: 

• O1: Develop secure AI-based edge platforms for end-to-end hardware/software 

solutions addressing the AI design stack and middleware. 

• O2: Provide scalable edge AI-based energy-efficient techniques, methods and 

frameworks supporting different Oss and hardware platforms. 

• O3: Advance multi core SoC and SoM AI-based designs with hybrid architectures, 

embedded systems, connectivity and IIoT devices designed for industrial 

environments. 

• O4: Integration of scalable and modular AI Co-design: hardware/software, 

algorithms, topologies into novel AI open architecture platforms. 

• O5: Implementation of reconfigurable AI-based architectures for increasing the re-

use, updatability, upgradability, and service life of AI. 

• O6: Provide trustworthy and explainable edge-AI by design solutions with real-time 

operation capabilities and dynamic online learning. 
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5 Commonalities identification and analysis across domains 

5.1 Objectives and KPIs 

Each demonstrator in the project is initially addressing between two and four out of the 

six project main objectives through their KPIs and target values.  

Table 5.1 gives an overview of the number of demonstrators within the value chains (VCs) 

which are addressing each objective.  

The emphasis is on O1 (Develop secure AI-based edge platforms for end-to-end 

hardware/software solutions addressing the AI design stack and middleware) which is 

addressed by almost a third of the demonstrators. 

Table 5.1: Number of VC demonstrators addressing the project objectives 

 O1 O2 O3 O4 O5 O6 

VC1 5 1 0 4 3 4 

VC2 2 1 2 1 1 1 

VC3 4 1 1 1 2 2 

VC4 3 1 1 1 1 0 

VC5 2 1 2 1 0 1 

Total 16 5 6 8 7 8 

 

5.2 Non-functional requirements 

Several non-functional requirements (NFRs) for the different value chains (VCs) and their 

respective demonstrators have been identified earlier in WP1 and a selection of these are 

reported in the deliverables D1.2–D1.6 [2]-[6].  

In Table 5.2, the NFRs are classified by their ID according to the product quality model 

composed of eight characteristics defined in ISO/IEC 25010 [7], however not always 

explicit. 

Table 5.2: NFRs classification according to characteristics (ISO/IEC 25010) 

 VC1 VC2 VC3 VC4 VC5 

Functional 

suitability 

VC1_D1_NFR-3 

VC1_D4_NFR-3 
N.A. 

VC3_D1_NFR-1 

VC3_D2_NFR1 

VC3_D2_NFR2 

VC3_D4_NFR1 

VC3_D4_NFR2 

VC4_D1_NFR-1 

VC4_D2_NFR-1 

VC4_D3_NFR-1 

N.A. 

Reliability VC1_D2_NFR-1 

VC2_D1_NFR-1 

VC2_D2_NFR-1 

VC2_D3_NFR-3 

N.A. N.A. N.A. 
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VC2_D4_NFR-5 

Performance 

efficiency 

VC1_D3_NFR-1 

VC1_D3_NFR-2 

VC1_D3_NFR-3 

VC2_D4_NFR-1 

VC2_D4_NFR-3 

VC3_D3_NFR1 

VC3_D3_NFR2 

VC3_D3_NFR3 

VC3_D1_NFR-3 

N.A. 

VC5_D1_NFR-1 

VC5_D1_NFR-2 

VC5_D1_NFR-3 

VC5_D2_NFR-1 

VC5_D2_NFR-3 

Usability VC1_D2_NFR-3 VC2_D1_NFR-2 N.A. 
VC4_D1_NFR-3 

VC4_D3_NFR-3 
N.A. 

Security VC1_D4_NFR-2 
VC2_D1_NFR-3 

VC2_D3_NFR-1 
VC3_D1_NFR-2 VC4_D2_NFR-2 N.A. 

Compatibility 
VC1_D1_NFR-1 

VC1_D1_NFR-2 
VC2_D3_NFR-2 N.A. N.A. 

VC5_D2_NFR-2 

VC5_D2_NFR-4 

VC5_D4_NFR-1 

VC5_D4_NFR-2 

VC5_ET_NFR-3 

Maintainability 
VC1_D2_NFR-2 

VC1_D4_NFR-1 
VC2_D2_NFR-2 

VC3_D2_NFR3 

VC3_D4_NFR3 
N.A. VC5_D2_NFR-5 

Portability N.A. VC2_D2_NFR-3 N.A. 

VC4_D1_NFR-2 

VC4_D2_NFR-3 

VC4_D3_NFR-2 

N.A. 

 

We see that all eight characteristics of the 56 NFRs are represented in VC demonstrators, 

and the percentage wise NFR distributions are visualised in Figure 5.1.  The emphasis is 

on the performance efficiency with a fourth of the NFRs. 

 

Figure 5.1: Percentage wise NFR distribution according to characteristics (ISO/IEC 25010) 
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5.3 Functional requirements 

Several functional requirements (FRs) for the different value chains (VCs) and their 

respective demonstrators have been identified earlier in WP1, and a selection of these are 

reported in the deliverables D1.2 [2] – D1.6 [6].  

Table 5.3 gives an overview of the FRs topics according to VCs and their respective 

demonstrator. The number of demonstrators per VC are varying between 3 and 6.  

For practical reasons, the short description of the FRs is mainly based on the FR title, in 

addition some of the FRs within a VC are merged. 

The different FRs of the demonstrators are not always comparable, and FRs titles do not 

always mirrors the FR content precisely, but together with the additional information from 

the previous deliverables it is possible to recognize several common features/ 

commonalities.  

Characteristics of common features are for example related to: Sensing and perception, 

data collection and interpretation, real-time analytics, accuracy, connectivity, availability, 

optimalisation, reliability, and power efficiency. 

Table 5.3: FRs topics overview  

                            Demo 1 Demo 2 Demo 3 Demo 4 Demo 5 Demo 6 

VC1 

SSMA 

knowledge 

centre 

Accuracy Accuracy 
Real time 

functioning 

Algorithm 

performance 

(stack panels 

max height, 

max cut length, 

max feeding 

speed) 

mAP0,5 

(precision) 

Edge knowledge 
Breadth of input 

parameters 

Robustness to 

noises 

Inference 

accuracy 

Algorithm 

accuracy 

(laminate 

colours, wood 

cover thickness) 

Throughput 

yield 

Multi-modal 

extraction and 

analysis 

Data 

completeness 

HW/SW co-

design 

System 

reconfigurability 

Maximum 

defect size 

(accuracy) 

Online learning 

VC2 

State of charge 

 

Communication 

multiprotocol 

 

Multi-sensor 

measurement 

parameters 

collection 

Attack miss rate 

 
N.A. N.A. 

Energy 

optimisation 
Wireless range 

Wireless 

connectivity 

range 

Attack detection 

latency 
N.A. N.A. 

Energy 

forecasting 
AI algorithms AI algorithms False alarm rate N.A. N.A. 
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VC3 

IIoT detection IIoT monitoring 
Inference on the 

edge 
IIoT monitoring N.A. N.A. 

Geo-positioning 

Low power IIoT 

wireless 

connectivity 

Fast inference 

speed 

IIoT wireless 

connectivity 

combined with 

wired 

communication 

N.A. N.A. 

AI algorithms 
Prognostic 

module 

Disease 

mapping with a 

GPS 

Prise de mousse 

sensor 
N.A. N.A. 

VC4 

Natural 

language 

conditioned 

planning 

Near real-time 

multi-sensor 

processing 

Edge Sensor 

Classification 

Performance 

N.A. N.A. N.A. 

Radar-camera 

fusion for 

terrain 

segmentation 

Reliable 

wireless 

communication 

of multiple 

clients 

Infrastructure to 

Edge-Sensor 

Communication 

Reliability 

N.A. N.A. N.A. 

Active 

perception 

Power saving 

support 

Edge Sensor 

Communication 

Power 

Reduction 

N.A. N.A. N.A. 

VC5 

False Positives 

Detectability of 

semi-static 

persons using 

camera (true 

positives, false 

positives) 

Improved 

perception 1 

Multi-objective 

Optimization 
N.A. N.A. 

False Negatives 
Fall detection by 

radar 

Improved 

perception 2 

Extendibility of 

the optimization 

objectives 

N.A. N.A. 

Availability 

Estimating 

presence for 

each of the 

sensor covered 

areas 

Improved 

perception 3 

Extensibility of 

the optimization 

to various types 

of Neural 

Networks 

N.A. N.A. 

 

5.4 Standards across industrial domains 

Regarding standards across the industrial domains, we refer to the standardisation 

activities in task T7.4 and its deliverable D7.4 which provided the "Initial standardisation 

plan" [8]. 

5.5 Potential synergies and advantages 

The conceptual framework for edge AI requirements and specifications worked out in the 

first phase of task T1.1 formed the basis for the domain specific requirements and 
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specifications and the further development of the demonstrators. As identified in tasks 

T1.2-T1.6 there are several synergies and potential advantages as possible can be utilized 

across value chains (VCs) and its demonstrators' applications areas.  

It is expected that commonalities in enabling technology building blocks, such as for 

example the use of TensorFlow (lite), Python, Pytorch, Neural Architecture Search, and the 

architectures of the neural networks being deployed, benefits the overall concept of the 

EdgeAI project and generate positive synergy effects between the VCs and their 

demonstrators' developments. The views of each VC are summarised below including 

some concrete examples. 

In VC1 (Digital Industry) [2], all demonstrators are addressing quality management and 

quality improvement in the manufacturing and focusing on optimization and control of 

industrial processes like new tools, methods, approaches, and algorithms.  

Improve data quality and data management, through the implementation of tool sensor 

data with machine learning (ML) algorithms, processing of data sets, automated process 

control and by providing real-time feedback to domain experts for fast identification of 

potential risks and fast decision making to achieve production chain improvement and 

ensure high quality production. 

In VC2 (Energy) [3] there are synergies with VC1 and VC4, and VC5 regarding sensors, 

communication, and edge AI inference challenges. Some examples are the demonstrators 

VCD2.3 and VCD4.2 relying on LoRa Mesh network architecture for the wireless 

communication, and the demonstrator VCD2.3 and VCD5.2 have some synergies 

regarding wireless communication and use case challenges. 

In VC3 (Agri-food and Beverage) [4], the expected synergy advantages are with VC1 and 

VC2. Several demonstrators in these value chains share a common mix of sensor 

deployment, edge AI inference and communication challenges.  

Synergy opportunities may arise in the collaboration with VC5, hence datasets from VC5 

include image and time-series sensor data whose processing has similarities with the 

methods and AI models foreseen for VC3. 

VC4 (Mobility) [5], like VC 2 has identified mutual synergies. The VCD4.2 demonstrator has 

synergies with the VCD2.3 demonstrator, as both demonstrators are relying on 2.4 GHz 

LoRa Mesh network architecture for wireless communications.  

The two demonstrators focus on different demonstrator applications, but together they 

cover a wide spectre provided by the 2.4GHz LoRa mesh network architecture regarding 

the edge intelligence applications. 

For VC5 (Digital Society) [6], there are synergies addressing the other value chains and 

their technological challenges. For instance, between VC3 where the champagne bottles 
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are monitored in the VCD3.4 demonstrator and the VCD5.1 demonstrator where machine 

rooms are monitored through AI technologies.  

Similar challenges of extensive data capture and few exception events are expected for 

both value chain demonstrators.  

Other synergies are the use of wireless networks for localisation in VCD5.2 which have 

commonalities with the LoRa mesh networks in VC2 and its VCD2.1 demonstrator.  

Synergies and potential mutual advantages are identified regarding the technologies and 

functions being developed and used.  

Examples of common technologies are developments on object detection in images and 

video, classification of events appearing in time-series, and optimization of neural 

network designs and implementations. 

Table 5.4 illustrated the degree of positive synergy effects between the five VCs. As seen, 

we expect synergies between all the VCs, where the VC combinations with the greatest 

expected potential are marked in dark green. This is an overview of the current status and 

may change during the project. 

Table 5.4: Overview of the expected positive synergy effects between the VCs 

 VC1 VC2 VC3 VC4 VC5 

VC1      

VC2      

VC3      

VC4      

VC5      

6 Cross-industrial technology blocks and road mapping 

This chapter focuses on the priorities for the edge AI technology blocks developed in the 

project to address the industrial and cross-industrial engineering requirements in edge AI 

applications. The chapter presents an overview and analysis of different technology 

blocks across the edge AI technology stack. It provides a general roadmap for AI 

technologies at the edge during the project while identifying several open issues of 

interest across industrial application domains.  

6.1 AI platforms and toolchains  

The roadmap activities focus on embedded ML technologies to provide end-to-end 

solutions, starting from collecting data, going through training in the model and ending 

with deploying the model on the device. This is essential in several industrial sectors and 
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allows gathering sensor data directly from the edge products and environments and 

turning that data into valuable data sets to be applied to ML/DL algorithms and signal 

processing. The extension of the functions of AI platforms and tools like NanoEdge AI 

Studio, Edge Impulse Studio, and AutoML is critical for the deployment of edge AI devices 

(e.g., sensors, microcontrollers) and the support for explicit data movement and tiling of 

loops. 

Edge AI requirements and specifications in the value chains emphasise the focus on 

developing compiler, toolchain-level methodologies, and tools to efficiently deploy AI on 

the edge, allowing for highly interactive flows, starting with capturing the data straight 

from the embedded device all the way to production and deployment, enabling 

optimisation for high-performance microcontrollers, leveraging the potential of emerging 

embedded frameworks, and augmenting them with HW/SW resource optimisation 

strategies. 

6.2 AI automated tools 

Edge AI application designs for constraint-embedded edge HW require matching AI 

accelerator building blocks, HW inference nodes, SW tooling and optimal AI performance 

(on multiple objectives, e.g., task accuracy & deployment efficiency). Many existing 

strategies treat these as separate issues. The roadmap activities focus on finding solutions 

that allow the HW platforms and inference libraries to be used on several target 

applications and optimise the specific requirements and complexities (e.g., requirements 

on resources, response time, robustness) so sensor or data type with different 

characteristics can use the same kind of SW/HW platforms for implementing edge AI-

based applications. 

SW/HW-aware neural architecture search is such a strategy used to automatically design 

neural network architectures while optimizing for both task accuracy and hardware 

utilization jointly, taking the characteristics of the inference nodes, deployment toolchain 

and input data into account during a neural network's design and training process.  

EdgeAI requirements and specifications in the value chains require further research and 

development for SW/HW-aware neural architecture search methods that allow the 

automatic optimisation of NN models that provide optimal trade-offs between task 

performance and SW/HW-related constraints to enable users to run more capable or 

better resource-efficient AI models at the edge. 

6.3 AI Frameworks 

The edge AI applications in different sectors use ML frameworks such as TensorFlow, 

PyTorch, and Keras. The design communities in these sectors use more derivative AI 

frameworks that integrate the latest innovations proposed by the ML/DL research 
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community by adding new efficient and accessible toolsets. The emerging frameworks are 

open-sourced, relying on constant feedback and invested effort from the research and 

developers’ communities and are used to exploit the potential of AI in real-life use cases. 

The lifecycle of edge AI applications includes several typical steps: data management, 

model design, training and optimisation, compilation, deployment/maintenance, and 

inference. The model design presents several challenges for resource-constrained edge 

devices, such as more computational power than the servers used by cloud-based AI 

services. Using hardware acceleration and model optimisation techniques, ML 

frameworks, such as TensorFlow Lite and TinyML, are optimized for on-device ML 

development. Training and optimisation are the most computationally intensive steps of 

the lifecycle. An increasing number of training methodologies are emerging, each aiming 

to improve the efficiency of the process both in terms of overall accuracy and time and 

resource consumption. The challenges of edge AI application maintenance are tackled by 

dedicated AI frameworks, including TorchServe, TensorFlow ModelServing, and Ray Serve, 

which aim to simplify deploying, updating, and scaling AI applications in production 

environments. The edge AI models must be updateable/upgradeable to maintain and 

improve their functional and non-functional performance over the lifetime of the device. 

This is important, since during the lifetime new/other data may become available to which 

the system should adapt. Hardware-specific frameworks with integrated TPUs, such as 

Coral Dev Board, Nvidia Jetson, and Intel OpenVINO target the inference step by using 

accelerating AI networks on the edge. 

EdgeAI requirements and specifications in the value chains identified the need to 

establish workflows and a pipeline of edge AI frameworks necessary for end-to-end AI 

application development and benchmark existing AI frameworks widely accepted by the 

ML developers’ community in developing edge applications in different industrial sectors 

and across the sectors. The roadmap identifies gaps during the implementation phase 

and proposes a set of augmentations intending to enhance existing frameworks with the 

missing capabilities required for articulate edge-based AI development.  

6.4 AI software algorithms across the edge continuum 

Running AI on edge poses many challenges, and training a ML- or DL-based model at the 

edge takes the benefit of several SW-related approaches that accelerate training, such as 

transfer learning and distributed/federated learning. AI software algorithms across the 

edge continuum and edge training of these algorithms are vital components for using 

edge AI, ML and DL in time-critical, sensitive applications (e.g., industrial monitoring, 

autonomous systems, etc.) in several industrial sectors that require explainability and 

interpretability as human-interpretable decisions are necessary for the widespread use 

of AI in edge-enabled scenarios. The design of edge AI algorithms for automatically 

optimizing the trained deep models, based on network pruning and quantization, is 
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crucial to deploying ML- and DL-based models at the edge, using low-cost devices with 

limited computational resources. 

EdgeAI requirements and specifications in the value chains identified the need to examine 

and learn novel ML and DL models and optimisation techniques for the edge based on 

explainable and interpretable edge AI to achieve a satisfactory trade-off between 

accuracy, efficiency, and explainability for industry-relevant scenarios. This can include 

the evaluation of transformer-based architectures and automated optimisation 

techniques for pruning and quantization. 

6.5 AI middleware 

In many industrial sectors, edge AI applications require real-time decision-making to 

exploit information from edge devices and distributed components in IoT ecosystems 

(e.g., edge sensors/actuators, gateways, PLC devices, edge processing, etc.). The capability 

of orchestrating computation and resources in a distributed environment requires 

support from a middleware layer capable of abstracting low-level hardware and OS details 

while providing applications with common APIs and functionalities.  

From the point of view of AI technologies, middleware software is developed in different 

contexts, such as multi-agent systems, dialogue systems, and robotics. Middleware such 

as Google's Prediction API and Data Science Toolkit are to ease the development of AI 

applications on the cloud. The AI middleware focuses more on easing application 

development, with little emphasis on run-time resource optimisation, considering the 

complexity of heterogeneous architectures that may be equipped with different flavours 

of AI accelerators. Today, there is still a gap to fill to make existing AI middleware efficiently 

exploit edge computing resources.  

EdgeAI requirements and specifications in the value chains identified the need to explore 

providing middleware solutions for resource management and orchestration of 

distributed AI applications at the edge in industrially relevant scenarios to enhance state-

of-the-art distributed edge computing middleware with a run-time capable of efficiently 

exploiting AI computation engines.  

The middleware layer research and development must be considered in the roadmap as 

it needs to interoperate with the other layers developed in the project to allow a run-time 

optimisation of AI edge applications on the available specific hardware accelerators. 

6.6 AI models – design, compression, optimisation 

The work on the AI ML/DL models needs to address the resource constraint at the edge 

with several techniques already proposed, which can be captured into two main 

categories: data-oriented and model-oriented. The first involves reducing data precision 

from full precision to fixed point, allowing mixed precisions across network. The second 



 

 

 

 

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the 

EdgeAI KDT JU project consortium without prior permission of the beneficiaries in written form.  

18 

consists of reducing the network size and optimizing the number of operations; it includes 

techniques such as compression, pruning and compact network architectures. Several 

model-based defences have been proposed to tackle the vulnerability to adversarial 

attacks. This provides input pre-processing, gradient masking, and adversarial training.  

The state-of-the-art defences introduce substantial overheads in terms of time, resources, 

or both. These overheads increase the computational requirements of these systems, 

which is already a significant challenge.  

A critical need is finding new approaches to harden systems against adversarial attacks 

without heavy overheads in design and run time.  

EdgeAI requirements and specifications in the value chains identify the need to propose 

hardware-based approaches to tackle main challenges like compression and the 

robustness of ML classifiers by specifically leveraging approximate computing, as this 

concept can substantially improve ML robustness to adversarial noise.  

Adversarial noise research is considered for both objectives: (i) power optimisation and 

(ii) enhancing ML robustness to adversarial attacks without losing the baseline accuracy 

of the model. 

6.7 Training – architectures, acceleration, optimisation 

Edge training relies on rigorously limited power resources; therefore, training 

architecture, acceleration, and optimisation are the main challenges of edge training. Two 

training architectures have been designed for edge devices: solo and collaborative 

training.  

The requirements show that there is a need for addressing the collaborative training 

approaches towards distributed collaboration approaches, with potential for 

communication and distributed learning across edge devices, thus improving the training 

and communication efficiency, privacy, and security and expanding the approach to multi-

agent platforms.  

The limited computing capability is a challenge that must be considered in the roadmap 

and addressed by training acceleration through multi-agent platforms, ensuring the 

efficiency of the cross-modal transfer through agents, and exploring and developing new-

edge AI training architectures and acceleration/optimisation methods.   

EdgeAI requirements and specifications in the value chains identified several key 

performance indicators of edge training. They quantitatively reflect the factors affecting 

them across multiple target groups, edge devices (micro, deep and meta) and training 

architectures. This analysis is considered in the roadmap and serves as a starting point 

for increasing training and communication efficiency and the privacy and security aspects 

across different edge levels. 
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6.8 Training techniques – automated transfer learning, meta-learning, real-

time learning, federated learning 

Training of edge AI models in the industrial sectors is performed using, in many cases, 

supervised training requiring many manual annotations of data samples. Less data-

intensive training techniques, using weak supervision or self-supervision, have been 

researched, developed, and applied to different industrial use cases. The methods do not 

outperform fully supervised learning when sufficient data is available, but weak or self-

supervision can improve or adopt a pre-trained model using labelled data. Future 

research aims to prevent the need to use manual labels by using self-supervised 

techniques that apply to single-edge devices or multiple, leading to self-supervised 

federated learning and potentially providing advantages to many applications in which AI 

models are deployed on various and different edge devices and domains. 

EdgeAI requirements and specifications in the value chains identified the need to allow 

edge AI models at the edge to improve their task performance for the specific 

environments in which they are deployed. This is realised by researching and developing 

more efficient unsupervised domain adaption and exploring self-supervised federated 

learning techniques at the edge. 

6.9 Virtualisation - at firmware, OSs and middleware layer 

At the hardware level, virtualization requires hardware support to be efficient (usually by 

duplicating some resources and ways to copy one into the other and vice-versa) for 

sharing the resources with the programmer, at firmware (when accessing the device), OS 

(when deciding what and when to share) or middleware (to interface with the application 

transparently) levels. Supporting virtualization for edge AI applications is included in the 

roadmap as it can benefit from the knowledge of the application constraints. 

EdgeAI requirements and specifications in the value chains identified the need to improve 

support for virtualization at the edge, focusing on the specificities of AI workload to define 

a software stack that allows the sharing of computing and memory resources while 

mitigating power consumption issues. The roadmap can reflect this activity in generating 

a set of guidelines for HW/SW-AI accelerators that simplify their use in virtualized devices. 

6.10 Edge AI connectivity 

Regarding connectivity and integration, smart sensors may include wireless connectivity 

options to enable data transmission or integration with other systems [1]. The integration 

with edge computing platforms or IoT frameworks should allow seamless data flow, 

aggregation, and/or collaboration with other devices and systems. Edge AI models often 

operate in resource-constrained environments with limited network connectivity and 

designing models that can perform well with limited data is important. AI models 
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designed to process data locally, reduce the transmission capacity needs in general, but 

also the needs for transmitting data with sensitive information. 

Long range wide area network (LoRaWAN) communication protocol is specifically 

designed for low-power, long-range communication in IoT applications [1]. It enables 

devices to communicate over long distances while consuming minimal power, making it 

suitable for edge AI deployments in IoT environments. An important development step is 

the deployment of the LoRaWAN wireless communication network to support the edge AI 

applications in an IoT environment, enabling efficient and long-range communication 

between edge devices and the central network server. The development of applications 

around STM32WL5MOC module including multiprotocol LPWAN dual-core module 32-bit 

Arm Cortex-M4/M0+ LoRa represents a significant step in the evolution of IoT technology 

offering a combination of long-range connectivity, low power consumption, and security 

features. 

Mesh connectivity is advancing edge AI development by providing a local network 

structure in which the infrastructure nodes connect directly and dynamically in an 

optimised structure to cooperate efficiently. The structure benefits from distributed edge 

AI processing and the lack of single points of failure makes the system resilient. The ability 

to self-configure enables dynamic distribution of workloads and contributes to fault 

tolerance and reduced maintenance costs. 

Edge AI and LoRa in a mesh network architecture enables intelligent, decentralized, and 

low-power communication for IoT applications. It brings the power of AI closer to the data 

source, enhances real-time decision-making, and provides resilient connectivity over a 

wide area. Combining edge AI and LoRa in a mesh network architecture, can offer several 

advantages for IoT applications like localised intelligence, distributed computing, real-

time decision-making, and resilient connectivity.  

6.11 Hybrid and scalable architectures SoC and SoM 

The devices at the edge are operated with the system on chip (SoC) and the SoC parts of 

systems on module (SoM) to build single-board computers with very few discrete devices. 

Power efficiency and cost are key metrics, and building systems with, e.g., several 

processors with different computational power/power efficiency characteristics can lead 

to very efficient integrated solutions. Integrating specific HW accelerators dedicated to ML 

workloads is possible and impacts software (e.g., TPU with “tensor” instructions for 

accessing a TPU). Edge AI development needs scalable algorithms, data, and operational 

infrastructures that can scale while supporting complex local computations and handling 

unreliable connections. This implies dimensioning on-chip resources with application 

awareness and overall control of the set of devices. 
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EdgeAI requirements and specifications in the value chains highlighted the need to 

enhance the SoC currently used at the edge by first benefiting from more advanced 

technology, which allows more resources such as memory or more complex processor 

architectures, and second, by integrating specific devices for AI workload acceleration into 

the system. The roadmap includes the plan to examine HW/SW interfaces to improve the 

efficiency of these devices at the application level. 

The developments are linked with the experiments run on STM32MP2 which includes 

multiple Arm Cortex cores (Arm Cortex-A35 cores for high-performance tasks and one 

Arm Cortex-M33 for efficiency tasks), a neural processing unit (NPU), a graphics 

accelerator, and multiple high-performance I/O options. 

6.12 Accelerators - VPU, GPU, TPU 

The AI hardware acceleration uses either in-pipeline support for the multiply-accumulate 

operation (MAC) that is at the core of the NN computations, or an external accelerator 

dedicated to vector-vector, matrix-vector, or matrix-matrix multiplication. The 

accelerators use float (16-bit) or integer (8-bit) types. The architectures used are GPUs, 

TPUs, and AI-specific ASICs comprising an SoC with several vision-specific engines or 

Processing In Memory (PIM) solutions. Further bit-size reduction allows for a more than 

linear gain in power efficiency for classical architectures and prototypes an in-memory 

processing architecture to showcase the actual interest of such approaches for inference 

at the edge. 

EdgeAI requirements and specifications in the value chains emphasise the need to 

develop advanced CMOS digital architectures by exploiting highly quantised number 

representations to minimise computational effort and memory traffic, leading to 

improved power efficiency over existing digital solutions. The roadmap includes 

prototyping neuromorphic processing architectures based on emerging computing 

paradigms (spiking neural networks, computing in memory, analogue neural networks) to 

overcome memory bottlenecks and reduce the latency and power dissipation of 

computing operations. 

6.13 Neuromorphic architectures and concepts 

Neuromorphic algorithms have been attracting increasing attention as a more energy-

efficient alternative to conventional deep learning approaches in contexts where input 

feature maps are produced at a nonconstant rate and characterised by high unstructured 

sparsity. Spiking Neural Networks (SNNs) represent one of the interesting model-free 

algorithmic approaches for data processing from event-based sensors such as EVSs 

(Event-based Vision Sensors), which asynchronously measure the brightness changes in 

the field of view belong to this category. Algorithms run on neuromorphic platforms that 
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can be divided into two main categories: analogue and mixed-signal and digital SNN 

accelerators. Analogue and mixed-signal implementation present several advantages 

over digital implementations, e.g., they typically achieve higher energy efficiencies and 

smaller neuron area footprint. Mixed-signal operations require many biases generated 

on-chip. Digital implementation typically features less complex (and thus powerful) but 

more scalable neuron models and fast integration in digital SoCs and technology porting. 

EdgeAI requirements and specifications in the value chains highlighted the need to 

experiment with novel event-based AI accelerators and programming tools and explore 

their design trade-offs when applied to industrial use cases. 

7 Conclusion 

This document presents a compiled analysis of commonalities and specificities identified 

for the five value chains covering various industrial sectors, compiling a general roadmap 

for edge AI technology blocks developed during the project and emphasising several open 

issues of interest across industrial application domains.  

Edge AI addresses data processing at the edge using AI methods and techniques, 

including ML and DL. Moving intelligence close to the data sources/sensors at the edge 

provides distributed connectivity and real-time data processing. The edge AI-based 

digitisation of design is applied to different processes across industrial sectors, allowing 

edge AI integration throughout the complete edge continuum and value chains as end-

to-end solutions, including the whole life cycle development of products and services.  

Through the technologies developed in the edge AI technology blocks, EdgeAI project 

advances the AI technology development according to the AI technology stack by 

addressing the research and innovation across the stack layers from AI hardware, 

interfaces, frameworks, software, algorithms, architectures and methods and data types 

to applications in different industrial sectors. 

The EdgeAI requirements and specifications reflect the research and innovation priorities 

in the project on developing edge AI solutions across the AI technology stack and highlight 

the roadmap for edge AI technology blocks to be developed. The roadmap is aligned with 

the advancements of new architecture concepts, AI HW/SW, more efficient AI algorithms 

and methods and learning techniques.  

The technologies cover the layers of the AI technology stack, including AI hardware 

architectures, neuromorphic topologies, AI platforms, toolchains, automated tools, 

frameworks, software algorithms middleware, hybrid and scalable architectures, 

SoC/SoM and new learning approaches. 



 

 

 

 

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the 

EdgeAI KDT JU project consortium without prior permission of the beneficiaries in written form.  

23 

Edge AI intelligent processing redefines the interconnected device landscape across the 

industrial sectors. Transferring intelligent data processing and analytics to the different 

edge layers and employing AI techniques with embedded security enables new real-time 

applications that are, to some degree, free from concerns of data bandwidth and network 

reliability. Rendering raw data into useful information at the edge decreases 

communication bandwidth and data storage requirements while increasing security and 

privacy and reducing energy consumption. 

For state-of-the-art and beyond the project partners have structured the information in 

several articles integrated into the book "Advancing Edge Artificial Intelligence – System 

Context" published in November 2023 [9]. 
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