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1 Publishable summary

The proliferation of edge devices, Internet of Things (loT), artificial intelligence (Al), and
the increasing demand for real-time, intelligent applications have exposed the inherent
limitations of traditional, centralised cloud computing architectures. The introduction of
generative Al (GenAl) and agentic Al technologies triggered rapid, edge-based Al
development, with the emergence and proliferation of small language models (SLMs)
deployed across the edge continuum.

This research report presents a comprehensive analysis of the edge Al systems reference
architecture, a three-dimensional (3D) framework designed to address the complexities
of distributed intelligence at the edge, by exploring the architectural 3D conceptual model
for the edge Al system reference architecture comprising the edge granularity across the
edge-to-cloud processing continuum (Z-axis), the edge Al technology stack (Y-axis), and
edge Al quality properties (X-axis), each of the axis with multiple layered planes overlaid
by the edge Al model system quad of HW-SW-AI-Data optimisation that can provide a
systematic perspective on the requirements, challenges, and solutions for enabling Al at
the edge, structuring the problem space into three interconnected dimensions. The 3D
conceptual model combines and aligns the architectural models for edge computing and
loT with the edge Al technology stack and the new workflow developments by the
emergence of GenAl and agentic Al at the edge.

2 Non-publishable summary

N.A. (this document is public).

3 Introduction and Scope

3.1 Purpose and target group

A reference architecture acts as an established framework for a particular subject or
domain. It directs and limits the development of various architectures and solutions [45].
Through the provision of technical standards and guidelines, it guarantees that
implementations within a domain are consistent, interoperable, and repeatable.
Reference architectures specify the requirements for reaching domain goals and
objectives, while solutions outline the methods for accomplishing these goals and
objectives in practical implementations, detailing the specific processes and resources
needed to deliver missions, capabilities, systems, and services.

Architecture frameworks supplement reference architectures by offering guidance and
rules for structuring, categorising, and organising information. These frameworks
comprise a structured collection of artefacts, arranged in layers and hierarchies, that
encompass descriptions, perspectives, visualisations, products, building blocks, and
architecture data elements, as well as their interrelationships. Reference models are
employed to develop reference architectures and serve as taxonomies that enable
standardised classification of entities.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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Edge Al systems constitute an emerging category of engineered systems. In contrast to
conventional cloud-based Al, edge Al must function within strict physical, cyber, and
operational limitations, yet maintain adaptability, autonomy, reliability, and trustworthy.
Viewed through the lens of systems engineering, this integration results in an intricate
system-of-systems, where hardware, software, Al models, and data are closely
interconnected and constantly advancing. This inherent complexity underscores the
scientific and engineering need for a standardised, application-agnostic reference
architecture for edge Al systems.

Systems engineering principles focus on abstraction, separation of concerns, traceability,
and considering the entire lifecycle. Edge Al systems present challenges to these
principles, as their functionality and quality characteristics result from the interplay
between distributed components, rather than from individual sub-systems alone. Choices
made regarding hardware impact the viability of Al models, energy consumption, latency,
and reliability, while data governance and model lifecycle management play a crucial role
in ensuring trustworthiness and meeting regulatory standards. A reference architecture
offers a reliable conceptual framework that clarifies and allows for analysis of these
interactions, supporting systematic trade-off evaluation and informed design decisions
instead of relying on ad hoc integration.

In edge environments, optimisation goals frequently conflict, such as balancing accuracy
with energy consumption, latency with explainability, or privacy with data availability.
These trade-offs cannot be addressed solely within one layer or component. This
deliverable (D5.7 - Edge Al systems reference architecture) covers the technical system
overview of the proposed edge Al systems reference architecture, which represents a
technical joint approach that the different VC demonstrator implementation approaches
can be mapped to.

3.2 Contributions of partners

The contribution of the partners is summarised in the Table 3.1.
Table 3.1: Partner contribution

Chapter | No. | Partner Contribution
1,2:3;4;,5; SINTEF |Overall concept and input for VC2, VCD2.2, VCD2.3
6;,7,89; 1
10.2; 11
3.2, 10; 11 2 [FAT Input for VC1, VCD1.1
11.2; 11.3; 3 AMS-AT |Input for VCD1.2
11.4; 1.5
3.2, 10; 11 4 SCUBE  |Input for VCD1.1, VCD1.2
3.2;10; 11 5 TUWIEN (Input for VCD1.1
3.2;10 6 IMEC Input for VCD4.1, TD7
3.2;10; 11 7 NXP-DE |Input for VCD2.4
3.2, 10; 11 8 GNT Input for VCD1.4, VCD4.2, VCD4.3
3.2,10 9 NEURO |Input for VCD4.3

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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3.2;10; 11 10 COGNI |Input for VCD1.4
3.2, 10; 11 11 IMST Input for VCD4.2 and VCD2.3
3.2;10 12 HUA Input for VCD4.2
3.2, 10; 11 13 uzL Input for VCD2.4
3.2, 10; 11 15 STM-FR  |Input for VC3, VCD3.1, VCD3.2, VCD3.3, VCD3.4, TD5
3.2;10; 11 16 | STMR-FR |Input for VCD3.4
11.2,11.3; 17 VPHV  |Input for VCD3.1, VCD3.2, VCD3.3
11.5
11.2;11.3; 171 cv Input for VCD3.1, VCD3.2, VCD3.3, VCD3.4
11.5
11.2; 11.3; 17.2 VPP Input for VCD3.4
11.5
- 18 TECX  IN.A.
3.2, 10; 11 19 CEA Input for VCD3.1, VCD3.3 and TD5
3.2;10; 11 20 INPG  |Input on VCD3.1, VCD3.3
3.2;10; 11 21 URCA |Inputfor VCD3.1, VCD3.3, and TD5
11.2;11.4; 22 CNRS  |Input for VCD3.3, TD1
11.5
3.2,10; 11 | 221 UPHF  |Input for VCD3.3, TD1
3.2,10 23 STM-IT  |Input for VCD1.5, VCD1.6, TD5
3.2;10 24 SCM Input for VCD1.5
3.2;10 24.1 CSR Input for standardisation
3.2;10 25 HTS Input for VCD1.6
3.2,10 26 DEEPS |Input for VCD1.5, VCD1.6
3.2;10; 11 27 XTE Input for VCD1.5, VCD1.6
3.2,10 28 UNICA  |[Input for VCD1.5, VCD1.6
3.2;10; 11 29 UNIBO |Inputfor VCD1.5, VCD1.6, TD3, TD4
3.2,10 30 UMIL Input for VCD1.5, VCD1.6
10.4 31 EDI Input for VC4, VCD4.1, VCD4,2
11.2-11.5
11.2,11.3; 32 NXP-NL |Input for TD2
11.5
3.2;10; 11 33 SIG Input for VC5, VCD5.2
3.2, 10; 11 34 | TECHNO |Inputfor VCD5.1, VCD5.3
3.2;10; 11 35 | ALMENDE |Input for VCD5.2
3.2;10; 11 36 TUE Input for TD6 and VCD5.3
- 37 FE N.A. (FE decided to terminate its involvement in the project during

the project month m37 (December 2025), and all remaining

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
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activities (and budget) for the remaining period have been
transferred to a new partner SMARTEN and reported by them).
10.2.1; 371 NXTEN  (Input for VCD2.1, VCD2.2
10.2.2 '
- PROLUX |N.A. (PROLUX decided to terminate its involvement in the project
during the project month m31 (June 2025), and all remaining
38 L . .
activities (and budget) for the remaining period have been
transferred to NXTECH and reported by them).
10.2.1; NXTECH |Input for VCD2.1, VCD2.2, VCD2.3
10.2.2; 39
10.2.3
3.2;10 40 ITML  |Input for VCD4.2
- 41 CONV  |N.A.
3.2;10 42 HMU Input for VCD3.2
11.2,11.3, | 434 | AMS-CH |Input for VCD1.3
11.4,11.5
3.2;10; 11 44* SYNS  |Input for VCD1.3
10.2 45 | SMARTEN |Input for VCD2.1 and VCD2.2

*Associated partner

3.3 Relation to other activities in the project

The work on the reference architecture followed the requirements and specifications
defined in WP1, the system design concepts presented in WP2, the HW developments in
WP3 and the Al-methods, models, algorithms and data processing developed in WP4.,

This works provides a technical overview of the proposed reference architecture for edge
Al systems, which illustrates a collaborative technical framework that various
implementation strategies can align with. The strategies for cross-industrial verification
and integration of edge Al HW/SW and enabling technologies, as well as the mapping of
the different work package approaches and research, VCDs, and TDs using the reference
architecture, are used in tasks T5.2-T5.6 and planned for inclusion in deliverables D5.2-
D5.6.

4 Background

The paradigm of Al is undergoing a fundamental shift from centralised cloud intelligence
to distributed intelligence at the edge. This transition is driven by the large amount of data
generated at the network's periphery, expected to reach hundreds of zettabytes annually,
and the latency requirements of mission-critical applications such as autonomous
systems, industrial automation, and immersive technologies. The existing cloud-centric
models, while very processing intensive, suffer from inherent latency, bandwidth
constraints, and privacy vulnerabilities when applied to real-time physical systems.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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Edge Al represents the convergence of IoT, edge computing, Al, GenAl, enabling the
processing of data and the execution of Al models directly on or near the devices where

data is generated as illustrated in Figure 4.1.
M
DL

GenAl
Agentic Al

Edge
Computing

Figure 4.1 Edge Al convergence of technologies.
This approach is a natural evolution, effectively paving the extension of Al to the edge by
bringing computational power closer to the physical world. The edge Al systems reference
architecture described herein is technology-agnostic, reflecting the evolution of the field
from traditional Al, machine learning (ML) and deep learning (DL) to emerging paradigms
such as GenAl, SLMs, and agentic Al.

Edge Al enables onsite decision-making, eliminating the need to continuously transmit
data to a central location and wait for processing, which streamlines the automation of
operations. Distributed Al is integrating intelligent data collection, automating the data
and Al life-cycles, adapting and monitoring spokes, and optimising data and Al pipelines
while coordinating and forecasting task, objective, or decision performance within a multi-
agent environment, allowing for scaling applications across numerous spokes and
enabling Al algorithms to autonomously process across multiple systems, domains, and
devices on the edge. Edge Al is a better option whenever real-time prediction and data
processing are required.

The rapid development of edge Al technologies and applications has led to increased edge
Al system implementations, and the fragmentation of these systems has prompted
various initiatives to define a reference architecture for edge Al across industries. A
reference architecture provides guidance for developing edge Al systems, solutions, and
application architectures and establishes a common, consistent understanding of the
edge Al system, its decompositions, and interaction patterns. Reference architectures
provide high-level abstractions that are used in many actual edge Al system
implementations, accommodating different business objectives and technologies.

To systematically design, analyse, and optimise complex edge Al systems, a holistic
conceptual approach is necessary. Such an approach must move beyond viewing
components in isolation and instead focus on their interplay and mutual dependencies.
A taxonomy for this approach is the HW-SW-AI-Data optimisation quad presented in

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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Figure 4.2 that can provide a systematic perspective on the requirements, challenges, and
solutions for enabling Al at the edge, structuring the problem space into three
interconnected dimensions or architectural views (described in more detail in chapter
6). An efficient and successful deployment of edge Al systems requires a dedicated,
continuous process of co-optimisation across all three dimensions/views.

+ Data collection
+ Features extraction
+ Data types

+ Data sets

+ Training data

+ Validation data

» Test data

-+ Inference data

DATA

Al STACK

SOFTWARE SOFTWARE

+ SW platforms

« Optimisation tools

+ SDK tools

+ Software
engineering

- 0S5s

HARDWARE

Edge Al
System
Optimisation

« HW platforms.
* CPUs, GPUs, TPUs
* ASICs, FPGAs

- Neuromorphic

HARDWARE
Al STACK
« Al Models
* Methods

« Algorithms

» Libraries
» Frameworks

Figure 4.2 Edge Al hardware-software-Al-data quad holistic view.

This quad establishes co-design imperative to avoid optimising one dimension in
isolation, while neglecting the others to eliminate a suboptimal or even non-functional
edge Al system. For instance, an optimized edge Al model is rendered ineffective if the
underlying hardware cannot execute its operations efficiently or if it is fed with low-
quality, noisy data. This requires a concurrent engineering approach where decisions
about data acquisition, model architecture, and system hardware are made in concert,
creating a continuous feedback loop.

The choice of sensor type and data collection directly influences the required edge Al
model complexity, which, in turn, dictates the necessary hardware acceleration.
Conversely, a hardware platform constrains the feasible size of edge Al models, which
may require more aggressive data preprocessing to maintain the required accuracy. Such
a framework is not static as its application is dynamic across the edge continuum.

The priorities and trade-offs within the quad shift significantly at each layered plane. At
the micro-edge, the system dimension, specifically, power and cost constraints, is
paramount, forcing extreme optimizations in the model dimension (e.g., aggressive
quantization) and the data dimension (e.g., in-sensor data filtering). At the meta-edge, the
system dimension is far less constrained, allowing for more complex edge Al models (e.g.,
on-premises fine-tuning of large models) and the processing of vast, aggregated data
streams. In this context, the quad can be applied as a dynamic balancing act, re-evaluating
the priorities for each layer of the continuum to achieve a globally optimal design for edge
Al systems.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
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5 The Need for an Edge AI Systems Reference Architecture

The landscape of edge Al is characterised by extreme heterogeneity. It encompasses a
vast array of hardware platforms, ranging from ultra-low-power microcontrollers to
server-grade GPUs, as well as numerous software frameworks and diverse
communication protocols. Without a unifying structure, the design and deployment of
edge Al systems risk fragmentation, and the lack of reference frameworks for verification,
validation, testing, and benchmarking leads to interoperability, explainability,
interpretability, and trustworthiness issues, as well as suboptimal performance.

An edge Al reference architecture provides a common vocabulary and a structural
blueprint for architects, developers, and stakeholders. It facilitates the analysis of
commonalities and specificities across different use cases, supports the identification of
gaps, and enables the consistent application of standards. By defining clear functional
domains and interfaces, the reference architecture supports the co-design of hardware,
software, Al frameworks, algorithms and data, which are critical requirements for efficient
edge Al systems.

A reference architecture is used as a source of information about the overall technology
value chain, including a holistic view that integrates hardware, software, Al frameworks,
including machine learning, deep learning, generative Al, agentic Al frameworks, data and
datasets that guide and constrain the instantiations of multiple solutions that are
implemented in various use cases.

The edge Al systems reference architecture includes multiple views defined at several
levels of detail and abstraction. In this context, the high-level edge Al systems reference
architecture provides a common language/vocabulary for the different stakeholders
involved in the area, assures the consistency of implementation of the edge Al
technologies to solve the technical challenges, strengthens the validation of solutions
against a reference conceptual model and supports the commitment to use common
standards, specifications, and patterns for implementing the different use cases when
applying edge Al techniques and methods in various applications and industrial sectors.

The edge Al systems reference architecture aims to offer a high-level pattern/template
solution for edge Al-based applications that supports a common vocabulary for discussing
implementations across various use cases/value chains, and for analysing commonalities,
specificities, and identifying gaps.

The use of the edge Al systems reference architecture provides a methodology, set of
practices, and templates, based on the generalisation of previous solutions used in
industrial sectors, to be applied to various use cases and then generalised and validated
for use across industrial sectors.

The edge Al systems reference architecture conceptual model includes different views,
functional domains, system properties, functions, descriptions of interfaces (e.g.,
Application Programming Interfaces - APIs for platform, software, and algorithm
components), and interactions among these elements and functions located outside the
reference architecture.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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The reference architecture is defined at a high-level abstraction, with functional domains
that include different devices and equipment across several communications networks,
processing and storage capabilities at the edge and in the cloud, and analytics,
training/learning embedded across different layered planes, each providing different
functions.

The architecture supports HW-SW-Al-Data partitioning and, at a lower level, enables the
interactions among procedures (or methods) within an Al-based embedded system
designated to perform a specific task.

The edge Al systems reference architecture supports the definition of common data
models, communication standards and exchange formats, and common HW-SW-Al-Data
building blocks in the early design phases and defines reusable assets and models.

The reference architecture can be applied to edge Al distributed systems that share the
computing functions and act as a coherent system to the overall application. The
architecture of edge Al distributed systems enables the use of autonomous components
that interact and collaborate to implement intelligent functions at the system level.

The term hybrid is used in some cases to indicate that the reference architecture
considers more than one architectural pattern in the system and combines or adapts
several relevant views from existing reference architectures.

The high-level edge Al systems reference architecture is applied to distributed,
heterogeneous systems, as reflected in the description of different use cases across
industrial sectors. The advantage of using a common reference architecture is that this
allows tracing the data/knowledge flows and streams between the different architectural
layers. This allows identifying the use of common data/knowledge formats as an
integration method to avoid every connector/interface having to convert data to/from
every other component’s format and/or the use of interfaces and APIs between
components. In addition, the high-level reference architecture facilitates evaluating the
level of integration of subsystems at the system level and how to combine the existing,
often disparate Al systems and subsystems.

Heterogeneous systems consist of disparate constituents and/or operate across multiple
disparate computing environments. These systems are characterised by internal and
external heterogeneity. Internal heterogeneity is the ability of the system to
accommodate multiple types of components and interfaces (using the same or different
programming languages) and different algorithms/software modules from different
sources.

External heterogeneity is the ability of the system to adjust to and leverage various HW-
SW-AI-Data platforms, network protocols, operating systems, middleware infrastructures,
and algorithms to meet system requirements.

Data processing does not necessarily have to take place at the topologically outermost
point. Rather, there is edge granularity and a broad continuum of possible network
positioning from micro-edge to cloud. The location of edge Al functionality is determined
by the relevant requirements and does not constitute a binary decision. At least, different
positions can be distinguished: micro-edge, deep-edge, meta-edge, multi-access edge
computing (MEC) or network edge, fog, cloudlet edge, and cloud.
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The high-level edge Al systems reference architecture provides information, guidance,
and direction applicable across all use cases/supply chains developed/implemented and
expanded across different industrial sectors. This information, guidance, and direction
are provided in the three views of the 3D reference architecture covering the functional
domains, system properties and crosscutting functions.

All these views and the elements included provide technical guidance and strengthen the
use of standards, based on specified common assumptions that must be followed and
implemented as part of the solutions proposed in the various use cases.

The use cases are mapped to the high-level edge Al systems reference architecture to
identify patterns, generalized representations that show similarities/differences,
relationships between elements and artefacts specified by the technical positions, while
extending a common vocabulary (e.g. acronyms, terms, definitions, concepts, algorithms,
methods, techniques, components) that are used in the high-level reference architecture
and relevant to architectures and solutions that can be generalised and applied across
different industrial sectors.

The work on requirements and specifications for industrial Al solutions, demonstrators
and Al technologies and applications road-mapping has addressed the functional and
non-functional requirements for various use cases across industrial sectors.

Non-functional requirements, or "quality system attributes," specify criteria for evaluating
the operation of an edge Al-based system, describe how a system is supposed to operate,
and are included in the overall system architecture.

The functional requirements are those that characterise the specific behaviour or
functions of the system, describe what the system is supposed to do, and are
implemented in detail during Al-based system design activities.

As a starting point, the conceptualisation of a system’s architecture, as defined in
ISO/IEC/IEEE 42010:2022 [25], “Systems and software engineering - Architecture,” helps
understand the system’s essence and key properties related to its behaviour and
composition. The standard specifies requirements for the structure and expression of an
architecture description (AD) for various entities, including software, systems, enterprises,
systems of systems, families of systems, products (goods or services), product lines,
service lines, technologies, and business domains. The document distinguishes the
architecture of an entity of interest from an AD that expresses that architecture and
specifies requirements for the use of architectural concepts and their relationships as
captured in an AD. It does not specify requirements for any entity of interest or its
environment.

The concept described in the standard can support the first steps in defining an edge Al
systems reference architecture, as the standard specifies in general requirements for an
architecture description framework (ADF), an architecture description language (ADL),
architecture viewpoints, and model kinds to usefully support the development and use of
an AD. It describes the system's structure, including its entities, and the interactions
between each entity and the environment.

Reference architectures are used as generic guidelines that abstract the specific needs
and technologies of various implementations and use cases. The reference architectures
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provide a common terminology that facilitates communication, a common architectural
view that focuses and aligns the efforts of different stakeholders, designers, architects,
and users, a modular approach to optimise the effort, task allocations, context to ensure
efficient integration, guidance, and baselines, and emphasises the domain and
implementation concepts.

Based on these principles, it is expected that an edge Al systems reference architecture
uses multiple, concurrent views, integrated into layered planes, that address, at the
intersection of these layered planes, the concerns of various stakeholders and handle
functional and non-functional requirements separately.

According to ISO/IEC/IEEE 42010:2022 [25], an architecture description expresses the
architecture of a system of interest, in this case, an edge Al system. While an architecture
can be abstract, consisting of concepts and properties, an AD is a work product
formalising an architecture, including one or more architecture views. An architecture
view addresses one or more concerns of the edge Al system'’s stakeholders.

An architecture view expresses the architecture of the system of interest from a given
architecture viewpoint. As a result, the architecture framework (AF) contains the
conventions, principles, and practices for describing architectures established within a
specific domain of application and/or community of stakeholders. The AF can be
described along several dimensions, establishing conventions for the construction,
interpretation, and use of a system's architecture from the perspective of specific system
concerns.

A graphical representation of the mentioned entities and their interrelationships is
presented in the Figure 5.1.

 \dentifies 8 Architecture
Framework

Stakeholders

Architecture
Viewpoint

Concerns

Figure 5.1 Graphical representation of entities and their interrelationships (Adapted from
ISO/IEC/IEEE 42010:2022 [25]).
In the context of the edge Al systems reference architecture framework, the following
viewpoints are relevant: the Computing Continuum View, Technology Stack View, and
Quality Properties View.

The methodological approach used for defining the edge Al systems architecture is based
on the principles presented in ISO/IEC/IEEE 42010:2022 [25], and considered several
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existing reference architectures presented in literature (e.g., Industrial Internet Reference
Architecture - IIRA [18], 3D IoT Layered Architecture [1], Reference Architecture Model
Edge Computing (RAMEC) [19], TOGAF [20], etc.) to map, align, and harmonize the
different concepts and elements used in the different approaches addressing the
reference architectures for IoT, lloT, edge computing and Al systems in manufacturing.

6 Overview of the 3D Edge AI Reference Architecture

The proposed edge Al reference architecture is structured as a 3D model, providing a
holistic view of the edge Al system.

The multi-view approach ensures that all aspects of the edge Al system, from physical
data generators, to hardware, software, Al frameworks, and data layered planes, edge Al
quality properties and the edge granularity across the edge-to-cloud processing
continuum are addressed simultaneously.

The three axes and views of the 3D Edge Al Reference Architecture:

o Edge Al Quality Properties: The first dimension or view (X-axis) represents the
quality properties associated with dependability and trustworthiness. These are
not isolated functions but properties that must permeate every layer of the stack
and every tier of the continuum. The X-axis includes reference planes such as
security, reliability, explainability, interpretability, transparency, and sustainability
and extends to several other layered planes (e.g., fairness, etc.) that can used
interchangeable depending on the specific type and requirements for the edge Al
system developed.

o Edge Al Technology Stack: The second dimension or view (Y-axis) defines the
layered technology stack present within each tier of the Y-axis. It begins with
the Hardware Foundation, explicitly identifying accelerators such as MCUs, GPUs,
and FPGAs. Above this lies the software stack, encompassing Operating Systems,
Middleware, and Containerization/Orchestration layers. The next layered plane is
the Al framework, responsible for the execution of inference and learning tasks,
followed by the data and the application layered planes.

o Edge Granularity Across the Edge-to-Cloud Processing Continuum: The third
dimension or view (Z-axis) represents the geographical and topological distribution
of computing resources. It presents a granular continuum that begins at the micro-
edge (intelligent sensors and actuators), progresses through the deep-
edge (gateways and controllers), moves to the meta-edge (on-premises servers),
and extends through MEC (Multi-access Edge Computing) and Fog layered planes
before reaching the central Cloud.

The proposed edge Al reference architecture structured as a 3D model is illustrated in
Figure 6.1, were the three dimensions or views consist of several layered planes.
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Figure 6.1 Graphical representation of the 3D Edge Al Reference Architecture.

Overlaid on the 3D edge Al reference architecture model is the edge Al hardware-
software-Al-data quad. This conceptual framework emphasises that the design of any
edge Al component is the result of co-optimising across three interconnected dimensions:
the properties of the edge Al data (e.g., quality, volume, privacy, etc.), the complexity of
the edge Al model (accuracy, latency, size), and the constraints of the edge Al system (HW,
SW, compute power, energy, memory).

The edge Al data dimension involves not just the raw input but its quality, volume, and
distribution. Data at the edge is often noisy and non-IID (Independent and Identically
Distributed). Techniques like data distillation and active learning are required to select
only the most valuable data for training or fine-tuning.

The edge Al model dimension involves the model architecture itself (e.g., ML, DL, GenAl).
It must be designed with the specific constraints of the target hardware in mind
considering the type of neural networks, transformers architectures. This has given rise
to Neural Architecture Search (NAS), where algorithms automatically search for the
optimal model structure that balances accuracy against latency and size [10].

The edge Al system dimension dictates the hard physical limits: memory bandwidth, peak
power consumption, and thermal dissipation.

The quad emphasises the principle of co-design optimisation as illustrated in Figure 6.2.

The HW-SW-AI-Data optimisation quad is a way to think about edge Al systems as a
coupled design space with four inseparable dimensions: hardware capabilities and
constraints (compute, memory, power, accelerators, sensors), software stack (OS, drivers,
runtimes, compilers, scheduling, middleware), Al/model choices (architecture, precision,
sparsity, compression, on-device learning), and data (data quality, sampling, labelling,
drift, privacy, on-device preprocessing). In edge settings, these four dimensions intersect
through the edge Al technology stack (sensor — pipeline — model/runtime —
deployment/ops) and must collectively satisfy non-functional requirements such as
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reliability, security, privacy, safety, maintainability, etc., expressed as edge Al quality
properties.

Data Cleanin Feature Data
¢ Compression Augmentation

DATA Optimisation

Neural
Architecture
Search

Compact
Model Design Architecture
Design

B Parameter
Knowledge
Model Low-Rank
Quantization Factorisation
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SOFTWARE Optimisation
| | |

HARDWARE Optimisation

Figure 6.2 Edge Al quad optimisation co-design principle.

The key principle of co-design optimisation is to achieve edge Al through cross-coupled
trade-offs. Optimising only one dimension can yield a suboptimal, or even non-functional,
system: a highly accurate model that misses latency/energy budgets; a fast runtime that
breaks robustness due to aggressive quantisation; or a low-cost sensor/data pipeline that
deprives the model of signal quality and decreases performance. The quad is therefore a
strategic framework for navigating trade-offs: changes in any corner (HW, SW, model,
data) should be evaluated for their impact on the others and on the required quality
properties.

Examples make the co-design imperative concrete. Latency/energy-constrained vision:
instead of only shrinking the model, you may (HW) pick an NPU-capable SoC, (SW) use an
accelerator-friendly runtime and operator fusion, (Al) quantise to INT8 or use a
MobileNet-like architecture, and (data) redesign input resolution/cropping or event-
triggered frame acquisition so the model sees less redundant data, often achieving better
end-to-end accuracy-per-watt than model compression alone.

Privacy-sensitive audio analytics: (data) perform on-device feature extraction or Voice
Activity Detection (VAD) to avoid sending raw audio; (Al) use a small keyword-spotting
model with distillation; (SW) use streaming inference and ring buffers; and (HW) exploit
DSP blocks, meeting privacy and always-on power targets without sacrificing
responsiveness. Industrial anomaly detection: (data) focus on high-fidelity sensing and
domain-specific preprocessing to reduce false alarms, (Al) prefer lightweight self-
supervised embeddings or one-class models, (SW) implement deterministic scheduling
and watchdogs for reliability, and (HW) ensure memory bandwidth and error correction
code (ECC) where needed, since robustness and uptime dominate the quality properties.

Model Optimisation

Model
> Compression
Edge Al

System
Optimisation
Quad
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In addition, a designer cannot simply choose a massive Transformer model (edge Al
model) and expect it to run on a battery-powered MCU (edge Al HW) without aggressive
quantization or pruning. Conversely, the availability of specific hardware accelerators
(edge Al HW) might influence the choice of model architecture (edge Al model) and the
preprocessing steps applied to the input (edge Al data). This holistic view is the defining
characteristic of the proposed edge Al systems reference architecture [1].

In short, the HW/SW-AI-Data quad formalises a co-design optimisation discipline: treat
edge Al as an integrated system where the technology stack and quality properties bind
architectural choices. The goal is not to maximise any single metric (accuracy, FPS, model
size, cost) in isolation, but to find a balanced configuration that satisfies functional and
non-functional requirements under real edge constraints, avoiding the common failure
mode of optimising one dimension while inadvertently

7 Edge AI Quality Properties

Referring to X-axis in Figure 6.1. The X-axis represents the qualitative dimensions of the
architecture. Unlike the functional components of the X and Y axes, these properties are
non-functional requirements. They cannot be isolated to a single module; rather, they
must be intrinsic to the design of the hardware, software, Al models and data to ensure
the system is dependable and trustworthy.

The internal composition of edge Al systems through the edge Al technology stack
intersects the non-functional requirements via the edge Al quality properties combined
with the HW-SW-AI-Data quad to provide the strategic framework for navigating the trade-
offs inherent in edge deployment. Together with the edge granularity across the edge-to-
cloud processing continuum, these components form a robust, multi-dimensional
reference architecture capable of guiding the development of next-generation edge Al
systems.

While no standard exclusively defines edge Al quality properties, ISO and IEEE standards
such as ISO/IEC/IEEE 29148:2018 [38], IEEE 2874-2025 [43], and ISO/IEC 25010:2023 [28]
provide robust frameworks for understanding and specifying the quality properties. The
quality properties are essential for ensuring that an edge Al system performs correctly
and meets broader quality and operational demands, aligning with stakeholder
expectations and regulatory constraints.

In the context of the edge Al systems reference architecture the ISO/IEC 25010:2023 [28]
attributes or characteristics and sub-characteristics for edge Al systems and data quality
requirements in ISO/IEC 25012:2008 [29] can be used as the planes integrated into the
edge Al systems qualitative dimensions of the architecture.

A summary of the quality model characteristics presented in ISO/IEC 25010:2023 [28] is
illustrated in Figure 7.1.

ISO/IEC 25010:2023 maintains the familiar product quality structure while updating it to
better align with today’s software-and-systems realities, especially where software can
cause real-world harm.
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The extension of ISO/IEC 25010:2023 compared with the previous version of the
standards includes making safety an explicit top-level quality characteristic alongside the
long-standing set (functional suitability, performance efficiency, compatibility, usability,
reliability, security, maintainability, portability). This reflects the shift toward software
embedded in socio-technical settings (autonomy, decision support, critical infrastructure)
where “working correctly” is not enough if outcomes can be hazardous.

At the sub-characteristic level, the ISO/IEC 25010:2023 revision largely works by tightening
definitions and boundaries, enabling characteristics to be specified and measured more
consistently across domains. In practice, this means clearer separation between topics
such as security and safety, and a stronger emphasis on operational behaviour under real
conditions (e.g., fault/incident tolerance, controlled degradation, and risk-oriented
thinking) rather than treating quality as purely a design-time attribute.

ISO/IEC DIS 25059 then builds on this by proposing Al-specific quality considerations that
don't fit cleanly into traditional software-only sub-characteristics. Al systems introduce
probabilistic behaviour, data dependence, non-determinism, and performance that can
change after deployment (model/data drift), so the draft focuses on qualities such as
robustness under distribution shift, data quality and its governance, and lifecycle
monitoring as important concerns, not just implementation details.

The ISO/IEC DIS 25059 also reflects “trustworthiness” pressures driven by modern Al
deployments: it emphasises qualities commonly discussed as transparency and
explainability, bias/fairness management, traceability of data/model lineage, and human
oversight/controllability for high-impact decisions.

The key idea is that, for Al, quality addresses the software product’s internal properties
and how the system’s learned behaviour can be understood, constrained, validated, and
continuously revalidated in use.

Product Quality Model ISO/IEC 25010:2023

Functional Performance Interaction

Suitability Efficiency Compatibility Capability Reliability Security Maintainability Flexibility Safety
Sub-earacteristics

Functional Time-behaviour Co-existence App ml":mm_"_“s F; Confi iality Modularity Adaptability Op cratm_nal
Completeness Recognisahility Constraint
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Corrcctness Utilisation - N ‘ i - N

I unclfunﬂl Capacity Operability Fault Tolerance Non-Repudiation Analysability Installability Fail Safc

Appropriateness

! lm“mt‘{" User F,l:rur Recoverability Accountability Modifiability Replaceability Hazard Warning

Adaptability Protection N ! N "
User Engagement Robustness Authenticity Testahility Safc Integration

Inclusivity Resistance

User Assistance Intervenability

Sclf-Descriptive

User Controlability

Transparency

Figure 7.1 ISO/IEC 25010:2023 [28] characteristics and sub-characteristics including the
extensions (red) proposed by ISO/IEC DIS 25059 [33].
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7.1 Dependability and Trustworthiness

The development of different technologies and their combination have increased the
complexity of integrating technology, bringing together various viewpoints. This is seen in
edge Al, which is the convergence of 10T, Al, and edge computing. Considering the edge-
to-cloud continuum, the complexity and criticality, from both a safety and a mission
perspective, require communicating the trustworthiness of edge Al products, services,
technologies, and applications. Following the definitions provided by ISO/IEC TS
5723:2022 [27], trustworthiness is the ability to meet stakeholders’ expectations in a
verifiable way on the specific product or service, data, technology, and process used.
Characteristics of trustworthiness are linked to a system's dependability, defined as the
ability to perform as and when required. Dependability includes availability, reliability,
recoverability, maintainability, maintenance support performance, durability, safety, and
security. Dependability is used as a collective term for the time-related quality
characteristics of an item. In addition, systems' trustworthiness can include accountability,
accuracy, authenticity, controllability, integrity, privacy, quality, resilience, robustness,
transparency, and usability.

Dependability is the ability of a system to perform as and when required and
encompasses the system's ability to deliver service that can justifiably be trusted. A
dependable item is one where there is justified confidence that it operates as desired and
satisfies agreed stakeholder expectations. In most cases, the term dependability is used
as an umbrella term to express its core attributes of reliability, maintainability, and
supportability and the resulting availability. In some cases, attributes such as resilience,
recoverability, durability, integrity, safety, security, trustworthiness are included in or
overlap with dependability. To express the ability to perform, requirements in terms of
functions to be performed, when the performance is to be achieved, and the life profile
conditions are specified by parties with interest in performance. The attributes of
dependability can be expressed qualitatively or quantitatively. It is also a common practice
to use the term dependability in the context of a subject of study or discipline as defined
in IEC 60050-192:2015/AMD1:2016 International Electrotechnical Vocabulary (IEV) - Part
192: Dependability [44].

The ISO/IEC 25012 [29] Data Quality Model provides a general framework for assessing
data quality in structured computer systems, defining 15 characteristics accuracy,
completeness, consistency, timeliness) categorized as inherent or intrinsic to data, such
as accuracy, completeness, consistency, credibility, currentness, or system-dependent,
such as accessibility, compliance, confidentiality, efficiency, precision, traceability,
understandability, availability, portability, and recoverability, used to establish
requirements, measure quality, and ensure data fitness for use in data-driven initiatives,
Al.

ISO/IEC DIS 25059 [33], under development, addresses the quality of Al systems and
replaces the ISO/IEC 25059:2023 [34], which defines specific quality properties for Al
systems, extending the existing software quality standards (ISO/IEC 25010 [28]) to address
the unique characteristics of Al, such as learning capabilities and probabilistic outcomes.
ISO/IEC DIS 25059 [33] specifies that Al systems require additional properties and
characteristics to be considered, and that stakeholders have varied needs. Al systems
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have different properties and characteristics, including the ability to replace human
decision-making (GenAl, agentic Al), to be based on noisy or incomplete data, to be
probabilistic, and to adapt during operation.

The concept of trustworthiness is addressed through a holistic ecosystem of standards. It
is understood both as an ongoing organizational process, guided by standards such as
ISO/IEC 42001 [39], and as a set of non-functional requirements specifying the emergent
properties of a system, as described in ISO/IEC TR 24028 [40]. These requirements are a
set of inherent characteristics with their attributes, within the context of quality of use, as
indicated in ISO/IEC 25010 (product quality model) [28], ISO/IEC 25019 (quality-in-use
model) [35], and ISO/IEC TS 25011 (service quality models) [41]. As Al systems'
trustworthiness must be verifiable, testing Al systems, as well as modified versions of
existing software and hardware, requires verification and validation techniques. Testing
of Al systems is addressed in ISO/IEC 42119 series (42119-2 [36] and DTS 42119-3 [37]).
As a result of the definitions in ISO/IEC DIS 25059 [33], the ISO/IEC 25012:2008 [29] is being
extended for Al systems.

The increasing incorporation of Al systems into organisations has led to extending the
quality model of the ISO/IEC 25010 standard [28] to include the additional aspects these
systems present. The changes in ISO/IEC 25059 [33][34] regarding product quality are as
follows: Functional suitability includes the sub characteristic functional adaptability,
defined as the degree to which an Al system can accurately acquire information from data
or the results of previous actions and use that information in future predictions. For
functional correctness, ISO/IEC 25059 [33][34] warns that machine learning methods
often do not ensure functional correctness in all observed circumstances, so it is
necessary to carefully measure correctness and incorrectness. Interaction capability
incorporates two sub characteristics: user controllability, defined as the degree to which
a user can adequately intervene in the operation of an Al system, and transparency,
defined as the degree to which adequate information about the Al system is
communicated to stakeholders.

Reliability encompasses the sub characteristic robustness, defined as the degree to which
an Al system maintains its performance under all circumstances. Security incorporates
the sub characteristic of intervenability, defined as the degree to which an operator can
intervene in an Al system's operation in a timely manner to avoid damage or danger.
There are several other quality characteristics of the edge Al systems that are not explicitly
covered in the existing standards such as explainability, interpretability, fairness,
sustainability that are presented below and they can be map under the sub characteristics
presented in the ISO/IEC 25010:2023 standard [28].

7.1.1 ISO/IEC 25010:2023 characteristics and sub-characteristics

The following subsections provide the definitions of quality characteristics and sub-
characteristics as described in ISO/IEC 25010:2023 standard [28].

7.1.1.1 Functional Suitability

Functional suitability is the capability of a product to provide functions that meet stated
and implied needs of intended users when it is used under specified conditions.
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Functional suitability is concerned with whether the functions meet not only stated and
implied needs, but also the functional specification.

Functional Completeness - capability of a product to provide a set of functions that
covers all the specified tasks and intended users' objectives.

Functional Correctness - capability of a product to provide accurate results when used
by intended users.

Functional Appropriateness - capability of a product to provide functions that facilitate
the accomplishment of specified tasks and objectives.

7.1.1.2 Performance Efficiency

Performance efficiency is capability of a product to perform its functions within specified
time and throughput parameters and be efficient in the use of resources under specified
conditions. Resources can be CPU, memory, storage, and network devices. Resources can
include other software products, the software and hardware configuration of the system,
energy, and materials (e.g. print paper, storage media).

Time-behaviour - capability of a product to perform its specified function under specified
conditions so that the response time and throughput rates meet the requirements.
Resource Utilisation - capability of a product to use no more than the specified amount
of resources to perform its function under specified conditions

Capacity - capability of a product to meet requirements for the maximum limits of a
product parameter. Parameters can include the number of items that can be stored, the
number of concurrent users, the communication bandwidth, the throughput of
transactions, and the size of a database.

7.1.1.3 Compatibility

Capability of a product to exchange information with other products, and/or to perform
its required functions while sharing the same common environment and resources.

Co-existence - capability of a product to perform its required functions efficiently while
sharing a common environment and resources with other products, without detrimental
impact on any other product.

Interoperability - capability of a product to exchange information with other products
and mutually use the information that has been exchanged.

7.1.1.4 Interaction Capability

Interaction capability is the capability of a product to be interacted with by specified users
to exchange information between a user and a system via the user interface to complete
the intended task. Interaction capability in the product quality model and its sub
characteristics focus on a set of attributes that enable interaction by users (or operators)
to complete specific tasks in a variety of contexts of use. On the other hand, usability as
defined in the quality-in-use model (ISO/IEC 25019 [35]) comprehensively focuses on
outcomes of use to determine whether tasks are achieved by users with effectiveness,
efficiency and satisfaction in a specific context of use. Interaction capability is a
prerequisite for usability.

Appropriateness Recognisability - capability of a product to be recognized by users as
appropriate for their needs. Appropriateness recognizability depends on the ability to
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recognize the appropriateness of the product functions from initial impressions of the
product or system and/or any associated documentation. The information can be
provided by the product to assist users in making decisions about the adoption,
acquisition, or use of products prior to the start of full-scale use, through demonstrations,
tutorials, documentation.

Learnability - capability of a product to have specified users learn to use specified
product functions within a specified amount of time.

Operability - capability of a product to have functions and attributes that make it easy to
operate and control. Operability is related to controllability, user error robustness and
conformity with user expectations as defined in ISO 9241-110 [42]. It is also related to the
effectiveness and efficiency of physical interface devices.

User Error Protection - capability of a product to prevent operation errors.

User Engagement - capability of a product to present functions and information in an
inviting and motivating manner encouraging continued interaction. This refers to
properties of the product that increase the pleasure and satisfaction of the user, such as
harmonious colour, intuitive user interface and friendly voice guidance.

Inclusivity - capability of a product to be utilised by people of various backgrounds.
Backgrounds include (and are not limited to) people of various ages, abilities, cultures,
ethnicities, languages, genders, economic situations, education, geographical locations
and life situations.

User Assistance - capability of a product to be used by people with the widest range of
characteristics and capabilities to achieve specified goals in a specified context of use

The range of capabilities includes language differences and disabilities associated with
age, sight, hearing, use of hands, arms and legs, etc. A set of specific rules and methods
for software accessibility can be applied to ensure “user assistance” in this document and
in ISO/IEC 25019 [35].

Self-Descriptive - capability of a product to present appropriate information, where
needed by the user, to make its capabilities and use immediately obvious to the user
without excessive interactions with a product or other resources. Other resources include
user documentation, help desks, other users and other sources of assistance.

7.1.1.5 Reliability

Reliability is the capability of a product to perform specified functions under specified
conditions for a specified period of time without interruptions and failures. Wear does not
occur in software. Limitations in reliability are due to results from faults in requirements,
design and implementation, or from contextual changes. Dependability is often used as a
synonym for reliability. However, dependability has a larger scope in that it includes
security, performance efficiency, and continuing support and others in addition to the sub
characteristics of reliability.

Faultlessness - capability of a product to perform specified functions without fault under
normal operation. The concept of faultlessness can also be applied to other quality
characteristics to indicate the degree to which they meet required needs under normal
operation.
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Availability - capability of a product to be operational and accessible when required for
use. Externally, availability can be assessed by the proportion of total time during which
the system, product or component is in an up state. Availability is therefore a combination
of faultlessness (which governs the frequency of failure), fault tolerance and recoverability
(which governs the length of down time following each failure). Failover or duplication of
systems can be applied to support availability.

Fault Tolerance - capability of a product to operate as intended despite the presence of
hardware or software faults.

Recoverability - capability of a product in the event of an interruption or a failure to
recover the data directly affected and re-establish the desired state of the system. The
length of the unavailable period following a failure, during which a product is not available
at the same level of use as before the failure, is determined by its recoverability. However,
the recoverability of a product depends on the recoverability of the computer system on
which the product operates or a subset of its functions.

7.1.1.6 Security

Security is the capability of a product to protect information and data so that persons or
other products have the degree of data access appropriate to their types and levels of
authorization, and to defend against attack patterns by malicious actors. Security applies
as well to data in transmission.

Confidentiality - capability of a product to ensure that data are accessible only to those
authorized to have access.

Integrity - capability of a product to ensure that the state of its system and data is
protected from unauthorized modification or deletion either by malicious action or
computer error.

Non-Repudiation - capability of a product to prove that actions or events have taken
place, so that the events or actions cannot be repudiated later.

Accountability - capability of a product to enable actions of an entity to be traced
uniquely to the entity.

Authenticity - capability of a product to prove that the identity of a subject or resource
is the one claimed.

Resistance - capability of a product to sustain operations while under attack from a
malicious actor. A malicious attack can include a denial-of-service attack, a ransomware
attack, or other malicious actions. Then, the following approaches can be applied to
improve the capability of a product for the quality sub characteristic: to continuously
protect itself from well-known attacks by removing potential flaws or weaknesses of the
product with the use of security tools such as a security weakness diagnostic tool,
vulnerability scanner and static analysis tool; to minimize vulnerability of a product with
secure software coding and/or by incorporating security enhancement functions or
mechanisms; to maintain product updates during its life time for security reasons.

7.1.1.7 Maintainability

Maintainability is the capability of a product to be modified by the intended maintainers
with effectiveness and efficiency. Modifications can include corrections, improvements or

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.

24



<hipsyy

Co-funded by
the European Union

adaptation of the product to changes in environment, and in requirements and functional
specifications. Modifications include those carried out by specialized support staff, and
those carried out by business or operational staff, or end users. Maintainability includes
installation of updates and upgrades. Maintainability can be interpreted as either an
inherent capability of the product to facilitate maintenance activities, or the quality-in-use
experienced by the maintainers for the goal of maintaining the product.

Modularity - capability of a product to limit changes to one component from affecting
other components. Modularity implies that the product is composed of discrete modules
or components with cohesive content and minimal coupling to other modules or
components.

Reusability - capability of a product to be used as assets in more than one system, or in
building other assets.

Analysability - capability of a product to be effectively and efficiently assessed regarding
the impact of an intended change to one or more of its parts, to diagnose it for deficiencies
or causes of failures, or to identify parts to be modified. Implementation can include
providing mechanisms for the product to analyse its own faults and providing reports
prior to a failure or other event.

Modifiability - capability of a product to be effectively and efficiently modified without
introducing defects or degrading existing product quality. Implementation includes
coding, designing, documenting and verifying changes. Modularity and analysability can
influence modifiability. Modifiability is a combination of changeability and stability.

Testability - capability of a product to enable an objective and feasible test to be designed
and performed to determine whether a requirement is met.

7.1.1.8 Flexibility

Flexibility is the capability of a product to be adapted to changes in its requirements,
contexts of use, or system environment. Flexibility to context of use should consider two
distinguished aspects, i.e. technical and non-technical. The technical aspect is related with
the execution environment of products, such as software, hardware and communication
facility; and the non-technical aspect is related with the social environment, such as user
and task, and the physical environment, such as climate and nature.

Adaptability - capability of a product to be effectively and efficiently adapted for or
transferred to different hardware, software or other operational or usage environments.
Adaptations include those carried out by specialized support staff, and those carried out
by business or operational staff, or end users. If the product is to be adapted by the end
user, adaptability corresponds to suitability for individualization as defined in ISO 9241-
110 [42]. Ineffectiveness or inefficiencies for users caused by differences or changes in
their actual contexts of use beyond those initially specified in the requirements can be
resolved by repeating the quality improvement cycle, in which evaluation and
requirements definition are iterated from the perspective of this quality characteristic,
and problems are discovered and solved. Other quality sub characteristics, typically such
as inclusivity and user assistance, can be collaboratively applied to improve adaptability
and flexibility.
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Such differences or changes in the context of use can include, for example, the following
cases: when using the system initially unintended circumstances, e.g. underwater or in
outer space; when using the system in limited operation mode with less energy supplies
or no communication network connectivity due to an accident or a disaster; when initially
unintended types of users are involved or influenced.

Scalability - capability of a product to handle growing or shrinking workloads or to adapt
its capacity to handle variability.

Installability - capability of a product to be effectively and efficiently installed successfully
and/or uninstalled in a specified environment. If the product is to be installed by an end
user, installability can affect the resulting functional appropriateness and operability.

Replaceability - capability of a product to replace another specified product for the same
purpose in the same environment. The replaceability of a new version of a software
product is important to the user when upgrading. Replaceability can include attributes of
both installability and adaptability. The concept has been introduced as a sub
characteristic of its own because of its importance. Replaceability reduces lock-in risks, so
that other software products can be used in place of the present one, for example using
standardised file formats.

7.1.1.9 Safety

Safety is the capability of a product under defined conditions to avoid a state in which
human life, health, property, or the environment is endangered. Safety is defined to
describe capability of product to be able to avoid exposures which is not tolerable. Then,
the definition is different from the other standards relating to safety that define safety as
freedom from unacceptable risks.

Operational Constraint - capability of a product to constrain its operation to within safe
parameters or states when encountering operational hazard. Operational hazard is a
hazardous situation, a circumstance in which people, property or the environment are
exposed to an unacceptable risk during operation.

Risk Identification - capability of a product to identify a course of events or operations
that can expose life, property or environment to unacceptable risk.

Fail Safe - capability of a product to automatically place itself in a safe operating mode,
or to revert to a safe condition in the event of a failure. When the fail-safe quality sub
characteristic is applied to a complex system or software, it is often very difficult to
determine which behaviour is safer. In such a case, functional safety concept can be used
and then, hazard analysis and safety risk assessment can be conducted to derive safety
goals and safety requirements to be achieved. The following approaches can be applied
to improve the capability of a product for the quality sub characteristic: to operate in a
manner that eliminates or minimizes damage caused by a failure; to implement a
mechanism to transfer control of a sufficient set of operations to continue safe
performance when a failure occurs.

Hazard Warning - capability of a product to provide warnings of unacceptable risks to
operations or internal controls so that they can react in sufficient time to sustain safe
operations.
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Safe Integration - capability of a product to maintain safety during and after integration
with one or more components.

7.2 Explainability

As Al systems make increasingly critical decisions, the "black box" nature of Deep Neural
Networks becomes a liability. Explainability (XAl) is the ability to explain the decision-
making process in terms that are understandable to the end user. An explainable model
provides a clear and intuitive explanation of the decisions made, enabling users to
understand why the model has produced a particular result; it focuses on why an
algorithm has made a specific decision and how that decision can be justified. It requires
a straightforward and intuitive presentation of information using an ontology familiar to
the user. It is particularly valuable and beneficial in the case of deep neural networks,
where the models are difficult to interpret due to the convoluted structure and complex
internal interactions. Explainability is a consideration of the deployed Al model.

XAl provides human-understandable reasoning for a specific decision. In the reference
architecture, this requires lightweight XAl modules capable of generating saliency maps
or decision trees alongside the inference output. Transparency complements this by
ensuring the lineage of the data and the model is trackable, to document the training data,
architecture, and known limitations of the deployed Al [9].

7.3 Interpretability

Interpretability is the ability to understand the decision-making process of an edge Al
model. An interpretable edge Al model provides clear information about the relationship
between inputs and outputs. An interpretable algorithm can be explained clearly and
understandably by a person. Interpretability is essential to ensure that users will trust Al
models. Interpretability is mostly associated with model training, evaluation, and quality
assurance.

7.4 Fairness

Fairness represents the extent to ensure mechanisms embedded in guidelines and
initiatives related to ethics, bias mitigation, and responsible edge Al technology
development. Edge Al fairness is discussed in terms like bias mitigation to ensure that
edge Al algorithms and datasets do not produce or perpetuate bias, equitability to ensure
edge Al systems treat all users fairly, transparency to provide clarity on how edge Al
systems make decisions and accountability to ensure that edge Al systems are held
responsible for their outcomes. Fairness in edge Al can be context-dependent and subject
to varying interpretations based on cultural, social, and legal factors.

7.5 Sustainability

Sustainability focuses on the environmental impact of the system. This includes energy
efficiency (Green Al) and the lifecycle of the hardware. The architecture promotes the use
of hardware-aware optimization to maximize TOpS/W (Trillion Operations Per Second per
Watt). Furthermore, by extending the lifespan of edge devices through over-the-air (OTA)
software updates and optimized resource usage, the architecture contributes to reducing
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electronic waste. Environmental sustainability is considered as a sub-characteristic of
performance efficiency in the product quality model presented in ISO/IEC 25010:2023 [28]
and proposed by ISO/IEC DIS 25059 [33], which defines the terms economic and social
sustainability as well and the concepts of environment risk mitigation and societal and
ethical risk mitigation.

7.6 Edge Al Quality Properties Planes

For the representation of the edge Al systems architecture eight planes are considered
representing the edge Al systems quality properties with different sub properties being
used when mapping the architecture to different edge Al systems implementations. The
planes are performance efficiency, compatibility, interaction capability, reliability, security,
maintainability, flexibility, safety as defined by ISO/IEC 25010:2023 [28] and ISO/IEC DIS
25059 [33].

8 The Edge AI Technology Stack

Referring to Y-axis in Figure 6.1. Technology stack is widely used to structure technologies
in a particular area. Al is no exception, as it is possible to conceptualise Al as a technology
stack with various layers. During the past years, the focus has moved back and forth
between logic (symbolic reasoning) and pattern recognition (neural networks), driven by
the varying abilities of technologies to acquire data, learn, derive new information and
reason to reach decisions. In the last years, machine learning and neural network models
have been the primary focus due to advances in hardware development and processing
capabilities. Hence, the technology stack is illustrated by a holistic view that integrates
hardware, software, Al frameworks including machine learning, deep learning, generative
Al, agentic Al frameworks, data and datasets. The edge Al technology stack is illustrated
in Figure 8.1.

Edge AI Applications and Services
Edge Al Data Learning/Training

Edge Al Platforms
Edge AI Algorithms and Frameworks

Edge AI Software Platforms

Edge AI Hardware Platforms

Figure 8.1 Edge Al technology stack.

The edge Al technology stack is illustrated by a holistic view that integrates hardware,
software, Al frameworks including machine learning, deep learning, generative Al, agentic
Al frameworks, data and datasets.
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The foundation of the stack is represented by the hardware layered plane, which contains
at least three sets of components that reflect the processing units responsible for
performing specialised Al operations.

The neuromorphic hardware components consist of new ultra-low-power silicon chip
architectures (e.g., neuromorphic modules and chips, analogue NN, spike NN) that
incorporate different chip designs and algorithms to mimic how the human brain works.

The accelerator set of components consists of silicon chips designed to perform the highly
parallel functions required during training and inference, such as GPUs, FPGAs, or ASICs.
Several layers (with sublayers) edge Al technology stack can exist.

The head node components are units that coordinate computations among accelerators.

The platforms’ layered plane is used for Al and ML/DL deployment and consists of three
sublayers, the goal of which is to abstract firmware from the underlying hardware.

The Al algorithms and frameworks layered plane consists of packages that trigger HW
algorithms, such as Caffe, Torch, Theano, etc. This happens through the interface layer,
which connects the hardware and platform layers and oversees facilitating
communication between them.

The algorithms consist of rules to achieve optimal inference according to the training
method employed, such as backpropagation, evolutionary, and contrasted divergence.

The architectures consist of many continuously evolving neural network architectures,
such as CNN, RNN, etc. The Al training/learning layer consists of two sublayers.

The methods involve techniques for optimising the model for specific domain data, such
as supervised, unsupervised and reinforcement learning. The data type sublayer consists
of categories of domain input data, such as labelled and unlabelled data. Finally, the
applications and services layered plane incorporate ready-to-use Al functionality into
solutions to real industry problems and use cases, such as autonomous vehicles and
object recognition. The solutions can be customised based on generic data or on
customer-specific training data. The Al technology stack provides a common
understanding of the Al layers and components when implementing and benchmarking
various Al technologies and applications.

The Y-axis of the edge Al systems reference architecture represents the vertical
Technology Stack that resides within each node of the X-axis continuum. While the scale
of resources changes as one move from the micro-edge to the Cloud, the fundamental
stratification of this stack remains consistent. This section dissects the three primary
layers: the Hardware Foundation, the Software Stack, and the Al Framework Layer.

8.1 The Edge Al Hardware Platforms Plane

The base of the stack is the hardware foundation form by the Al hardware platforms
layered plane, which provides the physical computation, memory, and storage resources
necessary for execution. In the context of Edge Al, general-purpose processors (CPUs)
often lack the efficiency required for neural network processing. Consequently, this layer
is increasingly defined by the presence of specialized hardware accelerators designed to
optimize the matrix operations inherent in deep learning.
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At the Micro-Edge, the hardware foundation is constrained by strict power budgets, often
in the milliwatt range. The dominant architecture here is the microcontroller (MCU),
typically based on ARM Cortex-M or RISC-V cores. Recent advancements have introduced
"TinyML" accelerators, specialized silicon blocks integrated directly into the MCU to
accelerate operations like convolution and activation functions. These micro-NPUs
(Neural Processing Units) enable the execution of quantized models without draining
battery life [1].

Moving to the deep-edge and meta-edge, the hardware landscape shifts toward
heterogeneous computing. Here, powerful Central Processing Units (CPUs) are paired
with discrete or integrated accelerators. Graphics Processing Units (GPUs) are prevalent
due to their parallel processing capabilities, making them suitable for video analytics and
image processing. Field-Programmable Gate Arrays (FPGAs) offer an alternative for
deterministic latency and reconfigurability, allowing the hardware architecture to be
updated alongside the Al model. For specific high-volume applications, Application-
Specific Integrated Circuits (ASICs) or Tensor Processing Units (TPUs) provide the highest
efficiency, trading flexibility for maximum performance per watt.

Table 8.1: Accelerator Suitability by Architectural Layer

Accelerator Best Fit Tier Primary Advantage Typical Workload
Micro-NPU Micro-Edge Extreme Power Efficiency. eywo.rd spotting, vibration
analysis.
Multi-stream video

Edge GPU | Deep-Edge/Meta-Edge |Parallelism and Throughput. analytics, object detection.

High-frequency trading,

FPGA Deep/Meta/MEC Low Latency and Adaptability. industrial control loops

Fixed-function inference,

ASIC/TPU Cloud / Deep-Edge |Max Efficiency (TOPS/W). massive batch processing.

The migration of GenAl, including SLMs and image/video diffusion models, from the cloud
to the edge addresses a new class of applications, from highly conversational and context-
aware personal assistants to on-device content creation and code generation and brings
new architectural challenges as the SLMs are orders of magnitude larger and more
computationally intensive than the classification and detection models that have
dominated the edge to date.

The migration brings along the hardware evolution with developments of new memory
architectures requiring high-bandwidth, low-latency solutions aggressive optimization of
the model optimization pipeline with quantization to 4-bit integers and below, extreme
pruning, and advanced knowledge distillation to shrink the SLMs to a size that can fit
within the power and thermal envelope of an edge device. All these elements accelerate
the developments of hybrid architectures and patterns, that integrate generative
capabilities directly into edge systems combining SLMs that run locally on the device,
while API calls are made to a much larger, cloud-based LLM for more advanced reasoning
or access to vast, external knowledge resources.
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8.2 The Edge Al Software Platforms Plane

Sitting directly above the Al hardware platforms layered plane is the Al software platforms
plane, which acts as the abstraction layer managing resources and facilitating application
deployment. This layer has evolved from monolithic embedded firmware to modern,
containerized architectures that mirror cloud-native principles.

The Operating System (OS) choice is dictated by the hardware tier. At the Micro-Edge, Real-
Time Operating Systems (RTOS) like FreeRTOS or Zephyr are standard due to their
minimal footprint and deterministic scheduling. These systems are now evolving to
support dynamic model loading. Conversely, the Deep and Meta-Edge layers
predominantly utilize Linux distributions (e.g., Yocto, Ubuntu Core) which provide rich
driver support and multitasking capabilities [5].

A critical component of the modern software stack is the Virtualization and
Containerization layer. Technologies such as Docker and Kubernetes have been adapted
for the edge (e.g., K3s, MicroK8s), enabling the "write once, deploy anywhere" paradigm.
This allows developers to package Al models and their dependencies into portable
containers that can be orchestrated remotely. Recently, WebAssembly (Wasm) has
emerged as a lightweight alternative to containers, offering near-native performance with
a significantly smaller footprint and enhanced security sandboxing, making it particularly
attractive for resource-constrained edge devices [1].

8.3 The Edge Al Platforms and Frameworks Plane

The pinnacle of the Y-axis is the Al platforms and frameworks layered plane. This is the
runtime environment responsible for executing the Al models. It encompasses the
libraries, interpreters, and APIs that bridge the gap between the abstract mathematical
model and the underlying software and hardware.

This layer includes training frameworks (e.g., TensorFlow, PyTorch) and, more importantly
for the edge, inference engines (e.g., TensorFlow Lite, ONNX Runtime, OpenVINO,
TensorRT). These engines are highly optimized for specific hardware targets, performing
graph optimizations, constant folding, and operator fusion to reduce latency.

With the rise of Generative Al and Agentic Al, this layer is expanding to include
components for managing context and state. For "Agentic" workflows, where Al agents
autonomously plan and execute tasks, the framework layer must support chaining of
models (e.g., LangChain adaptations for edge) and the execution of Small Language
Models (SLMs). These SLMs are distilled versions of Large Language Models (LLMs),
optimized to run locally while retaining significant reasoning capabilities [6].

8.4 The Edge Al Data Learning/Training Plane

The edge Al data and learning/training plane includes processes applied following the
edge Al systems reference architecture model. The learning processes are iterative multi-
layer data and information driven and include different workflows that in many cases are
run in parallel with the operational industrial processes where the Al techniques and
methods are applied. The iterative processes are run using repetitive loops providing data
sets and tunings to develop accurate models, making continuously comparisons of the
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new data in the model to the initial technical requirements to refine and improve the
approach.

The edge Al process for learning/training requires the selection of data sources, data
preparation, building the model frameworks with all the right libraries and drivers to be
used for model training and the deployment of trained model in production in the
inference phase and the collection of new data to re-iterate the process.

Data augmentation is a technique used in edge Al to increase the size of a dataset by
generating new data through slight modifications of existing data. This technique can be
useful for smaller datasets and can help alleviate overfitting. In image processing, data
augmentation can be achieved through techniques such as rotation, edge enhancement,
denoising, and image scaling. Data Augmentation encompasses a suite of techniques that
enhance the size and quality of training datasets, such that better deep learning
models can be built using them. The image augmentation algorithms discussed in this
survey include geometric transformations, colour-space augmentations, kernel filters,
image mixing, random erasing, feature-space augmentations, adversarial training,
generative adversarial networks (GANs), neural style transfer, and meta-learning. The
applications of GAN-based augmentation methods, the augmentation techniques, and
other characteristics of data augmentation, such as test-time augmentation, resolution
impact, final dataset size, and curriculum learning, are discussed in [30].

By applying these modifications to existing images, new and diverse images can be
generated, thereby increasing the dataset size and improving model performance. In
natural language processing tasks, data augmentation can be achieved through various
techniques, such as randomly adding or deleting words, adjusting word order, using
auxiliary tasks [31], translating samples into a second language and then back-translating
to form new samples, among others [32]. The techniques help generate new, diverse data
that can be used to train better models and improve model performance on test data.

A disadvantage is that data augmentation can introduce bias or unrealistic assumptions
into the training data, thereby negatively affecting the model's performance on the test
data. The effectiveness of data augmentation depends on the choice of augmentation
techniques and the specific application domain. Some augmentation techniques may not
be suitable for certain types of data, such as medical images, where introducing artificial
modifications can be risky. Data augmentation can be computationally expensive,
especially for large datasets and complex models. Data augmentation is an important
technique for improving the performance of Al models, and it is important to carefully
consider its limitations and potential drawbacks across different application scenarios.

The edge Al learning/training process need to be supported by the proper infrastructure
and platforms with the right integrated software and supporting test systems, the
appropriate storage and networking infrastructure that connects to and can be integrated
into the existing industrial process infrastructure.

The data sources provide the data sets for historical and real-time data. Data is provided
by various sources from the industrial processes such as sensors, actuators, loT/IloT
devices, ERP systems, databases, data lakes, collaborators and partners, public data,
mobile apps, social media, legacy data, etc. The data can be structured and unstructured
and provided in different formats (e.g. raw data stream, file, block, object, etc.).
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The accuracy and quality of the trained edge Al models depend on the quality, quantity,
gravity, and availability of data used for training. To provide the necessary data attributes,
the data collected is processed the data preparation block that perform the data
preparation, transformation, and manipulation.

8.5 The Edge Al Applications and Services Plane
The pinnacle of the Y-axis is the edge Al applications and services layered plane.

The applications and services layered plane includes various edge Al applications and the
control and management interface. It provides edge Al applications specific to
stakeholders. The plane aims to integrate the edge Al ecosystem and requires
coordination among manufacturers of intelligent devices, software providers, and
infrastructure providers. It can provide customised applications to reduce safety risks
during intelligent and multimodal edge Al applications.

The applications and services plane provide platforms for delivering critical components
for edge Al applications, connecting users, partners, platforms, and systems, and
interpreting necessary information. Components at this plane include service elements
interfaced with edge Al software and hardware platforms tailored to vertical markets. It
addresses different types of applications and services, including mission-critical and
safety-critical applications, specialised edge Al solutions, delivery applications, and
analytic applications that interpret data for edge Al decision-making across vertical
markets using ML, DL, GenAl, or agentic Al implementations.

9 Edge Granularity Across the Edge-to-Cloud Processing
Continuum

Referring to Z-axis in Figure 6.1. The processing continuum addresses multi-layered
Intelligence, as edge Al systems often combine the granularities of edge, cloud, and fog
computing to balance efficiency, speed, and scalability. By combining continuum
approaches, an edge-to-cloud or edge-to-fog-to-cloud system can deliver value across the
processing continuum as illustrated in Figure 9.1.

Figure 9.1 Edge-to-cloud processing pipeline.
The X-axis establishes that data processing can be situated at any point along a continuum
based on specific application requirements. This section details the distinct tiers of this
continuum that form the planes integrated into the edge-to-cloud processing dimensions
of the architecture.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.

33



<hipsyy

Co-funded by
the European Union

9.1 The Micro-Edge: Intelligent Endpoints

The micro-edge represents the extreme edge of the network, consisting of the most
resource-constrained intelligent endpoints. These devices are in direct contact with the
physical world, including intelligent sensors, actuators, wearables, and other types of loT
devices. The defining characteristic of this layered plane is stringent optimisation for
minimal cost and power consumption, often necessitating "always-on" functionality in
battery-powered or energy-harvesting scenarios.

Hardware at the micro-edge is typically based on low-power microcontrollers (MCUs)
utilising architectures such as ARM Cortex-M or RISC-V. These units often feature
integrated TinyML accelerators or micro-NPUs (Neural Processing Units) to perform basic
inference tasks like keyword spotting, vibration anomaly detection, or simple presence
detection. The latency target at this layer is typically below 1 millisecond, with a physical
proximity to the data source of 0 to 15 meters.

9.2 The Deep-Edge: Aggregation and Control

Moving inward from the endpoints, the deep-edge serves as an aggregation point and a
local control hub. This layer is composed of devices such as smart phones, intelligent
gateways, programmable logic controllers (PLCs), and industrial processing units. The
deep-edge possesses significantly higher computational capabilities than the micro-edge,
often utilizing application processors (e.g., ARM Cortex-A series) and discrete or integrated
accelerators like edge GPUs or TPUs.

Functionally, the deep-edge executes tasks that are too complex for individual sensors
but require faster response times than the cloud can provide. This includes sensor fusion,
combining data from multiple micro-edge sources, and running more advanced computer
vision models for object tracking or quality inspection. The deep-edge typically operates
with latencies between 2 to 5 milliseconds and supports a range of up to 1 kilometre from
the data source.

9.3 The Meta-Edge: On-Premises Intelligence

The meta-edge represents the most processing intensive tier within the on-premises
environment. It is typically implemented as micro-servers, high-performance edge
servers, or clustered computing resources located within the facility (e.g., a factory server
room). This layer handles compute-intensive workloads that require data aggregation
from multiple deep-edge nodes while maintaining data sovereignty and low latency.

Hardware at the meta-edge consists of micro server and server-class infrastructure
adapted for edge deployment, such as ruggedized rackmount micro servers housing high-
end GPUs and FPGAs. It is responsible for tasks such as localised Al model training (fine-
tuning), fleet management, and complex multi-stream video analytics. The meta-edge acts
as a private, localized cloud, offering latencies below 10 milliseconds within a radius of
approximately 50 kilometres.

9.4 Multi-access Edge Computing (MEC)
The MEC layered plane sits between the on-premises meta-edge and the Fog. Often
managed by telecommunications providers (MEC) or acting as a broader distributed
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infrastructure this tier extends computing capabilities to the edge of the radio access
network for applications such as V2X (Vehicle-to-Everything) communication for
autonomous driving or smart city traffic management.

9.5 Fog

This layered plane is critical for applications requiring wide-area coordination, providing
a platform for deploying applications that require high bandwidth and low latency but
need to access data from a broader geographic area than a single on-premises location.

9.6 The Central Cloud

The continuum concludes at the central cloud. In the context of the edge Al reference
architecture, the cloud is not rendered obsolete but is reframed as a specialised
component for heavy lifting. It is the site for global training of massive foundation models,
long-term data archiving, and high-level strategic analytics. The cloud can act as the
orchestrator, managing the lifecycle of models deployed to the edge and aggregating
insights for continuous improvement.

Table 9.1: Comparative Analysis of Continuum Tiers

. . L . .
Tier Typical Hardware | Key Accelerators atency Primary Function
Target
. M -M), |- . ing, simple inf ,
Micro-Edge CUs (Cortex-M) TinyML, micro-NPU <1ms Sensing S|mp e inference
SoCs wake-up triggers
[ ial A i
Deep-Edge Gateways, Industria Edge GPU, TPU, VPU |2 -5 ms ggregatlon, sensor
PCs fusion, local control
Meta-Edge On-premises micro- High-end GPU, FPGA |< 10 ms Local 'tralnlng, complex
servers, HPEC analytics, orchestration
GPU f ket . .
prochsingrande;r;e Content caching, high-
MEC Telecom-Grade FPGAs for network|<30ms bandwidth proc§SS|.ng,
servers, rack servers . . o and application
function virtualization offloadin
(NFV). &
Bridging OT (Operational
Industrial routers, [TPUs, DSPs, large Technology)  and  IT.
Fog <50 ms Focuses on data
servers FPGAs. .
processing before the
cloud.
Cloud Hyperscale Tensor Core GPUs, > 100 ms Global training, archiving,
Datacentres ASIC fleet management

The X-axis of the edge Al systems reference architecture demonstrates that the edge is
not a single location but a diverse continuum of capabilities. By mapping applications to
the appropriate tier, micro, deep, or meta, the architects and designers of edge Al systems
can balance the competing demands of latency, power, and performance.
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10 Implementation Challenges

The theoretical framework of the edge Al systems reference architecture finds its
validation in diverse real-world applications. By mapping these use cases to the 3D model
axes, is possible to visualise how different use cases across specific industries utilise
specific tiers of the edge Al architecture to solve unique problems.

The digital industry and the manufacturing sector represent one of the most mature
adopters of edge Al. In this domain, the architecture facilitates the transition from reactive
to predictive maintenance and from manual to automated quality control supporting the
transition from controlled automated processes to agentic Al processing. The transition
from manual to automated quality control lays the essential data foundation for moving
to agentic Al processing, where intelligent, autonomous systems manage complex, multi-
step tasks with minimal human intervention. Agentic Al processing uses Al, ML, DL and
SLMs that can independently perceive, reason, act, and learn from their environment to
achieve goals. They move beyond simple automation to genuine autonomy and
adaptability.

At the micro-edge, vibration and acoustic sensors attached to rotating machinery utilise
TinyML models. These models, running on ultra-low-power microcontrollers, establish a
baseline for normal operation and detect anomalies indicative of bearing faults or motor
imbalances. This processing occurs locally to preserve battery life and reduce bandwidth,
with only alerts transmitted upstream. This application relies heavily on the HW
foundation layer of the Y-axis, specifically utilizing micro-NPU accelerators.

Moving to the deep-edge, vision-based quality inspection systems utilize industrial
cameras connected to gateways equipped with edge GPUs. These systems run object
detection models to identify defects in products moving along a high-speed conveyor belt.
The requirement here is low latency (sub-5ms) to trigger a robotic arm for ejection without
slowing production. This illustrates the edge Al system HW-SW-model-data quad, where
the model accuracy must be balanced against the strict throughput constraints of the
manufacturing line [11].

Table 10.1: Mapping Industrial Use Cases to Architectural Tiers

.. Processing Key Edge Al Technology Critical Edge Al Quality
Application . . .
Continuum Tier Stack Components Properties
Predictive . . - .
Maintenance Micro-Edge Cortex-M MCU, TinyML Reliability (Sensor longevity)
Visual
. Edge GPU, CNNs,|Latency (Real-time
Quality Deep-Edge Transformers actuation)
Control
Plant-Wide On-premises  micro-server, . .
Optimization Meta-Edge Kubernetes Security (IP protection)
Supply Chaln Cloud Data Lake, Transformer Scalability
Analytics Models
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In healthcare, the edge Al architecture addresses critical privacy concerns and the need
for immediate clinical intervention. The architecture ensures that sensitive patient data
remains local whenever possible, addressing the Trustworthiness dimension of the Z-axis.

Wearable devices serve as the micro-edge nodes, monitoring vital signs such as heart rate
variability and blood oxygen levels. These devices employ lightweight signal processing
algorithms to detect arrhythmias. Upon detection, data is transmitted to a deep-
edge node, such as a bedside monitor or a nursing station tablet, which runs more
complex diagnostic models to confirm the anomaly and alert staff.

Robotic surgery and telesurgery represent high-stakes applications operating at the MEC
layer. Here, the network edge provides the ultra-reliable low latency required for haptic
feedback, while the meta-edge (hospital server) handles the heavy computational load of
3D visualization. The architecture’s emphasis on dependability is paramount here, as
system failure could lead to loss of life [12].

Smart city deployments utilize the full breadth of the processing continuum. Traffic
management systems rely on cameras and sensors (micro-edge) installed at
intersections. These feed data to roadside units (deep-edge) that adjust traffic light timing
in real-time to optimize flow.

Autonomous vehicles function as sophisticated, mobile meta-edge nodes connected to
meta edge and cloud infrastructure. The vehicles possess a complete internal continuum,
aggregating data from micro-edge sensors LiDAR, radar, and cameras and deep-edge
electronic components units (ECUs), sensor fusion and communication gateways. The
vehicle must process this data locally to make split-second driving decisions. However, it
also communicates with the MEC layer for V2X (Vehicle-to-Everything) information,
receiving updates about road hazards or traffic conditions beyond the vehicle's line of
sight. This interaction highlights the dynamic nature of the architecture, where the "Edge"
is both static (roadside units) and mobile (vehicles) [13].

Despite the clear benefits, deploying edge Al systems presents significant challenges.
These hurdles stem from the inherent constraints of the edge environment and the
complexity of managing distributed systems.

The most pervasive technical challenge is hardware heterogeneity. Unlike the cloud,
where hardware is relatively standardised, the edge comprises a fragmented ecosystem
of instruction set architectures (ARM, x86, RISC-V) and proprietary accelerators.
Developing software and edge Al models and algorithms that runs efficiently across this
diverse landscape is difficult. In addition, the diversity of the Al methods and models from
ML, DL, GenAl to agentic Al combined with the development and life-cycle workflows
increase the challenges.

Furthermore, the resource constraints of edge devices necessitate rigorous optimisation.
Models developed in the cloud are often too large and computationally expensive for
edge deployment. Memory bandwidth limitations and thermal throttling often become
bottlenecks that degrade performance in real-world conditions.

Managing the lifecycle of Al models across thousands of geographically dispersed devices
is an operational complexity unique to edge Al. This concept, known as edge MLOps,
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involves deploying updates, monitoring model drift, and retraining models without
physical access to the device.

Connectivity issues further complicate operations. edge devices may have intermittent or
low-bandwidth connections, making the transfer of large model updates or training
datasets unreliable. Additionally, catastrophic forgetting is a risk when fine-tuning models
at the edge; as a model learns new information from local data, it may lose previously
acquired knowledge.

To mitigate these challenges, successful implementations adhere to specific best practices
derived from the edge Al systems reference architecture.

The implementation of complex edge Al systems can utilise container technologies (e.g.,
Docker) to decouple the application from the underlying hardware. This abstraction layer
allows developers to build consistent deployment pipelines regardless of the target
device's specific hardware details.

Prior to deployment, most of the edge Al models undergo aggressive optimization.
Techniques such as quantization (e.g., reducing precision from 32-bit float to 8-bit or 4-bit
integer), pruning (removing unnecessary connections), and knowledge
distillation (teaching a smaller student model to mimic a larger teacher model) are
essential. These methods reduce the model size and inference latency with minimal
impact on accuracy.

In many mobile or fixed applications, edge Al systems need to be updated over-the-air
(OTA) requiring supporting resource constrained updates to prevent device "bricking" in
case of power loss during an update. It should also support delta updates, transmitting
only the binary differences between versions for the case of specific learning techniques
(federated learning) and to conserve bandwidth.

The edge Al landscape is rapidly evolving. The architecture described in this document is
designed to be forward-looking, accommodating emerging technologies that are
reshaping the HW-SW-model-data quad.

The advent of GenAl and the new trend to migrate the GenAl capabilities to the edge is
driven by the development of SLMs, models with fewer parameters (typically 1B to 7B)
designed specifically for edge deployment. The SLMs enable natural language interaction,
summarisation, and code generation directly on devices like smartphones, tablets and
meta-edge micro servers. Advancements in NPU design are specifically targeting
Transformer architectures, accelerating the attention mechanisms that power these
models. This shift reduces reliance on the cloud, lowers inference costs, and enhances
privacy [14].

Agentic Al are further extending the capabilities of edge Al autonomous systems using
techniques can perceive their environment, reasoning about goals, breaking down
complex tasks into steps, and using tools to execute actions.

In the context of the edge Al systems reference architecture, this implies a more
complex edge Al technology stack. The stack must now include orchestration layers for
agent memory, planning modules, and tool interfaces. An autonomous maintenance
robot, for example, functions as an edge agent: it detects a fault (Perception), accesses
technical manuals (Retrieval), plans a repair sequence based on the feedback from an SLM
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(Reasoning), and manipulates tools to fix the issue (Action), all while operating offline or
with intermittent connectivity.

Looking further ahead, neuromorphic computing represents a paradigm shift in hardware
architecture. Inspired by the human brain, these processors utilize spiking neural
networks (SNNs) where neurons communicate via discrete spikes rather than continuous
values.

Neuromorphic chips offer the potential for extreme energy efficiency, making them ideal
for the micro-edge. They are particularly adept at processing temporal data streams, such
as event-based vision sensors, with microsecond latency and microwatt power
consumption. This technology promises to redefine the HW foundation layer of the
architecture, enabling always-on intelligence that was previously impossible [15].

The practical applicability of the edge Al systems reference architecture is further
investigated through detailed use cases in digital industry, energy, agri-food and
beverage, mobility and digital society. It outlines the existing technical and operational
hurdles issues faced by developers and stakeholders in designing, developing and
deploying edge Al systems and provides best practices for navigating them. The evolution
of the edge Al systems must further explore the horizon of edge Al, identifying GenAl,
agentic workflows, new edge Al algorithms, processing hardware as key drivers of future
evolution.

10.1 Digital Industry

The Edge Al Technology Stack in the Digital Industry domain comprises the development
of digitised control systems that integrate advanced sensing, automated defect
classification, and virtual metrology. This layer includes the optimised hardware and
software solutions designed to execute Al algorithms at the edge, aligning emerging
algorithm patterns with computer architecture styles. The stack further encompasses the
digital tacit knowledge platform and the autonomous feature engineering processes
required for processing sensor and image data.

The Edge Granularity view is realised through the deployment of distributed Al capabilities
across the entire edge-computing continuum. This involves partitioning functionality
between local sensor processing and broader system analysis to ensure real-time
responsiveness. The architecture manages the distribution of intelligence from the
immediate production environment to the cloud, facilitating the semi-autonomous nature
of the production environment and supporting decentralised edge intelligence.

The Edge Al Quality Properties view is addressed through the focus on sustainability,
resilience, and human-centric Al. The domain emphasises the need for systems that
support human-Al interaction, ensuring usability and transparency for operators.
Reliability and trustworthiness are mapped to the real-time production quality control
systems that use transfer learning for continuous refinement, as well as the requirement
for accurate energy data forecasting to enhance overall system efficiency.

10.2 Energy
The Technology Stack within the Energy domain involves the use of embedded Al across
heterogeneous hardware and software platforms. This includes the specific Al stack
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building blocks used for load prediction, consumer classification, and anomaly detection.
The stack supports the integration of diverse data sources such as historical records,
weather patterns, and system parameters, facilitating the execution of intelligent energy
brokerage scheduling and complex feature engineering.

In terms of Edge Granularity, the energy domain utilises a decentralised approach that
spans from smart meters and IloT devices to energy gateways and on-premises
management systems. This distribution defines the topology in which intelligence is
located at the intersection of mobility, buildings, and energy grids. The architecture
coordinates decision-making responsibilities across this continuum, allowing for localised
processing in appliances while maintaining connectivity with broader energy
management infrastructures.

The Quality Properties view is highlighted by the rigorous requirements for diagnostic
accuracy and predictive reliability. The system must maintain trustworthiness in anomaly
detection and energy consumption estimation to ensure grid stability. Sustainability is a
core property here, driven by the goal of optimising appliance and user consumption,
while the system'’s ability to handle decentralised operations speaks to the architectural
requirements for resilience and scalability.

10.3 Agri-Food and Beverages

The Technology Stack for this domain consists of the various subsystems and components
integrated to address distinct steps in production processes, such as those used in
Champagne production. This involves the software and hardware layers necessary to
implement precise tracking and optimisation strategies. The stack supports the
application of Al-driven insights to monitor and improve efficiency at every stage of the
agricultural value chain.

The Quality Properties view is the primary driver for this domain, with a heavy emphasis
on sustainability and climate neutrality. The architecture must support these non-
functional concerns by ensuring that Al-driven insights lead to superior product quality
and resource efficiency. The reliability and precision of the tracking strategies are critical
quality criteria that allow the system to meet the high standards required for
internationally respected agricultural sectors.

10.4 Mobility

The Technology Stack in Mobility is characterised by the co-design of hardware and
algorithm architectures for deep-edge event-based sensor fusion. This layer includes the
implementation of data acquisition and processing capabilities within embedded control
systems. It also encompasses the generation of synthetic data for training, which
becomes part of the data and application layers, as well as the development of specific
algorithms for trajectory planning and multi-sensor fusion.

The Edge Granularity view is explicitly mapped to the interaction between mobile agents,
such as UAVs, and UGVs, and stationary infrastructure. This view defines how computing
is distributed between the agents themselves and the supporting distributed edge
intelligence. It addresses the topological distribution required for collaboration and
coordination of multi-agent systems.
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The Quality Properties view is critical for Mobility, particularly in terms of latency, safety,
and reliability. The architecture must support low-latency perception to enable real-time
decision-making in dynamic environments. The requirement for condition monitoring and
anomaly detection maps directly to safety-critical quality criteria. Furthermore, energy
efficiency is a key property, enabling mobile agents to operate reliably in harsh conditions
while managing their limited power resources.

10.5 Digital Society

The Technology Stack for Digital Society involves integrating high-quality sensing and
processing layers to deliver noise-free situational information. This includes the hardware
and software deployed in industrial machine rooms, energy substations, and home
environments. The stack supports the "watching brief" functionality, where Al models
monitor environments for extended periods, requiring highly optimised algorithmic
layers that trigger only when specific underlying situations are identified.

The Edge Granularity view addresses the need for autonomous operation in
environments that may be disconnected from supporting resources. The architecture
partitions responsibilities so that critical decision-making occurs locally at the edge,
ensuring functionality persists even when cloud connectivity is intermittent or expensive.
This view manages the spatial distribution of intelligence across diverse settings, from
robotised manufacturing floors to private homes.

The Quality Properties view focuses intensely on safety, precision, and privacy. The system
must fail safely in the event of sensor occlusion or unavailability, which directly maps to
the architecture's dependability aspect. Trustworthiness is essential, as the information
provided must be precise and timely. Additionally, the requirement for high energy
efficiency during long periods of dormant monitoring highlights sustainability as a key
architectural property for these ubiquitous systems.

11 Conclusion

11.1 Contribution to overall picture

The rapid proliferation of intelligent endpoints and the escalating demand for real-time,
privacy-preserving data processing at the edge have necessitated a fundamental shift in
computing paradigms. This research document has presented a comprehensive edge Al
systems reference architecture, a structural blueprint designed to navigate the
complexities of this transition from centralised cloud intelligence to distributed edge
intelligence.

Through a detailed exploration across several chapters, the document has established
that edge Al is a cohesive ecosystem defined by a three-dimensional architectural model.
The overlay of the edge Al system HW-SW-model-data quad serves as the guiding
principle for system architects, designers and developers of edge Al systems. It enforces
the co-optimization of data quality, model complexity, and system constraints. This
holistic approach is essential for overcoming the implementation challenges identified,
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such as hardware heterogeneity, resource constraints, and the complexities of edge Al
systems of systems.

As we look to the future of edge Al technologies and applications, the architecture proves
robust to accommodate emerging trends. The migration of GenAl to the edge via SLMs,
the rise of autonomous agentic Al, the potential of new computing paradigms and
hardware circuits are all compatible extensions of this framework. By adhering to this
reference architecture, system architects, designers and developers can move beyond
fragmented pilots to deploy scalable, robust, and sustainable edge Al systems that drive
value across industries.

The main motivation for designing, developing, and adopting the Edge Al Systems
Reference Architecture is the heterogeneity of modern “multi-X" edge Al environments
and the need to co-design and optimise the edge Al quad HW-SW-Al-Data across multiple
dimensions. The operational industrial environments combine multiple edge Al systems,
multiple data modalities, and multiple Al agents operating across the edge-cloud
continuum. Edge Al development has evolved from simple, closed systems to complex
systems-of-systems with distributed intelligence. This shift demands coordinated work
across multiple sites, stakeholders, and disciplines, as scope and complexity grow,
maintaining coherence across distributed systems becomes increasingly difficult.

As edge Al technologies mature and the number of edge solutions reaches a critical mass,
the need for a reference architecture becomes pressing. Without a shared framework,
integrating edge Al systems developed across different applications and industries is
inefficient and error-prone. The Edge Al Systems Reference Architecture addresses this
challenge by providing a common lexicon and taxonomy, enabling diverse teams to
communicate clearly and align their efforts around a shared architectural vision.

Implementing the Edge Al Systems Reference Architecture creates value by enabling
synergy across the edge Al domain. It helps identify where shared assets and
standardisation can be applied effectively and where they may be counterproductive. This
strategic perspective supports the efficient development of edge Al solutions, product
lines, and portfolios, reducing the time and cost of reinventing solutions to problems that
have already been solved.

The reference architecture can also significantly improve interoperability among evolving
edge Al systems. Explicitly modelling functions and quality attributes beyond the single-
system level enables and promotes compatibility and smoother upgrades. This reduces
integration costs and increases system dependability. In addition, the reference
architecture serves as a baseline, a shared starting point that anchors future discussions
and change, thereby mitigating risks associated with the evolution of complex edge Al
systems.

The Edge Al Systems Reference Architecture is an outcome of the Chips JU EdgeAl project
and the combined efforts of the CLEVER, REBECCA, TRISTAN, NEUROKIT2E, LoLiPoP loT,
SMARTY, dAIEDGE, and SMARTEDGE projects. Together, these initiatives created a
platform for exchanging knowledge and ideas among experts working on Al circuits and
device design, Al hardware architectures, industrial edge Al technologies, toolchains, and
applications.
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Further input came from discussions and exchanges at the Edge Al Academy Summer
School (7-8 July, Pisa, Italy), the European Conference on EDGE Al Technologies and
Applications (EEAI) (20-22 October 2025, Naples, Italy), and the workshop “The Intelligent
Mesh: Edge Al Technology Roadmap for Orchestrating Autonomous Systems with Agentic
and Generative Al," held at the HiIPEAC Conference (27 January 2026, Krakdw, Poland).
These events helped shape the design and formalisation of the reference architecture’s
core elements and main viewpoints.

11.2 Relation to the state-of-the-art and progress beyond it

The work related to the state-of-the-art and the progress beyond it are briefly described
by the partners in Table 11.1.

Table 11.1: State-of-the-art and beyond

No.

Partner

Description

SINTEF

Regarding demonstrator VCD2.2, this is moving beyond the current state-
of-the-art on sub-GHz LoRaWAN by using 2.4 GHz LoRa communication
with a mesh architecture. The 2.4 GHz frequency band supports higher
data rates and larger payloads, (e.g., suitable for multi-sensor
environmental monitoring and controlling), but the 2.4 GHz signals
penetrate less, therefore the mesh design allows devices to relay
messages (multi-hopping). Enhance connectivity and data throughput in
complex indoor environments (obstacles), surpassing traditional star
LoRaWAN.

IFAT

The in this deliverable described reference architecture forms the basis
for the further investigation in WP5 task t.2. With VCD1.1 IFAT is
developing the SSMA as a system to faster extract data to support
engineers for fast RCA and RA. The architecture in deliverable D5.7 forms
the basis to further support the development of the SSMA (VCD1.1).
VCD1.1 target the meta-edge inference, enabling, data processing of
production (historical) data. It also includes the quality properties
functional appropriateness, modularity and time- behaviour.

AMS-AT

The Edge Al systems reference architecture helps structure VCD1.2
validation against quality properties such as reliability, availability, and
maintainability. The integration of architecture-guided verification
workflows, including real-time residual monitoring and systematic
analysis using VeriACT, enables reproducible, system-level validation
suitable for industrial meta-edge deployment.

SCUBE

SCUBE contributes to VCD1.1 by developing advanced document
extraction tools that incorporate multimodal machine learning models,
such as CLIP and layout-aware NLP, into a distributed orchestration
system via Prefect. This enhances the automation of structured data
extraction from semiconductor supplier documents. Expanding beyond
the state-of-the-art, the solution achieves 95% accuracy in extracting
critical parameter data, drastically reducing manual effort and improving
data handling efficiency. The approach integrates semantic similarity,
visual embedding, and expert labelling, establishing a scalable framework
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for real-time process optimization and knowledge management within
semiconductor manufacturing.

TUWIEN

See contribution as IFAT.

IMEC

Contribution to state-of-the-art from the perspective of demonstrator
VCD4.1 and TD7.

NXP-DE

NXP-DE developed within VCD2.4 an Al accelerator module which enables
detection of anomalies by observing sensor data. The implementation is
tailored to enable implementation into secure resource constraints micro
edge devices with a model size of ~4kB. Furthermore, it results in a
reasonable low inference time of below 2ms resulting in use case
appropriate attack detection latency.

GNT

GNT integrated state-of-the-art technologies developed in WP4 into a
unified, hardware-aware EdgeAl architecture aligned with
the EdgeAl systems reference framework inthe VCDs where GNT
contributed (VCD1.4, VCD4.2, VCDA4.3). The work moved beyond
component-level development by delivering an end-to-end, production-
ready deployment stack validated under real edge constraints. Multi-
sensor data fusion mechanisms were integrated using SDM-aligned
schemas, resilient pub/sub messaging and persistent storage with access
control. In addition, in VCD4.2, ITML's time-series models were deployed
through a reusable, Dockerized ML service aligned with micro-edge and
deep-edge layers. Distributed model training was enabled through
integration of the Flower Federated Learning framework across RSPUs.
The complete system was verified on constrained edge hardware,
including stress testing, resource limitation validation and secure
communication using TLS/mTLS and IAM-based access control.

NEURO

Contribution to state-of-the-art from the perspective of demonstrator
VCD4.3.

10

COGNI

Within VCD1.4, towards developing a large-scale object recognition
system to be used in the field of Maintenance, Repair, and Operation,
COGNI addressed the EdgeAl Application and Services layer of the
technology stack at the Deep Edge by proposing a system architecture
focused on Maintainability (modularity, reusability) and Flexibility (install-
ability, scalability). The implemented architecture divides the solution into
dedicated software containers focused on Al-model serving, hardware-
serving, and communications management, with the goal of simplifying
upgrades in terms of new sensors, Al-models, and use-cases.

11

IMST

N.A.

12

HUA

Contribution to state-of-the-art from the perspective of demonstrator
VCDA4.2.

13

uzZL

The reference architecture presented in this deliverable provides a
structured framework for evaluating and contextualizing the developed
solution. UZL developed an intelligent sensor-based approach for
detecting fault injection attacks, focusing on a low-power implementation
suitable for micro-edge devices. The architecture’'s emphasis on quality
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properties such as security and reliability helps structure a systematic
verification and benchmarking process.

15

STM-FR

The EdgeAl reference architecture proposed in this deliverable is adopted
as the foundational framework to support the demonstrators developed
for the agri-food industry. These demonstrators specifically target the
cloud-to-edge continuum, enabling seamless integration, data
processing, and Al deployment across distributed computing.

16

STMR-FR

The EdgeAl reference architecture proposed in this deliverable is adopted
as the foundational framework to support the demonstrators developed
for the agri-food industry. These demonstrators specifically target the
cloud-to-edge continuum, enabling seamless integration, data
processing, and Al deployment across distributed computing.

17

VPHV

Our activities focus on the design and field integration of the embedded
device for the agri-food industry (VC3) under operational conditions. This
includes the development of several systems designed to integrate
seamlessly into existing agricultural workflows, ensuring functional
appropriateness, co-existence with other equipment, operability, and
reliability in variable vineyard environments.

17.1

cv

Our activities focus on the design and field integration of the embedded
device for the agri-food industry (VC3) under operational conditions. This
includes the development of several systems designed to integrate
seamlessly into existing agricultural workflows, ensuring functional
appropriateness, co-existence with other equipment, operability, and
reliability in variable vineyard environments.

17.2

VPP

Our activities focus on the design and field integration of the embedded
device for the agri-food industry (VC3) under operational conditions. This
includes the development of several systems designed to integrate
seamlessly into existing agricultural workflows, ensuring functional
appropriateness, co-existence with other equipment, operability, and
reliability in variable vineyard environments.

18

TECX

N.A.

19

CEA

Within TD5, CEA extends the knowledge on neuromorphic accelerators by
developing an advanced and energy-efficient computing platform based
on a novel NeuroCorgi test board. Together with URCA and INPG, CEA
contributes to evaluate the pertinence of this platform for both real-time
grapes detection (VCD3.1) and vineyard disease identification (VCD3.3)
tasks. This joint effort aims at developing a HW/SW prototype able to
perform real-time grapes detection in real-world vineyard field
environments, activities which are integrated within VCD3.1. It worth
noting that the proposed EdgeAl reference architecture presented in this
deliverable is used to support these developments.

20

INPG

INPG contribution aims to ensure the reliability of real-time object
detection models. For VCD3.1, the accuracy of grape detection models has
been validated, and benchmark test results show that these models can
operate in real time and on low-power devices such as the STM32N6 and
STM32MP2. The most difficult application is the identification of grape

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.

45



é;hipSJU

Co-funded by
the European Union

diseases. The only model that achieves acceptable accuracy in real time is
the transformer model. After optimising the model design, the
transformer is able to accurately predict four types of diseases: FD, ESCA,
Confounding leaf and Facteur confondant +, at 8 FPS on MP2 board. For
the other two classes relating to symptomatic bunches and shoots, the
model requires more data for the learning phase in order to get the same
performance as for the previous disease types.

URCA URCA's contribution is focused on accurate vision models for grapes and
vine diseases detection on edge devices with real-time inference. In
VCD3.1, we found that grape detection and berry counting can be
implemented on low-powered edge platform like the STM32-N6 and MP2
and on the CEA's NeuroCorgi ASIC chip. However, for the case of disease
detection in real field condition (camera attached to a robot/vehicle), the
image resolution needed implies the usage of a Jetson Orin Nano (2048p
processing). In both use case, we were able to surpass the state-of-the-art
(4% error on berry counting, sota is a 3% with a much larger model not
suitable for edge devices).

21

CNRS For TD1, CNRS extends the knowledge and applications of approximate
computing to Federated Learning (FL), with a focus on data privacy and
robustness against data reconstruction attacks. After proving the benefits
22 in both power usage and data privacy for FL clients, the current focus is
on applying approximate computing to larger models and more complex
applications, supported by the EdgeAl reference architecture at the
intersection of Security with deep and meta edge processing.

22.1 UPHF See CNRS above.
23 STM-IT Contribution to state-of-the-art from the perspective of demonstrator
VCD1.5 and VCD1.6.
SCM Contribution to state-of-the-art from the perspective of demonstrator
24
VCD1.5.
CSR Contribution to state-of-the-art from the perspective of demonstrator
24.1
VCD1.5.
HTS Contribution to state-of-the-art from the perspective of demonstrator
25
VCD1.6.
%6 DEEPS Contribution to state-of-the-art from the perspective of demonstrator
VCD1.5 and VCD1.6.
27 XTE Al systems must work collaboratively with humans. XTE contributed with
SCM and HTS to the system usability of respectively VCD1.5 and VCD1.6.
)8 UNICA Contribution to state-of-the-art from the perspective of demonstrator
VCD1.5 and VCD1.6.
UNIBO In TD4 and in the context of VC1 exploratory activities, UNIBO
investigated an integration strategy for event-driven edge-Al
29 pipelines that connect neuromorphic sensing (e.g., DVS/event

cameras) with sparse SNN inference on programmable RISC-V
platforms. The approach leverages streaming-oriented micro-
architectural mechanisms (semantic streaming registers and
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indirection-based streaming) to make sparse, irregular
neuromorphic workloads more amenable to efficient execution,
while preserving software programmability. Although currently
validated mainly through prototyping and benchmarking activities
(low TRL), the work outlines a transferable “sensor-to-accelerator”
integration pattern for cross-industrial inspection scenarios,
highlighting design choices on event representation, sparse
dataflow, and HW/SW co-design opportunities, as well as potential
pitfalls when sparsity and irregular memory accesses are mapped
onto dense-oriented compute substrates

30

UMIL

Contribution to state-of-the-art from the perspective of demonstrator
VCD1.5 and VCD1.6.

31

EDI

Robotic systems that are built with LLM powered components most often
rely on the very large, HPC server bound models that provide the best
quality inference results but are often only accessible as a cloud service.
Whereas EDI contribution beyond state-of-the-art is positioned towards
smaller models in more local settings, where the proposed EdgeAl
reference architecture highly supports these advancements.

32

NXP-NL

TD2 represents the state-of-the-art of collaborative edge Al by enabling
multiple MCU-class devices to train a joint model through the exchange
of small activations and gradients—avoiding full-model storage or
raw-data sharing—and promoting multimodal edge collectives that learn
as one distributed neural network.

33

SIG

Within VCD5.2 a substantial contribution on architecture was made for
collaborating smart devices. In the beginning of the project, we explored
the sharing of predictions among devices to achieve an even better
prediction at system level. It was found that such methods can easily lead
to tunnel vision at group level making the system less robust. In the
second year of the project an alternative was investigated in which smart
devices exchange historical beliefs. It has been demonstrated that such
an approach is robust.

34

TECHNO

Within VCD5.1 we created low power vision Al solution using NXP's i.MX
8M plus and the STM32N6 allowing for deployment of traffic management
cameras in areas without a constant power supply or even power the Al
via PV. Data from these cameras is used in VCD5.3. We also deployed
custom anomaly detection algorithms on the i.MX 8M plus allowing for
excellent filtering of normal states from abnormal states in medium
voltage transformer rooms. To accomplish this, we designed custom
hardware around the i.MX 8M plus focussed on reusability. The proposed
reference architecture presented in this deliverable strongly supports
deployment of low power solution empowering easy redeployment in
other use-cases.

35

ALMENDE

We have within the context of VC5.2 implemented RF sensing of objects
in a space equipped with Crownstones and realised a distributed
implementation incorporating federated learning specifically targeted to
adaptive noise filtering. On top of that a leaky neuron model has been

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.

47



<hipsyy

Co-funded by
the European Union

implemented, resulting in significantly lower bandwidth requirements
between nodes.

36

TUE

In TD6, the focus of TUE is on accelerating compute-intensive tasks,
including per-pixel semantic and panoptic segmentation for images and
videos at the level of the neural network architecture. TUE's research
showed that strong pretraining of ViT foundation models makes many
inefficient decoder components redundant, enabling highly efficient
encoder-only designs for complex vision tasks. The TUE models, which
resulted in two IEEE/CvF CVPR publications, are the current state of the
art for efficient image and video segmentation. Their encoder-only
designs provide accuracy on par with, or even exceeding, that of complex
encoder-decoder architectures while being up to 10 times faster.

37

FE

N.A. (FE decided to terminate its involvement in the project during the
project month m37 (December 2025), and all remaining activities (and
budget) for the remaining period have been transferred to a new partner
SMARTEN and reported by them).

37.1

NXTEN

Regarding demonstrator VCD2.1, the current state-of-the-art is rule-based
heating strategy, while the new demonstrator system estimates state of
charge (SoC) in the water heater, treating the hot water tank as a battery
for storing energy. The system integrates with existing hardware for
measuring the other parameters and uses the new Al-based STM32
MP257F-DK2 board developed in the project with Al acceleration. New
edge Al algorithms have also been developed and tested.

38

PROLUX

N.A. (PROLUX decided to terminate its involvement in the project during
the project month m31 (June 2025), and all remaining activities (and
budget) for the remaining period have been transferred to NXTECH and
reported by them).

39

NXTECH

Regarding demonstrator VCD2.3, this is moving beyond state-of-the-art
by integrating intelligent mesh lighting with sensor fusion and Al
algorithms. Smart lights with environmental sensors gather data on air
quality, pressure, temperature, and light levels. Al processes this data
locally, enabling features like adaptive human-centric lighting, automated
commissioning, and usage pattern recognition. This creates a
sophisticated network for environmental awareness and management in
buildings.

40

ITML

ITML used standard federated learning pipelines (Flower) supporting
basic aggregation and training rounds, limited built-in convergence
control, and optional experiment tracking. Hardware monitoring typically
relies on threshold-based alerts over observability metrics without
adaptive device-specific modelling. The beyond SOTA progress is achieved
by deploying an extended FL server with early stopping based on
convergence monitoring, reducing unnecessary rounds and
communication overhead for edge devices. Integrated MLflow-based
experiment tracking for reproducibility and monitoring. Enabled server-
side differential privacy for stronger client contribution protection.
Furthermore, ITML introduced an edge-deployable anomaly detection
framework for the deep-edge RSPUs using multivariate modelling, sliding-
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window evaluation, Exponentially Weighted Moving Average (EWMA)
based scoring, and device/cohort-specific norm learning, enabling earlier
and more precise fault detection compared to static threshold
approaches.

41

CONV

N.A.

42

HMU

Contribution to state-of-the-art from the perspective of demonstrator
VCD3.2.

43*

AMS-CH

The Edge Al systems reference architecture helps structure VCD1.3 SNN
benchmarking, validation, and testing around quality properties such as
robustness, performance efficiency, and deployability at the selected
edge tier (micro-edge). This enables systematic, reproducible evaluation
beyond state-of-the-art point solutions and supports consistent extension
of testing methodologies in future iterations.

44*

SYNS

Based on delivered tasks in WP4, VCD1.3 combines a VCL-based touch
sensor from AMS-CH with processor from SynSense to build a low-power,
low-latency gesture recognition system at the edge. In line with the EdgeAl
reference architecture, the sensor data is encoded and pre-processed by
Xylo, then used to train a classification model using open-source
algorithms and Python-based training frameworks from SynSense.

The trained model is deployed on the micro-edge SNN processor in an
always-on, cloud-free, and privacy-friendly setup.

45

SMARTEN

Contribution to state-of-the-art from the perspective of demonstrator
VCD2.1 and VCD2.2.

*Associated partner

11.3 Impacts to other WPs, Tasks and VCs
The outcome/impact to other WPs, Tasks and VCs are briefly described by the partners in

Table 11.2: Outcome and impact

Description

This works provides a technical overview of the proposed reference
architecture for edge Al systems, which illustrates a collaborative
technical framework that various implementation strategies can align
with. The strategies for cross-industrial verification and integration of
edge Al HW/SW and enabling technologies, as well as the mapping of the
different work package approaches and research, VCDs, and TDs using
the reference architecture. Regarding VC2, this are used in task T5.3 and
planned for inclusion in deliverable D5.3 for the demonstrators VCD2.1,
VCD2.2,VCD2.3 and VCD2.4.

The investigation of the HLC as well as the MRB process as part of VCD1.1
directly supports the developments done in WP4.The outcome of the
developments of VCD1.1 is based on the activities in WP4, task T4.1, task
T4.2 and task T4.3 will be directly used in WP5 task T5.2 and WP6 task T6.2
verify, validate and test the developments of VCD1.1.

Table 11.2.
No. Partner
SINTEF
1
IFAT
2
3 AMS-AT

Deliverable D5.2 - the mapping of VCD 1.2 to the reference architecture.
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The data extraction system developed by SCUBE for VCD1.1 directly
supports multiple efforts within WP4 and WP5 by enabling the automated
collection of structured data. This includes contributing essential input for
Al-based parameter management, root cause analysis, and data fusion in
the Smart Semiconductor Manufacturing Assistant (SSMA). The outcomes
of SCUBE's work positively impact downstream demonstrator activities by
improving the scalability and consistency of knowledge extraction tasks,
reducing the time required for critical process diagnoses, and supporting
continuous learning models to enhance system performance.

The development of the visual data extractor is part of VCD1.1 help
engineers from industry to increase diagnose production problem. It will
directly used in the activities in WP5 as well as WP6.

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator IMEC is contributing to.

The development focus is on VCD2.4. Nevertheless, the approach
implemented for the demonstrator can be adjusted to different types of
sensors while the modular design approach enables flexible integration
into the target system.

Within WP5, GNT consolidated data fusion, ML services, containerization,
federated learning and security mechanisms developed in WP4 into a
coherent HW/SW deployment strategy aligned with the Edge Al reference
architecture. This integration enabled interoperability between partner
components and supported system-level readiness.
The methodology developed in T5.1 and reported in D5.1 directly
influenced the integration and verification work in T5.2 and
T5.5, while results directly support WP6 validation and benchmarking
activities and contribute to multiple Value Chains, including VC1 (Digital
Industry - VCD1.4) and VC4 (Mobility - VCD4.2 and VCD4.3). The
integration approach establishes reusable patterns applicable across
heterogeneous edge infrastructures.

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator NEURO is contributing to.

SCUBE
4
TUWIEN
5
IMEC
6
NXP-DE
7
GNT
8
NEURO
9
COGNI
10

COGNI collaborated with GNT towards the integration of deep-edge and
meta-edge components developed within WP4 by each of the two
partners into the object recognition pipeline within VCD1.4. Integration
tests were conducted in parallel with initial KPI (as defined in WP1 and
WP2) validation measurements, with a feedback loop to address potential
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shortcomings. A full KPI validation of the resulting system is pending as
part of WP6.

11

IMST

Generated and provided several integration support documents
for the 2.4 GHz LoRa Mesh Network components, addressing
hardware/software interfaces. Implemented and provided
example code/libraries for easier access to the 2.4 GHz Mesh
Network subsystem. Delivered documents, firmware images and
hardware components to EDI (VCD4.2) and SINTEF (VCD2.3) for
integration into demonstrators.

12

HUA

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator HUA is contributing to.

13

uzL

The results of this activity will directly contribute to T5.3 and T6.3.

15

STM-FR

The outcomes of this activity will be further exploited in Tasks T5.5 and
T6.5 and will feed into the demonstrators developed for the agri-food
industry.

16

STMR-FR

The outcomes of this activity will be further exploited in Tasks T5.5 and
T6.5 and will feed into the demonstrators developed for the agri-food
industry.

17

VPHV

Main impact on VC3 (Agrifood industry).

17.1

cv

Main impact on VC3 (Agrifood industry).

17.2

VPP

Main impact on VC3 (Agrifood industry).

18

TECX

N.A.

19

CEA

Main impact on VC3 (Agrifood industry), notably related to grapes
detection for early yield prediction application (VCD3.1).

20

INPG

INPG is working on the validation of real-time object detectors. To this
purpose, we are working with URCA to see how transformers can be
adapted to different applications (including grape detection) in order to
evaluate real-time performance of these models on low-cost platforms.

21

URCA

URCA is working closely with CEA to validate the NeuroCorgi ASIC chip on
different use cases. We found that it is suitable for the easiest task like
grape or vine plant detection. For our current vine segmentation models
we are working with Dinov3 models used in TD6 to automate the labelling
process. We also have sent relevant data as use case for TD1.

22

CNRS

Main impacts on TD1 and VCD3.3.

22.1

UPHF

See CNRS above.

23

STM-IT

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
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algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator STM-IT is contributing to.

24

SCM

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator SCM is contributing to.

241

CSR

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator CSR is contributing to.

25

HTS

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator HTS is contributing to.

26

DEEPS

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4, Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator DEEP is contributing to.

27

XTE

Main impact in VC1.5 and VC1.6 with regards to human-machine
interaction, usability and acceptance

28

UNICA

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator UNICA is contributing to.

29

UNIBO

The investigation is part of WP4 and WP3 and VCD1.5

30

UMIL

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4, Regarding the
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demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator UMIL is contributing to.

31

EDI

The outcomes of this activity are further used in T5.5 and T6.5 within the
demonstrators of VCD4.1 and VCDA4.2.

32

NXP-NL

TD2 can strengthen VC5.X by enabling privacy-preserving, real-time
collaborative learning directly across resource-constrained edge devices,
reducing dependence on centralized cloud infrastructure while allowing
more adaptive and resilient distributed systems.

33

SIG

Contributions mainly impacted VCD5.2 in the digital society. However, it
is to be expected that developed methods will be reused for networks of
smart devices such as drones, smart buildings, etc.

34

TECHNO

This activity and its results mainly impacted VCD5.1 in the mobility use
case and enabled better connection with VCD5.3. The outcomes of this
activity provided a framework in which to share our findings on NXP's i.MX
8M plus and the STM32Ne6.

35

ALMENDE

We have collaborated intensely with Signify setting up a joint living lab
environment that produced a wealth of data used in the development of
the aforementioned detection algorithms.

36

TUE

TUE leads VCD5.3, which integrated and validated efficient encoder-only
vision transformers (ViTs) for computer vision tasks from TD6. In VCD5.3,
in cooperation with TECHNO, the encoder-only models from TD6 were
validated for traffic surveillance applications that require precise pixel-
level masks for each traffic participant and background objects.
Furthermore, in VCD5.3, the models were deployed on Nvidia Jetson GPU-
enabled edge Al devices. Together with NXP, the base ViTs were
successfully deployed on the i.MX product family, including i.MX 8M.

37

FE

N.A. (FE decided to terminate its involvement in the project during the
project month m37 (December 2025), and all remaining activities (and
budget) for the remaining period have been transferred to a new partner
SMARTEN and reported by them).

37.1

NXTEN

This works provides a technical overview of the proposed reference
architecture for edge Al systems. Regarding the VC2 demonstrators, these
strategies for cross-industrial verification and integration of edge Al
HW/SW and enabling technologies, are used in task T5.3 which will be
reported in deliverable D5.3 for the demonstrators VCD2.1 and VCD2.2.

38

PROLUX

N.A. (PROLUX decided to terminate its involvement in the project during
the project month m31 (June 2025), and all remaining activities (and
budget) for the remaining period have been transferred to NXTECH and
reported by them).

39

NXTECH

This works provides a technical overview of the proposed reference
architecture for edge Al systems. Regarding the VC2 demonstrators, these
strategies for cross-industrial verification and integration of edge Al
HW/SW and enabling technologies, are used in task T5.3 which will be

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.

53



<hipsyy

Co-funded by
the European Union

reported in deliverable D5.3 for the demonstrators VCD2.1, VCD2.2, and
VCD2.3.

40

ITML

The outcomes mainly impact WP5 (T5.5) and WP6 (T6.5) through the
integration, deployment, and validation of the enhanced Federated
Learning (FL) system and the development of two ML pipelines: the AQI
Forecasting model (FL-based) and the RSPU Health and Performance
Anomaly Monitoring (HPAM) model. In WP5, ITML's work supports the
integration of the trained models with GNT's modules, their deployment
on the EDI infrastructure, the integration of FL clients and server, and the
execution of stress-test scenarios on NVIDIA Jetson devices to generate
and validate datasets for HPAM. In WP6, both models and the FL
framework are used for internal benchmarking, comparative evaluation
of model configurations and parameterizations, and the preparation of
validation methodologies under production-like conditions. While aligned
with architectural guidelines from WP2, the main impact lies in
operationalizing the FL system and delivering production-oriented
training and inference pipelines for HPAM and AQI prediction within
VCD4.2, with demonstrated cross-VC reuse potential in VCD1.4 and
VCDA4.1, supporting scalability and increased TRL through field validation
and pre-exploitation activities.

41

CONV

N.A.

42

HMU

The work on the reference architecture followed the requirements and
specifications defined in WP1, the system design concepts presented in
WP2, the HW developments in WP3 and the Al-methods, models,
algorithms and data processing developed in WP4. Regarding the
demonstrators, these strategies for cross-industrial verification and
integration of edge Al HW/SW and enabling technologies, are used in the
following WP5 tasks and for the demonstrator HMU is contributing to.

43*

AMS-CH

Deliverable D5.2 - the mapping of VCD 1.3 to the reference architecture.

44*

SYNS

Mapping the system developed in VCD1.3 to the reference architecture
enables a systematic analysis, standardised comparison, and structured
evaluation. This will facilitate efficient and meaningful benchmarking,
validation, and testing activities in WP6.

45

SMARTEN

This works provides a technical overview of the proposed reference
architecture for edge Al systems. Regarding the VC2 demonstrators, these
strategies for cross-industrial verification and integration of edge Al
HW/SW and enabling technologies, are used in task T5.3 which will be
reported in deliverable D5.3 for the demonstrators VCD2.1 and VCD2.2.

*Associated partner

11.4 Contribution to demonstration

Table 11.3 briefly describes the relation between the VC partners work and the ongoing
demonstrators (VCDs).

Table 11.3: Demonstrator contribution

VCD

Description
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VCD 1.1 The Edge Al system reference architecture helps structure VCD1.1
benchmarking, validations, and testing against quality properties functional
suitability w/ functional appropriateness, maintainability w/ modularity and
performance efficiency w/ time-behaviour. This enables a systematic testing and
validation beyond state-of-the-art for meta-edge deployment.

VCD 1.2 For VCD1.2, the Edge Al systems reference architecture provides a common
frame to assess validation results in terms of reliability, availability, and
maintainability. By embedding verification activities such as real-time residual
tracking and VeriACT-based analysis into this architectural view, system-level
validation becomes repeatable and well aligned with the needs of industrial
meta-edge deployments.

VCD 1.3 The Edge Al systems reference architecture supports the structuring of VCD1.3
SNN benchmarking, validation, and testing along quality properties such as
robustness, performance efficiency and deployability at the selected micro-edge

tier.
VCD 1.4 COGNI & GNT: GNT ensured secure and reliable data exchange by integrating
encrypted pub/sub communication, access control mechanisms and

containerized data fusion services within the industrial edge infrastructure,
enabling interoperable and scalable deployment.

COGNI & GNT: COGNI implemented a modular, containerised deployment of
components separated by their function (Al-serving, hardware drivers,
communication management) focused on ease-of-maintenance, scalability, and
upgradability.

VCD 1.5 The Edge Al systems reference architecture provides the structural integration
framework for the Al-based quality control for woodwork production process
demonstrator (VCD1.5), which includes Al-based HW/SW edge platform, Al
algorithms training, and distributed learning mechanisms for continuous
training and transfer learning.

VCD 1.6 The Edge Al systems reference architecture provides the structural integration
framework for the Al-based defect detection in SoM assembly process
demonstrator (VCD6.1), which includes system in module (SoM), Al-based
HW/SW edge platform, Al algorithms training, and distributed learning
mechanisms for continuous training.

VCD 2.1 The Edge Al systems reference architecture provides the structural integration
framework for the intelligent water tank energy optimization demonstrator (VCD
2.1)which comprises of an Al-based HW/SW solution including Al algorithms, and
the MW for processing at the energy data at the edge.

VCD 2.2 The Edge Al systems reference architecture provides the structural integration
framework for the embedded edge approaches for intelligent distributed energy
systems demonstrator (VCD 2.2) which aims to investigate embedded edge
approaches for developing a system that provides automated edge processing
with Al capabilities to self-regulate and optimise the consumption and exchange
of energy.

VCD 2.3 The Edge Al systems reference architecture provides the structural integration
framework for the mesh intelligent lighting demonstrator (VCD 2.3) which aims
to develop Al-enabled HW/SW nodes that cooperate with the driver electronics
of the light fixture, and a reconfigurable Al-based mesh architecture.
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VCD 2.4

The reference architecture presented in this deliverable provides a structured
framework for evaluating and contextualizing the developed solution. In VCD 2.4
an intelligent sensor-based approach for detecting fault injection attacks,
focusing on a low-power implementation suitable for micro-edge devices was
developed. The architecture’'s emphasis on quality properties such as security
and reliability helps to structure a systematic verification and benchmarking
process.

VCD 3.1

The Ede Al systems reference architecture defines the model deployment
evaluation through benchmarking for real-time inference on multiple devices
(Jetson, STM32 N6 and MP2 and NeuroCorgi) with limited impact on accuracy
drop. For VCD3.1, 640p images are enough and allow us to evaluate low-powered
edge devices such as the NeuroCorgi chip.

VCD 3.2

The Edge Al systems reference architecture provides the structural integration
framework for the vineyard environment monitoring demonstrator (VCD3.2),
which include edge Al-based platforms for end-to-end monitoring, advanced
multicore SoC architecture, scalable Al-based energy efficient techniques,
robustness and security attack resilience of the Al implementation, and
integration of modular sensors into novel HW/SW Al open architecture
platforms.

VCD 3.3

The Ede Al systems reference architecture defines the model deployment
evaluation through benchmarking for real-time inference on multiple devices
(Jetson, STM32 N6 and MP2 and NeuroCorgi) with limited impact on accuracy
drop. For VC3.3, disease detection in the vineyard needs high resolution images
which is a real challenge for edge devices such as the STM32 N6 and MP2. We
are at the limit of what can be done on this kind of hardware.

VCD 3.4

The Edge Al systems reference architecture provides the structural integration
framework for the “Prise de Mousse” demonstrator (VCD3.4), which include Al-
based edge platforms for end-to-end HW/SW solutions, implementation of
reconfigurable Al-based architectures, increased re-useability and upgradability
of multisensory systems, anomaly detection and localisation, Al-based
METAVERSE supporting different HW platforms, and 3D user interface to the loT
devices.

VCD 4.1

The Edge Al systems reference architecture provides the structural and
integration framework for distributed intelligence across mobile agents. The
proposed architecture enables systematic mapping of Al models, embedded
hardware platforms, and communication layers across the edge-to-cloud
continuum, supporting cognitive multi-agent platform.

VCD 4.2

EDI, GNT, ITML, HUA & IMST: GNT deployed and verified federated learning for
distributed time-series model training across RSPUs and integrated ITML's
models into a production-grade edge service. GNT developed, deployed and
configured a dual data fusion mechanism at the deep and meta edge layers
that was responsible for the collection, transmission, pre-
processing, storage and re-distribution of data. Verification was focused on
operation under constrained mobility-aware edge conditions.

ITML contributed to the FL orchestration mechanisms (enhanced server with
early stopping, experiment tracking, and privacy support) and the AQI time-
series model training/inference pipeline. GNT deployed and verified federated
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learning for distributed time-series model training across RSPUs and integrated
ITML's models into a production-grade edge service. The system was deployed
on the EDI infrastructure and validated under constrained, mobility-aware edge
conditions. The demonstrator will primarily showcase the AQI FL model,
highlighting distributed training, edge deployment, and real-time inference
capabilities in an operational environment.

VCD 4.3

NEURO & GNT: GNT integrated containerized data fusion and secure messaging
services within a distributed edge environment, enabling maintainable and
secure analytics orchestration across heterogeneous edge devices.

VCD 5.1

The proposed reference architecture provides the adaptable framework for
deploying low power hardware platforms for different use-cases and
maintaining interoperability across the edge-to cloud continuum. Thus, allowing
us to create multiple demonstrators from traffic management in mobility to
anomaly detection in transformer rooms.

VCD 5.2

The Edge Al systems reference architecture provides meaningful dimensions for
describing the Al system. It supports the explanation of the system in various
aspects.

VCD 5.3

TUE leads VCD5.3, which integrated and validated efficient encoder-only vision
transformers (ViTs) for computer vision tasks from TD6. In VCD5.3, in
cooperation with TECHNO, the encoder-only models from TD6 were validated
for traffic surveillance applications that require precise pixel-level masks for each
traffic participant and background objects. Furthermore, in VCD5.3, the models
were deployed on Nvidia Jetson GPU-enabled edge Al devices. Together with
NXP, the base ViTs were successfully deployed on the i.MX product family,
including i.MX 8M.

11.5 Other conclusions and lessons learned

Table 11.4 briefly describes other conclusions and learnings derived during the execution
of the task activities described in this deliverable.

Table 11.4: Other conclusions and learnings

No. Partner Description

SINTEF Working on the cross-industrial strategies for the Edge Al systems

reference architecture involved many challenges and considerations to
take into account. These also showed us the need for and importance of
such a reference architecture.

2 IFAT N.A.

AMS-AT  |Using the Edge Al systems reference architecture helps VCD 1.2 identify

common  architectural patterns  with  other VCDs (e.g.
quality-property-driven validation and system-level verification), while

clearly distinguishing its specific meta-edge characteristics such as
on-premises deployment, data-centric pipelines, and residual-based
monitoring.

4 SCUBE In a complex environment finding root causes based on models or

algorithms alone is not feasible. Creating opportunity to document tacit
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knowledge in a format which enables future models to accelerate this
process is solving a part of the redundancy inherited.

TUWIEN  [N.A.

IMEC N.A.

7 NXP-DE N.A.

GNT The integration process revealed that combining components developed
across different WPs requires significantly more alignment effort than
initially anticipated, particularly regarding data models,
interface specifications and deployment assumptions. Even when
components are technically mature, integration gaps emerge at system

8 level. Furthermore, verification under  constrained edge hardware
exposed performance trade-offs between model complexity, latency and
resource consumption, requiring iterative tuning and optimization.
Federated Learning in distributed environments also introduced
communication overhead and synchronization challenges that must be
carefully managed to remain efficient under operational conditions at the
edge.

9 NEURO N.A.

10 COGNI N.A.

11 IMST N.A.

12 HUA N.A.

13 uZL N.A.

15 STM-FR N.A.

16 STMR-FR N.A.

17 VPHV N.A.

17.1 cv N.A.
17.2 VPP N.A.

18 TECX N.A.

19 CEA N.A.

INPG The wide range of object detectors allows us to find the adequate solution
for each specific type of application. We have observed that energy
efficiency can only be achieved on low-resolution image inferences and

20 that, and that for difficult detection tasks, transformers perform better
than other models. One of the main challenges in training transformers
is data availability, a problem that can be overcome by generative models
(especially for imbalanced classes).

URCA In our experiments we found that available European technology is not
yet ready for high-resolution image processing (1024p or higher) in real-

21 time. Processing power is also not the only thing to consider, as the
documentation, APIs, software, and the overall ecosystem around an
edge device is really important (practicality matters).

22 CNRS N.A.
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22.1 UPHF N.A.
23 STM-IT N.A.
24 SCM N.A.
241 CSR N.A.
25 HTS N.A.
26 DEEPS N.A.
27 XTE co-creation between end-users and technology providers is key for
system usability and acceptance.
28 UNICA N.A.
UNIBO The results are currently limited to early-stage prototypes (low TRL) and
29 serve primarily to de-risk the integration concept and to identify the key
system-level requirements for deploying neuromorphic sensing and SNN
acceleration in industrial edge settings
30 UMIL N.A.
31 EDI N.A.
NXP-NL  |TD2 shows that meaningful collaborative intelligence can emerge entirely
32 at the edge, demonstrating that decentralized training on constrained
devices is not only feasible but practical, scalable, and privacy-preserving.
33 SIG N.A.
TECHNO |The reference architecture enables easier sharing of results in regards to
34 migration from the deep edge to the micro edge thus decreasing the
barrier towards adoption of this technology
ALMENDE |As we found we are running out of resources on our current Crownstone
35 hardware platform the goal of inferring users' intentions from the data is
not yet attainable. We are now studying more hybrid approaches
involving nodes providing higher computational power.

TUE Technologies like flash attention are important for enabling real-time
vision transformer inference on edge Al devices. When supported at the
hardware/middleware layer, many model-architecture and software-level
optimisations, such as token merging as in ALGM, become redundant or

36 can even cause significant overheads, limiting their effectiveness. It is
therefore advisable to use Al model architectures as close as possible to
standard vision transformers, so that the gains of flash attention can be
maximised. This philosophy served as the basis for TU/e's encoder-only
developments, leading to beyond-state-of-the-art performance in terms
of accuracy and efficiency.

FE N.A. (FE decided to terminate its involvement in the project during the

37 project month m37 (December 2025), and all remaining activities (and
budget) for the remaining period have been transferred to a new partner
SMARTEN and reported by them).

371 NXTEN The usefulness of an Edge Al systems reference architecture in the

verification and integration of the VCD2.1 and VCD2.2 demonstrators.
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PROLUX  |N.A. (PROLUX decided to terminate its involvement in the project during
the project month m31 (June 2025), and all remaining activities (and
budget) for the remaining period have been transferred to NXTECH and
reported by them).

38

NXTECH |The usefulness of an Edge Al systems reference architecture in the
39 verification and integration of the VC2 demonstrators (VCD2.1, VCD2.2
and VCD2.3).

ITML Extending the Flower-based FL stack with server-side early stopping and
MLflow tracking significantly improves orchestration efficiency, prevents
unnecessary communication rounds, and preserves the best-performing
global model without degrading AQI forecasting accuracy. Enabling
server-side differential privacy demonstrated that privacy guarantees can
be strengthened without prohibitive performance penalties in time-series
FL workloads. Horizontal scalability and personalization mechanisms are
critical next steps for heterogeneous loT environments, especially when
scaling to larger RSPU networks. In HPAM, window-based detection
(EWMA combined with count thresholding) proved more robust than per-
point anomaly decisions under non-stationary operating conditions.
Comparative benchmarking showed that One-class SVM offers a strong
balance between predictive performance and deployability on Jetson-
class edge devices. The experience highlighted the importance of
40 systematic telemetry logging and controlled stress-test dataset
generation for HPAM model design, training, and validation. Overall,
production-ready prototypes were achieved for both the enhanced
Federated Learning (FL) framework and the HPAM pipeline. The execution
of these activities highlighted that robustness of edge Al solutions is
strongly dependent on the availability of sufficiently diverse and
representative datasets, especially for anomaly detection under
heterogeneous and non-stationary operating conditions. It was also
observed that cross-device validation is important to properly assess
generalization beyond a single hardware configuration. For FL-based
time-series training, scalability considerations and orchestration
efficiency (e.g., controlled training rounds and systematic experiment
tracking) proved critical for stable operation in distributed edge
environments. These insights provide practical guidance for integration,
validation, and benchmarking activities during the final project phase.

41 CONV N.A.

42 HMU N.A.

AMS-CH For VCD 1.3, the reference architecture enables better comparison with
other VCDs by highlighting shared quality concerns (robustness,
43* performance efficiency) while making its micro-edge-specific constraints
explicit, such as ultra-low-power inference, sensor-level processing, and
neuromorphic deployment.

SYNS Adopting a structured mapping of different EdgeAl systems to the
44* reference architecture ensures clear communication, improves
collaboration, and enables more efficient joint debugging.

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.

60



s::hipSJU

Co-funded by
the European Union

SMARTEN |The usefulness of an Edge Al systems reference architecture in the

45 validation and testing of the VCD2.1 and VCD2.2 demonstrators.

*Associated partner
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