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1 Publishable summary

The report compiles best practices and a roadmap for edge Al benchmarking, validation,
and testing, guiding future research and industrial use. It summarises achievements,
validation evidence, and gaps across five edge Al value chains, showing progress from
model feasibility to operational systems integrating sensing, inference, secure
communication, human feedback, and deployment on industrial hardware.

Successful solutions are integrated edge systems in diverse applications like
manufacturing, metrology, sensing, inspection, optimisation, energy, security, monitoring,
and activity inference. Key benefits include reduced cloud reliance, lower latency,
enhanced privacy, lower power use, improved resilience, lower costs, explainability, and
suitability for environments unsuited to cloud/server solutions. Quantitative results show
target-exceeding performance in causal-link extraction, inspection speed, latency
reduction, network reliability, detection accuracy, and power efficiency.

2 Non-publishable summary

N.A. (this document is public).

3 Introduction and scope

3.1 Purpose and target group

The report presents a compilation of best practices derived from methodologies used in
benchmarking, validation, and testing of edge Al in the project. It also outlines a roadmap
for edge Al validation to guide future research projects, as well as industrial
developments.

3.2 Table contributions of partners

The activities and contributions of the partners involved are briefly described in Table 3.1.
Table 3.1: Partner contribution

Partner |Contribution

SINTEF  |Contribution to VC2 (VCD2.2, VCD2.3)

IFAT Contribution to VC1 (VCD1.1)

AMS-AT |Contribution to VC1 (VCD1.2)

SCUBE Contribution to VC1 (VCD1.1, VCD1.2, VCD1.3)
TUWIEN |Contribution to VC1 (VCD1.1)

IMEC Contribution to VC4 (VCD4.1)

NXP-DE |Contribution to VC2 (VCD2.4)

GNT Contribution to VC1 (VCD1.4); VC4 (VCDA4.2, VCDA4.3)
NEURO |Contribution to VC4 (VCD4.3)

COGNI Contribution to VC1 (VCD1.4)

IMST Contribution to VC4 (VCDA4.2)

HUA Contribution to VC4 (VCD4.2)

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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uzL Contribution to VC2 (VCD2.4)

STM-FR  |Contribution to VC3 (VCD3.1, VCD3.2, VCD3.3, VCD3.4)
STMR-FR |Contribution to VC3 (VCD3.4)

VPHV Contribution to VC3 (VCD3.1, VCD3.2, VCD3.3)

cv Contribution to VC3 (VCD3.1, VCD3.2, VCD3.3, VCD3.4)
VPP Contribution to VC3 (VCD3.4)
CEA Contribution to VC3 (VCD3.1)

INPG Contribution to VC3 (VCD3.1, VCD3.3)
URCA Contribution to VC3 (VCD3.1, VCD3.3, VCD3.4)
CNRS Contribution to VC3 (VCD3.2, VCD3.3)
UPHF Contribution to VC3 (VCD3.2, VCD3.3)
STM-IT Contribution to VC1 (VCD1.5, VCD1.6)

SCM Contribution to VC1 (VCD1.5)
CSR Contribution to VC1 (VCD1.5)
HTS Contribution to VC1 (VCD1.6)
DEEPS Contribution to VC1 (VCD1.5, VCD1.6)
XTE Contribution to VC1 (VCD1.5, VCD1.6)

UNICA Contribution to VC1 (VCD1.5, VCD1.6)
UNIBO Contribution to VC1 (VCD1.5, VCD1.6)
UMIL Contribution to VC1 (VCD1.5, VCD1.6)

EDI Contribution to VC4 (VCD4.1, VCDA4.2)
NXP-NL |Contribution to VC5 (VCD5.1, VCD5.2, VCD5.3)
SIG Contribution to VC5 (VCD5.2)

TECHNO |Contribution to VC5 (VCD5.1, VCD5.3)
ALMENDE |Contribution to VC5 (VCD5.2)

TUE Contribution to VC5 (VCD5.1, VCD5.2, VCD5.3)
NXTECH |Contribution to VC2 (VCD2.1, VCD2.2, VCD2.3)
NXTEN  |Contribution to VC2 (VCD2.1, VCD2.2)

ITML Contribution to VC4 (VCDA4.2)

CONV Formed the basis for Al benchmarking, validation and testing in task 76.1 (VC1-VC5).
HMU Contribution to VC3

AMS-CH* |Contribution to VC1 (VCD1.3)

SYNS* Contribution to VC1 (VCD1.3)

SMARTEN |Contribution to VC2 (VCD2.1, VCD2.2)

* Associated partner

3.3 Relation to other activities in the project

This work is based on the work carried out in work package WP6 (Benchmarking,
validation and testing) and task T6.01 (Methodologies for edge Al benchmarking,
validation, and testing in the application domains). Leveraging the actions in WP1 (Edge
Al Technologies and Applications Requirements and Specifications), this task (76.01)
addressed the validation and testing of edge Al deployed in various industrial
demonstrators. In addition, WP5 (Edge Al Technology Verification and Integration for
Vertical Applications) is addressed through the edge Al systems reference architecture
together with the integration of enabling technologies, presented in deliverable D5.7 [6]
and D5.2-D5.6 [1]-[5] respectively. The success of edge Al solutions and their benefits was

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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proven corresponding to the initial state-of-the-art and practices defined in each of the
five value chains (VCs).

Furthermore, common benchmarking methodologies was outlined as an orientation for
the domain-specific validation and testing in tasks T6.2-T6.6. Cross-industrial technical
developments were evaluated based on their performance and applicability in different
industries. Finally in this report (D6.07), results and open challenges are identified, serving
as a roadmap for upcoming edge Al undertakings and providing direction for technical
developments in the future. The report covers a compilation of best practices based on
the results of the methodologies for benchmarking, validation, and testing of edge Al in
the deliverables D6.2-D6.6 [8]-[12]. It distils the roadmap for edge Al validation in future
research projects as well as in industrial developments.

4 Description of the technical work

4.1 Best practices and synergies in industrial application domains

4.1.1 Compilation of best practices based on the mapping to the edge AI systems
reference architecture

The proposed edge Al reference architecture developed was presented in deliverable

D5.07 [1], and reproduced in Figure 4.1.

Figure 4.1: Graphical representation of the 3D edge Al reference architecture [1]
It is structured as a 3D model, providing a holistic view of the edge Al system. The multi-
view approach ensures that all aspects of the edge Al system, from physical data
generators, to hardware, software, Al frameworks, and data layered planes, edge Al
quality properties and the edge granularity across the edge-to-cloud processing
continuum are addressed simultaneously. The three axes of the 3D Edge Al reference
architecture are as follows: The first dimension (X-axis) represents the “Edge Al quality
properties”, the second dimension (Y-axis) represents the “Edge Al technology stack”, and
the third dimension (Z-axis) represents the “Edge Granularity Across the Edge-to-Cloud
Processing Continuum”. Based on the information reported by the EdgeAl project
demonstrators on mapping to the edge Al system refence architecture in work package

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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WP5, some statistical analyses of how the demonstrators address the three dimensions
are carried out below.

4.1.1.1 Edge AI quality properties

The targeted edge Al quality properties of the demonstrators (VCDs) were defined
through the non-functional requirements (NFR) in work package WP1. Table 4.1
summarise the edge Al quality properties addressed by the respective demonstrators as
reported in the reference architecture mapping in work package WP5. For more in-depth
description, we refer to the deliverables D5.2-D5.7 [1]-[6]. Note that in the following, the
term “inside” indicates development within the project, while the term “outside” indicates
development external to the project. The table differentiates between development
occurring within (In) and outside (Out) the project, addressing on their respective quality
attributes. Most of the functions addressing the quality properties are developed inside
the project (97%).
Table 4.1: Edge Al quality properties

VC1 VC2 VC3 VC4 VC5
Digital industry Energy Agri-food and Mobility Digital society
beverage
Capability VCD1.2 (In) VCD2.1 (In) VCD3.1 (In) VCD4.1 (In) VCD5.1 (In)
VCD1.3 (In) VCD2.3 (In) VCD3.3 (In) VCD4.3 (In) | VCD5.2 (In x3)
VCD1.6 (In) VCD5.3 (In)
Reliability VCD1.2 (In) VCD2.1 (In) VCD3.1 (In) VCD4.2 (In) VCD5.1 (In)
VCD1.3 (In) VCD2.2 (In) VCD3.3 (In) VCD5.2 (In)
VCD1.4 (In) VCD2.3 (In) VCD5.3 (In)
VCD1.5 (In) VCD2.4 (In)
VCD1.6 (In)
Security VCD1.3 (In) VCD2.1 (In) N.A. VCDA4.2 (In) VCD5.3 (In)
VCD1.4 (In) VCD2.3 (In) VCDA4.3 (In)
VCD1.6 (In)
Maintainability VCD1.1 (In) VC2.2 (In) VCD3.2 (Out) | VCD4.3(In) VCD5.1 (In)
VCD1.2 (In) VCD3.4 (Out)
VCD1.3 (In)
VCD1.4 (In)
VCD1.6 (In)
Flexibility VCD1.4 (In) VCD2.2 (In) VCD3.1 (In) VCDA4.1 (In) VCD5.1 (In)
VCD1.6 (In) VCD3.3 (In) VCDA4.2 (In)
Safety VCD1.6 (In) N.A. N.A. N.A. N.A.
Suitability VCD1.1 (In) N.A. N.A. VCDA4.1 (In) N.A.
VCDA4.2 (In)
VCDA4.3 (In)
Efficiency VCD1.1 (In) VCD2.4 (In) N.A. N.A. N.A.
VCD1.3 (In x2)

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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Inside VCD (In), Outside project (Out).

Figure 4.2 shows the distribution between quality properties addressed based on
functions developed inside and outside the project. All quality properties are addressed
by inside development (100%), except from maintainability where 80% are developed
inside the project which is related to wireless communication (OTA for Al).

Edge Al quality properties addressed

120%

100% | Ouysigien0% || Ouysisien0% || Ousisies0 fpiien?% | | Ouisisign0% || Ousisies0% || Ouisises0%

0ut5|d e, 20%
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I In3|

ns-ﬂ% Insi-O% Ins
40%

- l
0%

Capability Reliability Security  Maintainability  Flexibility Safety Suitability Efficiency

0% || Insitley80% | Insitley800% | nsifieydfos

M Inside M OQutside

Figure 4.2: Functions reported based on development inside vs outside the project;
percentage distribution for each quality property addressed

Figure 4.3 show the demonstrator functions reported used in the project regardless of
whether it is developed inside or outside the project, percentage distribution among the
quality property categories.

Edge Al quality properties addressed
Eﬂlclem:y

Sultablllty

Safety
Flexibility
16%

Maintainability
16%

Capability
22%

Reliability
22%

Security
11%

m Capability = Reliability m Security ® Maintainability ® Flexibility m Safety m Suitability » Efficiency

Figure 4.3: Functions reported used in the project regardless of whether it is developed
inside or outside the project; percentage distribution among the quality property
categories
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The results shows that the percentage distribution of reported functions including both
inside and outside development are ranging from 1% on safety to 22% on both reliability
and capability.

4.1.1.2 Edge AI technology stack

Table 4.2 summarise the edge Al technology stack levels addressed by the respective
demonstrators as reported in the reference architecture mapping in work package WP5.
For more in-depth description, we refer to the deliverables D5.2-D5.7 [1]-[6]. The table
differentiates between development occurring inside (In, InA) and outside (Out) the
project, addressing on their respective technology stack levels. Inside development is
dived into developed by the current demonstrator (In) and developed by another
demonstrator (InA). In the case of the latter, this also represents synergy effects between
the demonstrators. Most of the functions addressing the edge Al technology stack layers
are developed inside (In, InA) the project (68%).

Table 4.2: Edge Al technology stack

vc1 vC2 vC3 vca VC5
Digital industry Energy Agri-food and Mobility Digital society
beverage
Edge Al VCD1.1(In) | VCD2.1(In) | VCD3.1(In) VCD4.3(In) | VCD5.2 (Out)
Applications/ | vCD1.2(In) |VCD2.2(Out)| VCD3.2 (Out) VCD5.3 (In)
Services VCD1.3(Out) | VCD2.3(In) | VCD3.3(In)

VCD1.4 (In x2) | VCD2.4 (Out) | VCD3.4 (Out)
VCD1.5 (Out)

Edge Al VCD1.1(In) | VCD2.1(In) | VCD3.2(In) VCD4.1(In) | VCD5.1 (In)
Learning/ VCD1.2(In) | VCD2.2(In) | VCD3.4(InA) | VCDA4.1(Out) | VCDS5.2 (In x2)
Training VCD1.3(In) | VCD2.3(In) VCD4.2 (In) VCD5.3 (In)
VCD1.4(In) | VCD2.4(In)
VCD1.5 (In)
VCD1.6 (In x2)
Edge Al VCD1.3(In) | VCD2.1(In) | VCD3.1 (In) VCD4.1(In) | VCD5.1 (In)
platforms VCD2.2 (Out)| VCD3.2(In) VCD4.2 (In) | VCD5.2 (In)
VCD2.3(In) | VCD3.3(In) VCD5.3 (Out)
VCD2.4(In) | VCD3.4 (InA)
Edge Al VCD1.1(In) | VCD2.1(In) | VCD3.1(In) VCD4.1(In) | VCD5.1 (In)

Algorithms/ VCD1.2 (Out) | VCD2.2(In) | VCD3.2(In) VCD4.2 (In) | VCDS5.1 (Out)
Frameworks VCD1.3(In) | VCD2.3(In) | VCD3.3(In) VCD4.3 (In) VCD5.2 (In)
VCD1.4(In) | VCD2.4(In) | VCD3.4(InA) VCD5.3 (In)
VCD1.5 (In)
VCD1.6 (In)

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.
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Edge Al SW VCD1.1 (Out) |VCD2.1 (Out) | VCD3.1 (Out) VCDA4.1 (Out) VCDS5.1 (In)
platforms VCD1.2(In) |VCD2.2(0Out)| VCD3.2(In) VCDA4.2 (In) VCDS5.1 (Out)
VCD1.2 (Out) |VCD2.3(Out) | VCD3.3(0Out) VCD4.2 (Out) VCDS5.2 (Out)
VCD1.3(Out) | VvCD2.4 (in) VCD3.4 (InA) VCD4.3 (In) VCDS5.3 (Out)
VCD1.4 (InA x2)| VCD2.4 (Out)
VCD1.5 (Out)
VCD1.6 (In)
Edge Al HW VCD1.3(In) | VCD2.1(InA) | VCD3.1 (InA) VCDA4.1 (Out) VCDS5.1 (In)
platforms VCD1.3 (Out) | VCD2.2 (InA) VCD3.2 (In) VCD4.2 (In) VCD5.1 (Out)
VCD1.5 (0Out) |VCD2.2(0Out)| VCD3.3(InA) |VCD4.2 (Outx2)| VCD5.2 (0Out)
VCD1.6(In) |VCD2.3(Out)| VCD3.4(InA) VCD4.3 (In) VCD5.3 (Out)
VCD2.4 (Out)

Inside VCD (In), Inside another VCD/TD (InA), Outside project (Out).

Figure 4.2 shows the distribution between technology stack levels addressed based on
functions developed inside and outside the project.

Edge Al learning and training (95%), edge Al platform (86%), and edge Al algorithms and
platforms (90%) stands out with very high inside based development.

Edge Al technology stack addressed

120%
100% | Ousiegs% | T o B8 45, | OutEidE0% . ]
80% | Outside, 41% i
Outside, 60% | OUtSIes 0%
60%
40% InsiS&S6% | | | qidengko: | | Inide)8%% .
Inside; 58% .
. l . . ‘= E
- m
Edge Al Edge Al Edge Al Edge Al EdgeAl SW Edge AlHW
Applications/ Learning/ Platforms Algorithms/ Platforms Platforms
Services Training Frameworks

H Inside ™ Outside

Figure 4.4: Functions reported based on development inside vs outside the project;
percentage distribution for each technology stack layer addressed

Figure 4.5 show the demonstrator functions reported used in the project regardless of
whether it is developed inside or outside the project, percentage distribution among the
technology stack layers. The results shows that the percentage distribution of reported
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relatively evenly

Figure 4.5: Functions reported used in the project regardless of whether it is developed
inside or outside the project; percentage distribution among the technology stack layers

4.1.1.3 Edge granularity across the edge-to-cloud processing continuum

Table 4.3 summarise the edge granularity across the edge-to-cloud processing continuum
based on the integrated demonstrator (VCDs) functions reported in work package WP5.
For a more in-depth description, we refer to the deliverables D5.2-D5.7 [1]-[6]. The table
distinguish between development inside (In) and outside (Out) the project. Most of the
functions are developed inside the project (80%), and we see that majority of the inside
developed functions are at the edge.

Table 4.3: Overview of the edge granularity across the edge-to-cloud processing continuum

VC1 \'[o] vc3 VC4 VC5
Digital industry Energy Agri-food and Mobility Digital society
beverage
Micro-| VCD1.3(In) VCD2.1 (In) VCD3.1 (In) VCDA4.1 (In) VCD5.1 (In)
edge VCD1.5(In) VCD2.2 (In) VCD3.2 (In) VCD4.2 (In) VCD5.2 (In x2)
VCD1.6(In) VCD2.3(In) VCD3.3(In) VCD4.3 (In)
VCD2.4 (In) VCD3.4 (In)
Deep- | VCD1.4(In) VCD2.1 (In) VCD3.1 (In) VCD4.1 (In) VCDS5.1 (In)
edge VCD1.5 (In) VCD2.2 (In) VCD3.2 (In) VCD4.2 (In) VCD5.2 (In)
VCD1.6 (In) VCD2.3(In) VCD3.3(In) VCD4.2 (Out) VCD5.3 (In)
VCD3.4 (In) VCD4.3 (In)
Meta- | VCD1.1(In) N.A. N.A. VCDA4.1 (In) VCD5.2 (Out)
edge VCD1.2 (In) VCDA4.2 (In x2)
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Figure 4.6 is based on the integrated demonstrator functions reported in the WP5, where
we analyse the distribution between functions developed in the project and outside the
project. At micro-edge level, all reported functions were developed inside the project
(100%), and solved inference and training tasks mainly, but also some sensing and
monitoring tasks. At deep-edge level, most of the reported functions were developed
inside the project (94%) and solved inference and training tasks mainly, but also some
control and decision tasks. At meta-edge level, approximately three-quarters of the
reported functions were developed inside the project (73%), and solved different tasks as
inference, training, learning, monitoring, sensing, data fusion, and simulations. At cloud
level, approximately the half of the reported functions were developed inside the project
(47%), and solved tasks as inference, training, database, and services. Generally, the
majority of the reported functions developed outside the project covered database
functions.

Development Inside vs Outside project

120%
100% Ouitsidleat?t Ouitside’ 8% I
Qutside, 27% -
80%
QOutside, 53%
60%
Inside, 100% Inside, 94%
¥
40% InSide, 7306
0% . Inside, 47%
" ]
Micro edge Deep edge Meta edge Cloud

M Inside M Qutside

Figure 4.6: Functions reported based on development inside vs outside the project;
percentage distribution within each edge/cloud category

Figure 4.7 show the demonstrator functions reported used in the project regardless of

whether it is developed inside or outside the project, percentage distribution among the
edge/cloud categories relative to the total use of functions. The results shows that the
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percentage distribution of reported functions including both inside and outside
development are 29% at micro-edge level, 27% at deep-edge level, 19% at meta-edge level,
and 25% at cloud level.

Granularity of Edge vs Cloud processing
(Development inside and outside project)

Cloud
25%

Micro edge
29%

Meta edge
19%
Deep edge
27%

m Microedge = Deepedge = Metaedge = Cloud

Figure 4.7: Functions reported used in the project regardless of whether it is developed
inside or outside the project; percentage distribution among the edge/cloud categories

In Figure 4.8 distinguishes between the demonstrator functions reported based on
development inside (left) and outside (right) the project. The percentage distribution of
the edge/cloud categories, relative to the total inside project development used are
shown at the left side. As aimed at, 85% of the inside project development are at the edge.

The percentage distribution of the edge/cloud categories, relative to the total outside
project development used are shown at the right side. As expected, is the use of outside
developed functions is greatest in the cloud.

Granularity of Edge vs Cloud processing Granularity of Edge vs Cloud processing
(Development inside project) (Development outside project)

Cloud

Micro edge
15%

Deep edge
0% Y [ ;% y

Micro edge
36% Meta edge
25%

Cloud
67%

Meta edge
17%

32%
= Microedge = Deepedge = Metaedge = Cloud = Microedge = Deepedge ®=Metaedge = Cloud

Figure 4.8: Functions reported based on development inside (left) and outside (right) the
project; percentage distribution of the edge/cloud categories, relative to the total inside
project development used (left), and relative to the total outside project development used
(right)
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4.1.2 Cross-domain synergies

Synergy effects that have been exploited in the value chains are summarised below,
whether across the different demonstrators within the same value chain or across the
different value chains.

4.1.2.1 VC1 - Digital industry

VCD1.1 (Smart Semiconductor Manufacturing Assistant) and VCD1.2 (Virtual Metrology)
are both integrating heterogeneous data sources in a semiconductor manufacturing
environment. They share a methodological synergy through the use of VeriACT as a
traceability and evidence-collection framework. VeriACT is used to map each requirement
to a responsible domain, a test concept, a concrete verification action, the executed test
and the final review status, thereby supporting consistent validation across data
engineering, metrology and data science. In addition, VCD1.2 and VCD1.3 (Gesture
Recognition at the Edge) share challenges related to, amongst others, robustness under
real-world conditions.

VCD1.3 creates strong synergies across the value chain by integrating sensing,
preprocessing, and Al inference into a unified end-to-end pipeline, enabling reuse of
HW/SW co-design and validation methodologies across demonstrators. Its validation and
benchmarking are aligned with the NeuroBench framework, which supports standardized
and reproducible assessment of neuromorphic systems across correctness, efficiency,
and complexity metrics, both in hardware-independent evaluation and on deployed edge
hardware. It aligns with other VCDs through shared challenges such as low-latency edge
processing, hardware-aware deployment, and robustness under real-world conditions.

VCD1.4 (Distributed sensing - Large-scale Object Recognition) shares direct technical
synergies with VCD4.2 (Roadside Perception Units (RSPU) Connected with a LoRa 2.4 GHz
Mesh Network) and VCD4.3 (Condition Monitoring for Mobile Agents) demonstrators in
VC4 using common software building blocks. These include containerised services
deployed with Docker, Kafka-based messaging for asynchronous communication,
OpenSearch for data management, Grafana dashboards for data visualisation and
monitoring, and a security framework based on IAM and mTLS. These shared technologies
enable the reuse of deployment patterns, orchestration logic and secure communication
protocols across value chains, reducing fragmentation and strengthening overall project
coherence.

VCD1.5 (Al-based Quality Control for Woodwork Production Process) exhibits substantial
technical and methodological synergies with VCD1.6 (Al-based Defect Detection in SoM
Assembly Process), which focuses on anomaly detection for Printed Circuit Boards (PCBs).
Both use cases share a common objective in edge-based surface defect identification and
utilize comparable deep learning frameworks for anomaly isolation. Furthermore, the
underlying hardware and software technologies integrated into VCD1.5, specifically the
STM32 microcontroller platform and its dedicated neural processing unit (NPU) pipeline,
serve as cross-cutting elements across the project. This hardware baseline is utilized
across other technology blocks, enabling a standardized approach to model quantization,
compilation, and embedded workload optimization throughout multiple project
demonstrators.
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VCD1.6 has direct synergies with other demonstrators and technology developments in
the project. As mentioned above, the strongest synergy is with VCD1.5, because the same
Al-based defect-detection logic and CS-like inspection solution can be adapted to quality
control in woodwork production. Both use cases require image acquisition, defect
localization, classification, edge deployment, operator feedback and performance
benchmarking. The component-detection and defect-classification approach developed
for PCBA can therefore inform visual inspection in other manufacturing sectors. VCD1.6
enables cross-value-chain collaboration by offering a reference architecture for migrating
cloud Al to edge Al, with a reusable edge/server pattern for various domains. Additional
synergies include hardware partner collaboration, use of shared middleware and tools,
application of explainability and human-in-the-loop methods, contributions to
benchmarking and dissemination, and adoption of dataset and model-governance
practices for other industrial Al demonstrators. VCD1.6 also provides a pathway for SMEs,
allowing them to adopt Al-AOI with limited initial investment while benefiting from shared
datasets, progressive model improvement and optional defect testing as a service.

4.1.2.2 VC2 - Energy

The primary synergy between VCD2.1 (Intelligent water tank energy optimisation) and the
wider VC2 ecosystem centres on its close integration with VCD2.3 (Mesh intelligent
lighting). Rather than operating as isolated systems, these two demonstrators
collaborated to develop a single, shared mobile application that serves as the unified
front-end for both edge-Al services. This collaborative approach significantly streamlined
the overall engineering and design process. By uniting under a single application, the
development teams avoided duplicating their efforts and could work from a shared
roadmap covering user experience, data visualisation, and cloud backend integration. For
the end-user, this translates into a cohesive smart-home experience, allowing them to
monitor VCD2.1's Al-driven energy predictions seamlessly alongside VCD2.3's lighting
controls within the same intuitive interface.

Beyond improving usability and saving development time, the shared application acted
as an effective platform for cross-demonstrator integration testing. Because both the
water tank and lighting systems fed into the exact same client and Ul workflow, any
backend API changes made by either team were immediately tested in a shared
environment. This unified testing pipeline was important in identifying potential conflicts
early, significantly reducing the risk of costly, late-stage technical mismatches between
the two demonstrators.

The VCD2.2 (Embedded edge approaches for intelligent distributed energy systems) and
VCD2.3 demonstrators collaborated to develop two concepts for communicating and
controlling LED-based luminaries. In addition, the VCD2.2 has synergies with VCD 4.2:
Roadside Perception Units (RSPU) connected to a LoRa 2.4GHz Mesh Network that uses
the same type of LoRa modules developed by IMST, offering long-range, low-power
communication well-suited for urban environments where traditional wired setups are
impractical.

Shared hardware, software, and methodologies with other demonstrators:
e Cross VC2 synergies:
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o The Flutter mobile application is shared across VCD2.1 and VCD2.3, providing
a unified interface. The Nicla Sense ME + BME688 environmental sensing
pipeline is also shared.

o The Portenta X8 platform and containerised deployment approach are shared.
VCD2.2 implements LoRa Mesh at the network level; VCD2.3 provides BLE-
based local node control.

e Cross VC synergies:

o The m2cgen model export pipeline (Python training — C code — MCU
deployment) is reusable for any VCD requiring ultra-edge inference on
microcontrollers. The BLE GATT service framework is adaptable for other VC
demonstrators.

4.1.2.3 VC3 - Agri-food and beverage

For VCD3.1 (Vineyard yield prediction), there is a strong link with the NeuroCorgi chip
proposed in TD5 (Neuromorphic Accelerator Exploiting Non-volatile Memory Technology),
MobileNet v1 feature extractor ASIC. We have shown that using a good training loop can
compensate for the frozen backbone of the NeuroCorgi model. For grapes detection the
loss in accuracy is acceptable when you consider the heavy gain in power consumption.
To address VCD3.1, a fully autonomous system composed of a NeuroCorgi circuit, a
STM32MP2 board, a MIPI camera and a power bank was designed and assembled, which
objective was to build a compact system with a long autonomy. The VCD3.1 demonstrator
employed the following real-time video processing pipeline for grape detection and
analysis:

e Image Acquisition: Captured via a MIPI camera, the raw video feed serves as the
input source.

e Pre-processing (STM32MP2 Board): The frames are rescaled to 640x640 pixels on
the STM32MP2 microprocessor board before being transmitted to the NeuroCorgi
circuit via a USB interface.

e Feature Extraction (NeuroCorgi): The NeuroCorgi accelerator computes image
features using a MobileNet v1 neural network, pre-trained on the COCO dataset.
These compact feature representations are then sent back to the STM32MP2
board.

e Object Detection (LeYOLO): The LeYOLO object detection algorithm (developed by
URCA) processes the features to generate bounding boxes around detected grapes
in each frame.

e Tracking & Deduplication: A tracking algorithm correlates grape detections across
consecutive frames to ensure each grape is counted only once, avoiding duplicates
from temporal redundancy.

¢ Volume Estimation: The size of each bounding box is used to estimate the volume
of the corresponding grape, leveraging a predefined scaling model.

e Aggregation & Output: The system accumulates the total grape count and
cumulative volume, providing quantitative metrics for further analysis or display.
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e Display the results: A Bluetooth connexion between the STM32MP2 and an
Android phone is use used to control and display de results of the demonstration.

For the panoptic segmentation of the vine in VCD3.1, we are currently adapting the EOMT
model developed in TD6 (Vision Foundation Models at the Edge) to replace the
Mask2Former model.

Strong synergies exist between VCD3.2 (Vineyard Environmental Monitoring) and VCD3.4
(The “Prise de Mousse”), as both demonstrators are based on the same baseline loT
platform but configured in different ways to address distinct use cases. In VCD3.2, the
platform is adapted for vineyard environmental monitoring and edge Al processing,
whereas in VCD3.4 it is configured for monitoring the second fermentation process in a
different operational context. This common technological basis enables reuse of the same
core hardware and connectivity principles, while allowing the sensing, firmware, and
application layers to be tailored to the specific requirements of each demonstrator.

This shared baseline creates clear synergies in terms of reusability, modularity, and
integration efficiency. Improvements made to the common platform, including
communication stack optimisation, board-level power management, enclosure
protection, and maintainability, can benefit both demonstrators. At the same time, each
VCD demonstrates the flexibility of the underlying loT architecture in a different
environment, showing that the same platform can be configured either for outdoor
vineyard deployment or for process monitoring in fermentation-related applications.

A strong synergy exists between VCD3.3 (Vineyard Disease Identification) and VCD3.1, as
both demonstrators rely on a common hardware and processing architecture. In
particular, the same sensing device is used for image acquisition and processing in both
cases. This includes the use of the same camera system and an embedded computing
platform based on the NVIDIA Jetson Orin Nano, which runs the deployed models.

In addition, both demonstrators share the same GNSS infrastructure. The positioning
system operates in a similar manner, enabling georeferenced data collection for the
generation of spatial maps. This common setup supports the production of yield maps as
well as disease distribution maps, ensuring consistency and compatibility between
datasets generated by the two demonstrators. This shared hardware and software
framework facilitates development, integration, and comparison of results, while
reducing system complexity and deployment effort.

Additionally, technology demonstrator TD1 (Approximate computing for Federated
learning) has been integrated under VCD3.3 for validating the performance of the
demonstrator by verifying the replication of previously obtained simulation results. The
device under test for this verification is the approximate computing demonstrator,
composed of a server and two Jetson Orin based clients (one exact client and one
approximate client).
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Strong synergies exist between VCD3.4 and VCD3.2. VCD3.4 reuses the baseline loT
platform developed in VCD3.2 and adapts it to the prise de mousse use case, i.e. bottle-
level monitoring of the second fermentation process in Champagne production. VCD3.2
therefore provides the technical reference architecture, while VCD3.4 demonstrates its
extension to a more specific industrial scenario.

This common foundation enables reuse of the core hardware, communication principles,
and embedded processing approach, while allowing the sensing chain, firmware, and
application layer to be adapted to the requirements of VCD3.4. The resulting synergy
supports reusability, modularity, and integration efficiency, while reducing development
effort and facilitating transfer of technical improvements across demonstrators.

In particular, VCD3.4 benefits from the maturity of the platform established in VCD3.2,
including low-power design principles, communication stack implementation, and
embedded system integration. At the same time, VCD3.4 validates the flexibility of the
architecture in a process-monitoring context, showing that the same baseline can be
adapted from vineyard monitoring to bottle-level fermentation monitoring with limited
changes to the underlying system principles.

4.1.2.4 VC4 - Mobility

Across other VCs, the radar-camera fusion and radar imaging technology developed for
VCDA4.1 (Cognitive mobile multi agent platform) are directly relevant to VCD1.3 (Gesture
Recognition at the edge), VCD2.4 (Efficient attack-detection based on neural networks for
security-sensitive systems) and VCD3.2 (Vineyard - environment monitoring). The
structured prompt-chaining methodology of the high-level planner is a candidate for
cross-fertilisation with any VCD requiring LLM-driven autonomy at the edge.

Synergies between the VCD4.2 (Roadside Perception Units Connected with a LoRa 2.4 GHz
Mesh Network) and the VCD2.3 (Mesh Intelligent Lighting) were established through the
shared use of the LoRa 2.4 GHz Mesh Network infrastructure. The common
communication platform enables interoperable sensor and actuator integration as well
as unified remote management and monitoring capabilities. The supported devices
include the LR24 Mesh Sensor, LR24 Mesh Qwiic Relay, LR24 Mesh DALI Bridge, and LR24
Mesh BlinkM. Device configuration and management can be performed using the Edge Al
LoRa Mesh Studio.

Sensor data acquired within the VCD2.3 demonstrator are transmitted over the same
mesh infrastructure that is also used within the VCD4.2 roadside perception unit
environment. In addition, the connected actuators can either be tested locally or
controlled remotely via the mesh network. This demonstrates the flexibility and
reusability of the developed LoRa 2.4 GHz Mesh communication platform across different
demonstrator scenarios and application domains.

VCDA4.3 (Condition Monitoring for Mobile Agents) reuses the secure containerised-services
back-plane that contributes to VCD4.2, including Kafka transport, OpenSearch storage
and the TLS/RBAC security posture. The mobile-agent condition-monitoring concept is
architecturally related to VCD4.1. Shared best practices across VC4 include edge-to-cloud
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data pipeline design, containerised deployment strategies and lightweight Al inference on
constrained hardware.

Across the VCs, VCD1.3 (Gesture Recognition at the Edge) serves as a benchmark
counterpart for the neuromorphic classifier on real edge hardware, VCD1.4 (Distributed
sensing - Large-scale Object Recognition) shares the containerised-services data back-
plane. The passive-link, ultra-low-power sensor concept developed in VCD4.3 is
transferable to other condition monitoring domains, where battery-free or energy-
harvested sensing on mobile or remote assets faces similar power and communication
constraints.

4.1.2.5 VC5 - Digital society

Data from VCD5.1 (Machine Room) and mobility has been used to enrich and validate
VCD5.3 (Understanding Humans in Shared Spaces). TD2 (Microcontroller Design with
Capacitive Sensor Array and Autonomous On-Device Training System with Hardware
Acceleration) and split learning, are suitable to be implemented in VCD5.1 to offset the
drop in accuracy due to quantization of the FlowCube model. This allows multiple
platforms to collectively classify an object from multiple viewing angles.

This VCD5.3 is directly linked to the technology demonstrator TD6 (Vision Foundation
Models at the Edge). In TD6 the computer vision models were validated and demonstrated
on pre-recorded data and specifically on academic benchmarks. In VCD5.3 the computer
vision models were further developed so that they can run in real-time on Nvidia edge
platforms and take as input live video data from a camera feed.

5 Common methodologies, Al methods and enabling techniques

D6.07 deliverable synthesises the achievements, validation evidence and remaining gaps
reported for the five edge Al value chains and their value chain demonstrators. The
common conclusion is that the project has moved edge Al from isolated model feasibility
toward operational systems that combine sensing, embedded inference, secure
communications, human feedback, lifecycle validation and deployment on realistic
industrial hardware.

The most successful solutions are not only accurate models. They are integrated edge
systems: smart manufacturing assistants, virtual metrology, neuromorphic touch sensing,
MRO recognition nodes, woodwork inspection, Al-assisted AOI, local water-heater
optimisation, LoRa mesh energy nodes, intelligent lighting, attack detection on micro-
edge devices, vineyard yield and disease monitoring, mobility perception and planning,
roadside perception units, rail condition monitoring, machine-room anomaly detection,
ambient activity inference and edge-deployed foundation models.

The benefits observed across value chains are consistent: reduced cloud dependency,
lower latency, improved privacy, lower power consumption, better resilience to
connectivity disruptions, lower deployment cost, human-in-the-loop explainability, and
the possibility to deploy Al into environments where cloud-based or server-centred
solutions are operationally unsuitable. Quantitative evidence includes causal-link
extraction above target, millisecond-level woodwork inspection, substantial cloud-to-edge
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latency reduction, packet delivery above target in mesh networks, high vineyard detection
performance at optimal phenological stages, and ultra-low-power activity inference.

5.1 Main cross-cutting success pattern

e Edge Al succeeds when hardware, model architecture, data acquisition, validation
and operations are co-designed from the start, instead of treating deployment as
a late model-conversion exercise.

e The strongest demonstrators combine local inference with systematic data
pipelines: logging, dataset management, synthetic or field data expansion, update
mechanisms and performance monitoring.

e The highest transfer potential is found in methods that solve recurring industrial
constraints: sensor fusion, anomaly detection under scarce failure data,
qguantisation, model shrinking, containerised deployment, secure messaging, and
field-oriented validation.

The following part summarise the state-of-the-art advances for each value chain, the
demonstrator-specific benefits, the shared methodologies and algorithms, the synergies
among results, the open challenges and a forward roadmap for future edge Al
undertakings.

Across all VCs, the methodology is requirements-driven and validation-oriented.
Demonstrators are assessed through functional requirements, non-functional
requirements and objective-level KPIs, with evidence collected through laboratory tests,
controlled pilots, field deployments, simulator runs, expert review, cloud baselines,
manual baselines, and validation logs. This creates a common engineering language for
comparing systems that otherwise span very different industries.

Table 5.1: Common methodologies and benefits

Methodology How it appears across demonstrators Benefit

HW/SW co-design|STM32 NPUs, Jetson Orin Nano, Xylo SNN, NXP|Controls latency, energy, cost
i.MX8, passive RFID, RSPUs, edge gateways and|and accuracy trade-offs early.
MCUs are selected together with the model type.

Data-centric Synthetic 8D/FTA diagrams, PCB-SAID, facsimile|Improves coverage when real
validation failure data, field vineyard imagery, deployment|defects, diseases or failures
logs and simulator datasets fill gaps in real-world|are rare.
data.

Edge MLOps Containerisation,  Kafka/MQTT  messaging,|Turns prototypes into
dataset management, continual learning,|maintainable systems.
validation logs, performance monitoring and
OTA update needs.

Security by|TLS, X.509, differential privacy, confidentiality|Supports trustworthy
design checks, offline/BLE-only access, secure Kafka,|deployment in regulated
cryptographic roadmap for rail sensors. environments.
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5.2 Common Al methods and algorithms

e Computer vision: YOLO/ResNet, DINOv2-small  feature  extraction,
transformer/foundation-model encoders, panoptic segmentation, object
detection, defect localisation, person detection and vineyard disease detection.

e Time-series and predictive models: virtual metrology, LightGBM indoor-air-quality
forecasting, water-heater state-of-charge estimation, energy forecasting, load
profiling, condition monitoring and anomaly detection.

e Resource-efficient learning: INT8 quantisation, model shrinking, encoder-only
architectures, compressed neural networks, micro-edge CNN+LSTM models and
low-power neuromorphic classifiers.

e Sensor fusion: radar-camera terrain perception, VCSEL optical sensing plus spiking
processing, voltage/current/acoustic machine-room monitoring, RF plus radar plus
vision activity inference, and GNSS/RTK with vision for georeferenced viticulture.

e Distributed learning and intelligence: federated learning for AQI, split learning for
traffic monitoring, distributed RF processing and decentralised LoRa mesh
coordination.

Beyond state of the art, the project demonstrates that edge Al is progressing from single-
device inference toward heterogeneous, distributed, secure and adaptive systems. The
common practice shift is from “train in the cloud, deploy a static model” toward “operate
an edge intelligence lifecycle,” where models, sensors, communications and human
feedback remain connected throughout operation.

5.3 VC1 - Digital industry

VC1 focuses on digitised control systems and distributed edge Al for European digital
industry. Its demonstrators show how edge intelligence can improve quality
management, production inspection, virtual metrology, tactile sensing and maintenance
workflows. The key benefit is that Al moves closer to production assets and operators,
reducing decision latency while improving traceability and the reusability of industrial
knowledge.

Table 5.2: VC1 demonstrators’ benefits

VCD Successful edge Al solution and benefit | Development beyond state of the
art / practice

VCD1.1 Containerised meta-edge Smart|Transforms 8D/FTA technical
Semiconductor Manufacturing Assistant|diagrams into machine-readable JSON
with more than 16 connected data sources,|causal  graphs;  synthetic  data
structured causal-link extraction and digital|expansion raised causal-link accuracy
tacit knowledge support. to 81.23%.

VCD1.2 Heterogeneous semiconductor data|Moves metrology toward data-driven,
integration complements physical|ledge-assisted prediction with KPIs for
metrology and supports predictive quality|functional correctness and
quantitative error tracking.
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monitoring in real time for each wafer in a
lot rather than only a small subset.

VCD1.3 VCSEL-based touch sensor combined with a|Combines optical touch sensing with
Xylo spiking neural processor enables real-\neuromorphic processing across 16
time, ultra-low-power tactile inference with|frequency channels and
standardized benchmarking against a|demonstrates 515.3 pW total active
Raspberry Pi 5 CNN baseline. power at 100 timesteps/s real-time

throughput and 39.91 kB memory
footprint.

VCD1.4 Containerised recognition node using visual|DINOv2-small edge feature extraction
features and weight measurements;imatches cloud-reference accuracy
secured Kafka path and transparentland supports regulated MRO
user/device logging. workflows.

VCD1.5 STM32N6  NPU  performs  real-time|Unsupervised autoencoder  plus
woodwork quality control with over 1500|model shrinking avoids the need for
FPS and 1-2 ms latency. defective training samples and

supports transfer to new product
types.

VCD1.6 VisioEdgeAl modular AOI platform for SoM|Two-step YOLO/ResNet defect
and PCBA defect detection, dataset|discovery, few-shot PCB-SAID
management, continual learning and|benchmarking and multi-stage AOI

operator feedback.

address false positive/false negative
trade-offs.

VC1 demonstrates a strong pattern: edge Al for manufacturing is most valuable when it
captures industrial context, not only images. The SSMA converts tacit engineering
knowledge into digital causal structures; virtual metrology links heterogeneous process
data to quality; AOI and woodwork inspection convert production observations into
immediate quality-control signals; and MRO recognition bridges physical components
with digital work instructions. The value chain therefore advances both automation and
human-centred decision support.

Key open VC1 gaps:

e Industrial transfer of extraction and inspection models must be confirmed on real
engineer-authored reports, live lots and production hold-out sets.

e Real-time integration should be revisited where historical-data workarounds were
used due to production risk.

e Explainability, lot-level false negative/false positive validation, hardware comparison
and quantified workflow-efficiency baselines need final consolidation.
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5.4 VC2-Energy

VC2 advances edge Al at the intersection of energy, mobility and buildings. Its
demonstrators show how energy systems can move from cloud-dependent analytics to
local, privacy-preserving optimisation and monitoring. The value chain combines feature
engineering, embedded Al, forecasting, load profiling, anomaly detection, intelligent
scheduling and decentralised communications.

Table 5.3: VC2 demonstrators’ benefits

VCD Successful solution and validation result Benefits and advances

VCD2.1 Edge-Al water-heater ecosystem with INT8|Transforms a traditional appliance into
neural network on STM32MP257F-DK2 NPU;|a local energy asset. Quantisation
state-of-charge MAE of 4.8%; confidentiality|balances accuracy, power and latency
target met. while preserving privacy.

VCD2.2 Modular 2.4 GHz LoRa mesh architecture for|Overcomes sub-GHz payload
rich multi-sensor energy data; indoor range|constraints and supports
above target; reusable communication and|decentralised energy nodes in
sensing. obstructed buildings.

VCD2.3 Embedded node integrates seven|Shows a complete path from sensing
environmental parameters, LightGBM I|AQ|to training to constrained MCU
prediction, BLE control and LoRa mesh|deployment without cloud
interoperability; rapid self-healing target|dependency.

met.

VCD2.4 Efficient Al-based misbehaviour detection on|Extends classical predefined decision
resource-constrained micro-edge devices|criteria with more flexible Al-
using sensor information. supported detection while limiting
impact on the main application.

The strongest VC2 benefit is operational autonomy. Local water-heater optimisation
reduces dependence on external services and protects household data. Mesh-connected
nodes enable building-scale sensing and actuation where structural obstacles or payload
limits constrain conventional wireless deployments. Intelligent lighting shows how
comfort, energy consumption and environmental quality can be optimised locally. Attack
detection adds a security dimension by demonstrating that Al can support behaviour-
based protection even on constrained devices.

Methods and synergies:

e Quantised neural networks, LightGBM forecasting and feature engineering create a
common predictive layer for energy optimisation and indoor-environment control.

e LoRamesh, BLE GATT and energy gateways provide reusable communication patterns
for mobility, building and digital society demonstrators.

e Security and privacy are treated as non-functional requirements, not afterthoughts:
confidentiality, offline access, vulnerability assessment and attack detection are part
of the system design.
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e Concurrent operations still expose latency and responsiveness trade-offs, especially
where model compression and hardware constraints interact.

e Software abstraction layers, 12C/DALI bridging drivers, routing algorithms and OTA
update pipelines need strengthening before commercialisation.

e Long-term validation in uncontrolled environments is needed to assess seasonal drift,
demand spikes, 2.4 GHz RF interference and harsh conditions.

5.5 VC3- Agri-food and beverage

V(3 validates edge Al for agrifood and beverages, especially precision viticulture and
champagne production monitoring. The main achievements are field-deployable sensing,
embedded Al, GNSS/RTK geolocation, disease-risk prediction and low-power connectivity.
The benefit is that data can be captured and interpreted close to the vineyard or process
equipment, reducing transfer needs and enabling targeted interventions.

Table 5.4: VC3 demonstrators’ benefits

VvCcD

Successful solution and result

Benefits and beyond-state-of-
art contribution

VCD3.1

Edge Al system combines embedded
processing, Al models and GNSS geolocation.
Grape counting errors are below 15% at
optimal stages and about 4% for Chablis and
Cordon pruning systems at BBCH 77-79.

Shows practical autonomous data
acquisition and high-performance
yield estimation under vineyard
operating conditions.

VCD3.2

STM32WL5M low-power monitoring node
with LoRaWAN, pluviometer/weather station,
adaptive radio settings and disease-risk
prognostic services.

Confirms that far-edge sensing
and power management can
support  long-term outdoor
operation and vineyard disease-
risk prediction.

VCD3.3

Jetson Orin Nano supports high-resolution
1024p inference; RTK GNSS enables
georeferenced disease maps with parcel-
level insight.

Combines edge disease detection,
autonomous  acquisition and
spatial mapping while limiting
data transfer and  offline
processing needs.

VCD3.4

Bottle-level sensing, low-power connectivity
and local intelligence for second-
fermentation pressure monitoring; lab
validation agrees with reference
measurements.

Adapts the vineyard sensing
platform to a process-monitoring
use case, showing platform reuse
across agrifood contexts.

VC3 demonstrates that edge Al is especially valuable where connectivity, labour and
environmental variability make cloud-first approaches less practical. Edge inference

This document and the information contained may not be copied, used, or disclosed, entirely or partially, outside of the
EdgeAl Chips JU project consortium without prior permission of the beneficiaries in written form.

25



<hipsyy

Co-funded by
the European Union

allows more targeted data capture, while GNSS/RTK makes the result actionable in space.
Platform reuse between VCD3.2 and VCD3.4 is a notable synergy: the same low-power
architecture supports both distributed vineyard monitoring and bottle-level laboratory
process monitoring.

Methods and synergies:

e Computer vision, panoptic segmentation, berry and vine detection, disease
detection and geospatial mapping create a reusable precision-agriculture
perception stack.

e LoRaWAN, adaptive radio settings and board-level power management connect
V(3 to low-power methods used in VC2, VC4 and VC5.

e Open disease datasets compensate for limited visible symptoms in the Pommery
vineyard, showing the importance of external data reuse when field events are
sparse.

Key open VC3 gaps:

e Full real-time processing is not yet complete for all high-resolution vineyard tasks;
pipeline optimisation and parallel processing remain priorities.

e Large-scale deployment requires more robust performance under different
seasons, lighting, disease prevalence, pruning systems and connectivity
conditions.

e Spatial accuracy depends on RTK/GNSS connectivity; future systems need graceful
degradation and stronger data fusion for field-scale autonomy.

5.6 VC4- Mobility

V(4 focuses on edge Al for mobile robotics, cooperative intelligent transport and mobile-
agent condition monitoring. The common goal is real-time perception, planning and
diagnostics on mobile or roadside platforms where cloud latency and connectivity
dependency are unacceptable. The value chain combines LLM planning, vision-language
and CNN-LSTM models, camera-radar fusion, semantic mapping, LoRa mesh networking,
federated learning, anomaly detection, passive RFID and neuromorphic classification.

Table 5.5: VC4 demonstrators’ benefits

VCD Successful solution and result Advances and benefits

VCD4.1 Natural-language planning meets plan{Advances edge-deployable LLM
generation/execution targets; CNN+LSTM|planning, camera-radar terrain
micro-edge terrain  model approaches|analysis and heterogeneous voxel-
segmentation target; multi-platform path|based semantic mapping.

planning reaches 90.3%.

VCD4.2 Three Jetson RSPUs, meta-edge server, LoRa|Demonstrates secure deep-edge to
mesh, AQI/HPAM inference and federated|meta-edge pipelines with
learning. Deep-edge AQI workflow shows|TLS/X.509, Kafka/MQTT, Flower FL
50.31% lower latency than cloud baseline;|and differential privacy.

LoRa mesh PDR exceeds 98%.
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VCD4.3 On-asset freight rail monitoring uses passive|Eliminates ~ onboard wireless
UHF RFID and neuromorphic time-domain|battery burden, enabling self-
classification; power reduction exceeds 90%;|sustaining, low-cost retrofit sensors
fleet economics are viable. for predictive maintenance.

VC4 is important because it proves that edge Al can operate at different mobility layers:
on the robot, on the roadside, and on the asset. VCD4.1 provides autonomy and planning;
VCD4.2 provides cooperative infrastructure-level perception; and VCD4.3 provides
continuous condition monitoring where wayside checkpoints are insufficient. These
layers are complementary: autonomous agents need perception and communications,
infrastructure needs distributed learning and secure messaging, and assets need low-
power diagnostics over long service lives.

Key open VC4 gaps:

e Smaller edge-deployed LLMs remain sensitive to prompt wording and action
semantics; more deterministic planning interfaces and verification layers are
needed.

e Quantitative validation of fused drone-ground semantic maps remains limited by
UAV data acquisition opportunities.

e Rail monitoring needs improved roller element detection, trackside RFID read-
range optimisation and implementation of the planned cryptographic security
architecture.

The cross-industrial transfer from VC4 is significant. LoRa mesh and secure containerised
messaging are reusable in VC2 and VC3; federated learning supports privacy-preserving
training in buildings and industry; passive communication plus neuromorphic
classification is relevant wherever battery maintenance dominates lifecycle cost.

5.7 VC5 - Digital society

VC5 demonstrates the practical viability of advanced edge Al in critical infrastructure,
mobility monitoring, smart facilities and ambient environments. The value chain bridges
theoretical Al capabilities and operational demands such as strict power budgets,
memory limitations, environmental variability, privacy and long-term reliability. The result
is a set of decentralised Al-loT systems that reduce cloud dependence and enable real-
time local inference.

Table 5.6: VC5 demonstrators’ benefits

VCD Successful solution and result Benefits and advances
VCDS5.1 New NXP i.MX8-based hardware platform used|Shows that scarce failure data
for machine-room anomaly detection withjcan be addressed with
voltage, current and acoustic sensors, and as ajanomaly detection and
low-power traffic-monitor platform. clustering; mobility variant
lowers power and cost relative
to GPU reference.
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VCD5.2 60 GHz radar fall detection, camera-driven|Validates low-power multi-
lighting control and RF motion localisation are|sensor edge Al for ambient
decentralised onto constrained edge hardware.|safety and smart buildings,
Real resident falls achieved 100% sensitivity; RF|including distributed
false positives reduced by over 10%. processing  when  central
memory is insufficient.

VCD5.3 Edge computer vision reaches desired|Shows that cloud-level
performance goals using foundation-model|perception, segmentation and
pretraining and encoder-only task architectures. |tracking can be feasible on
edge devices when
architecture is optimised.

VC5 contributes three major cross-industrial lessons. First, failure scarcity is a normal
property of well-maintained infrastructure; unsupervised anomaly detection, facsimile
testing and human expert triage are therefore essential. Second, edge Al deployments
need flexible architecture: when a single node cannot perform complex sensor fusion,
distributed processing can resolve memory and scalability constraints. Third, foundation-
model pretraining can reduce the need for task-specific architectural bias, enabling
efficient encoder-only deployment on edge hardware.

Synergies with other value chains:

e VC5 anomaly detection aligns with VCD2.4 security monitoring, VCD4.3 rail
diagnostics, VCD1.6 AOI defect discovery and VCD2.3 environmental monitoring.

e Low-power sensing and distributed processing connect directly to VC2 building
automation, VC3 vineyard sensing and VC4 roadside/mobile platforms.

« Foundation-model and encoder-only results strengthen VC1 MRO recognition and
AOI, VC3 disease detection and VC4 perception tasks.

Key open VC5 gaps:

e Accuracy gaps versus GPU references should be reduced through split learning,
hardware-aware optimisation and additional deployment data.

e Long-term infrastructure pilots must quantify robustness, false alarms, expert
workload and model drift under changing operational conditions.

e Privacy, security certification and maintainable update processes need to be
integrated into everyday operation, not only demonstrated at prototype level.

6 Cross-industrial technical developments and applicability

The VCDs collectively show a cross-industrial edge Al technology stack. Its applicability is
broad because most industries face similar constraints: limited bandwidth, scarce labelled
failures, strict latency, power budgets, privacy requirements, diverse sensors and the
need to integrate Al with existing operational systems. The strongest cross-industrial
developments are summarised below.
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Table 6.1: Cross-industrial technical developments

Technical Performance evidence from VCDs Applicability across industries
development

vision

Real-time edge(Woodwork QC reaches 1-2 ms latency and|Manufacturing inspection,

over 1500 FPS; MRO recognition matches|maintenance, agriculture,
cloud-reference accuracy; AOI supports|mobility perception, smart
defect discovery; vineyard and disease|buildings and infrastructure
systems operate on Jetson Orin Nano. monitoring.

Low-power and|Water-heater INT8 NPU, STM32WL5M|Appliances, vineyards, buildings,

micro-edge Al vineyard nodes, 180 mW person detection,|rail assets, wear-free sensors,
passive RFID rail sensors and SNN touch|battery-powered monitoring

processing. and autonomous field devices.
Secure distributed|Kafka/MQTT/TLS, X.509, secure Kafka paths,|Regulated manufacturing,
pipelines BLE-only access, differential privacy and|energy grids, mobility
containerised services. infrastructure, smart facilities
and multi-party data

collaboration.

Data scarcity|Synthetic 8D/FTA diagrams, PCB-SAID few-|High-reliability  infrastructure,

strategies shot benchmarking, open disease datasets,|quality inspection, rare-disease
facsimile failure testing and unsupervised|agriculture, safety systems and
anomaly detection. predictive maintenance.

Adaptive and|Federated AQI learning, split learning|Industrial MLOps, smart

distributed roadmap, distributed RF sensing, OTA|buildings, cooperative transport,

intelligence needs, continual learning and operator|multi-site energy systems and
feedback. privacy-preserving learning.

6.1 Synergy map

Computer vision synergies: VC1 AOI/MRO, VC3 vineyard analysis, VC4 perception
and VC5 foundation models can share benchmarking, model compression, dataset
governance and explainability practices.

Anomaly-detection synergies: VC2 attack detection, VC4 rail monitoring, VC5
machine-room monitoring and VC1 AOI all benefit from unsupervised and semi-
supervised learning where labelled anomalies are scarce.

Connectivity synergies: VC2 LoRa mesh, VC3 LoRaWAN, VC4 2.4 GHz LoRa mesh
and VC5 RF localisation show that edge Al performance depends on
communication design as much as model design.

Lifecycle synergies: containerisation, secured streaming, validation logs, OTA
updates, differential privacy, operator feedback and drift monitoring form a
reusable edge Al operational framework.
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A key conclusion is that cross-industrial reuse should happen at the level of patterns and
platforms, not only source code. The transferable assets are validation protocols,
hardware-selection methods, secure data paths, model-compression recipes, synthetic-
data generation processes and deployment monitoring practices.

7 Open challenges and roadmap for future edge Al undertakings

The VCD results show high maturity in demonstrator construction and validation but also
reveal recurring challenges that must be addressed before broad commercial and cross-
industrial scaling. These challenges are technical, operational and organisational.

7.1 Open challenges

e Generalisation and domain transfer: models that perform well on synthetic,
laboratory or controlled data must be validated on real engineer-authored reports,
live production lots, diverse vineyards, changing households, harsh outdoor
settings and long-term infrastructure data.

e Latency, energy and accuracy trade-offs: compression, quantisation and model
shrinking enable deployment, but can reduce responsiveness during demand
spikes, concurrent operations or high-resolution inference.

e Scarce anomalies and failures: high-reliability environments produce few labelled
examples, forcing reliance on synthetic data, facsimile testing, open datasets and
unsupervised learning.

e Robust edge operations: routing stability, OTA updates, field maintainability, long-
term drift tracking, security patching and hardware ageing need systematic
treatment.

e Trust, explainability and governance: regulated industries require traceability,
human feedback, lot-level validation, audit logs, privacy controls and cybersecurity
assurance.

e Interoperability and benchmarking: demonstrators need common KPIs, standard
datasets where possible, repeatable baselines and cross-platform performance
profiles.

7.2 Roadmap

The table below summarise priority actions and expected outcomes, divided into four
time periods (horizons).
Table 7.1: Edge Al roadmap

Horizon Priority actions Expected outcome

0-6 months  |Complete end-to-end toolchains, final quantitative|Move from validated
benchmarking, fixed hold-out tests, latency profiling,|prototypes to stable
explainability closure, field-pilot preparation and|pilot systems  with
deployment-safe data access. documented baselines.

6-12 months |Run long-term pilots in uncontrolled environments;|Evidence of operational
implement OTA pipelines, drift monitoring, security|robustness,
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hardening, data governance, model registry and human-|maintainability and
feedback loops. lifecycle safety.

12-18 months (Scale multi-site deployments; standardise evaluation|Cross-site

suites; integrate federated/split learning where data|reproducibility, privacy-
cannot be centralised; certify security and privacy|preserving learning and
controls. industrial assurance.

18+ months |Create reusable edge Al reference architectures for|A mature European
manufacturing, energy, agriculture, mobility and smart|edge Al ecosystem with
society; align with standards and procurement practices. |interoperable

platforms and
repeatable deployment
practices.

Future technical development should prioritise edge-native MLOps, sensor-fusion
robustness, model compression with uncertainty estimation, formalised security
architectures, synthetic-to-real transfer, and standardised cross-industrial validation. The
objective should be trustworthy adaptation at the edge: systems that learn, update,
explain and protect themselves without losing deterministic operational control.

8 Best practices and direction for future technical development

The VCDs provide a practical set of best practices for future edge Al programmes. These
practices should be treated as a reusable playbook for turning Al research into
dependable industrial systems.

8.1 Best practices from the VCDs

e Start with FRs, NFRs and objective-level KPIs. Define latency, accuracy, energy,
security, interoperability, usability and maintainability targets before selecting
models.

e Design the whole edge system, not just the model. Include sensors, embedded
hardware, communications, data storage, security, update mechanisms, logs,
dashboards and human interaction.

e Use hardware-aware Al early. Apply quantisation, pruning, model shrinking,
encoder-only architectures, neuromorphic processing or classical ML when these
are better aligned with device constraints.

e Treat data scarcity as a design constraint. Plan synthetic data, open datasets,
facsimile testing, self-supervised learning, unsupervised anomaly detection and
expert review from the start.

e Validate against strong baselines. Compare with cloud inference, manual
workflows, GPU references, physical metrology, reference instruments and
simulator results.
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e Build for secure edge operations. Use TLS, certificates, access control, confidential
local processing, secure message paths, audit logs and tamper-aware hardware
where required.

e Plan lifecycle management. Containerise where possible, automate deployment,
support OTA updates, monitor drift, maintain datasets, record model versions and
collect operator feedback.

e Use human-in-the-loop design for industrial adoption. Operators and experts
should label new data, verify anomalies, review causal knowledge and provide
feedback that improves the system.

e Validate in the field, not only in the lab. Environmental noise, dust, vibration, RF
interference, lighting changes, connectivity gaps and operational stress reveal the
true readiness of edge Al.

e Exploit cross-industrial synergies. Reuse patterns for low-power sensing, secure
messaging, mesh communication, anomaly detection, computer vision, federated
learning and model compression.

8.2 Technical direction

Future edge Al should evolve toward composable reference architectures. A typical
architecture should include a far-edge sensing layer, a constrained inference layer, a
secure communications layer, an optional meta-edge orchestration layer, an MLOps and
data-governance layer, and a human-feedback layer. This architecture fits manufacturing
AOI, energy management, vineyard monitoring, roadside perception, rail diagnostics and
smart-building activity inference, while allowing each industry to customise sensors and
KPls.

The next generation of work should also emphasise verifiable autonomy. Al systems
should produce confidence measures, explain decisions, detect drift, fail safely, support
local fallback rules and allow expert override. This is especially important for regulated
manufacturing, energy systems, mobility infrastructure and ambient safety applications.

In conclusion, the VCDs demonstrate that successful edge Al is a systems-engineering
achievement. The project advances beyond state of the art by showing how efficient
models, heterogeneous hardware, secure communications, decentralised learning, data-
centric validation and human-centred workflows can be combined into practical solutions.
The remaining challenge is not whether edge Al works, but how to scale it reliably, securely
and economically across industries.

9 Conclusion

9.1 Contribution to overall picture

VC1 - Digital Industry: This value chain is dedicated to advancing digitised control
systems and distributed edge Al technologies specifically tailored for the European digital
industry. This initiative empowers European stakeholders by fostering a sustainable,
resilient, and semi-autonomous Al-supported production environment. The core of VC1's
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integration strategy is the implementation of Al-based sensor and image data monitoring,
processing, analysis, and control capabilities deployed across the edge-computing
continuum. These solutions are designed to leverage automated defect classification and
virtual metrology, optimizing real-time production quality control while enabling
continuous refinement and transfer learning.

A central part of VC1's methodology is the development and assessment of decentralized
or distributed edge intelligence alongside optimized hardware and software solutions.
These systems are engineered for the efficient execution of Al algorithms at the edge, fully
complying with emerging algorithm patterns and computer architecture styles. To achieve
these goals, VC1 is implementing a human-centric Al-based analysis system that places
human-Al interaction at the forefront of all design stages. This involves the continuous
assessment of the usability of the Al instrument, ensuring seamless integration between
workforce and technology. Furthermore, through the collaboration of key value chain
partners a Digital Tacit Knowledge platform is being implemented. Through these
coordinated efforts, VC1 creates a robust framework for advanced industrial
manufacturing, leveraging cutting-edge, distributed Al technologies to strengthen the
European digital industrial landscape.

VC2 - Energy: This value chain is dedicated to advancing distributed edge Al technologies
that are specifically tailored for applications and services at the intersection of the
mobility, energy, and building sectors. This initiative empowered European stakeholders
by fostering innovation and entrepreneurship in sustainable energy. The core of VC2's
integration strategy is to develop real-time, Al-based feature engineering solutions that
utilize edge Al models. These solutions are designed to integrate and analyse a variety of
data sources, including historical data, weather patterns, and energy system parameters,
to optimize and manage energy consumption by both appliances and users.

A central part of VC2's methodology is the development of decentralized or distributed
intelligent monitoring systems for energy management. These systems leverage
advanced feature engineering techniques to strengthen their diagnostic and predictive
functions. New analytical tools are being introduced for appliances and energy
management systems, featuring capabilities such as load prediction, consumer and load
classification, load profiling, anomaly detection, energy consumption estimation, and
intelligent scheduling for energy brokerage.

To achieve these goals, VC2 is implementing and testing the capabilities for monitoring,
processing, analysing, and controlling energy data within energy management systems
across the edge continuum. This involves the use of embedded Al on heterogeneous
HW/SW platforms, which advances the autonomous feature engineering process for
energy data forecasting. Furthermore, a series of demonstrators is being developed to
showcase the practical applications of these technologies at the intersection of the
mobility, energy, and building sectors. These demonstrators encompass a variety of
scenarios involving smart meters, IloT devices, water heater/ thermal battery systems,
lighting systems, energy gateways, and on-premises energy management systems.
Through these efforts, VC2 created a robust framework for sustainable energy
management that leverages cutting-edge Al technologies.
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VC3 - Agri-food and Beverage: The value chain contributes to the overall EdgeAl project
by doing the exhaustive benchmarking, validation and testing of the different
components and systems relative to the defined functional and non-functional
requirements for the Agrifood and Beverage industry. Development will continue to
integrate the results for the final review and for the years to come in the vineyards at
Pommery. Regarding the anticipated risks, we were able to find many open datasets for
diseases to compensate for the lack of symptoms visible in Pommery's vineyard in the last
seasons.

VC4 - Mobility: This value chain is dedicated to advancing edge Al technologies
specifically tailored for applications and services at the intersection of mobile robotics,
cooperative intelligent transport, and autonomous agent monitoring. The initiative
empowers European stakeholders by fostering innovation in Al-driven autonomy and
connectivity for mobile platforms operating at the edge of the computing continuum. The
core of VC4's integration strategy is to develop real-time, Al-based perception and
planning solutions that leverage edge Al models deployed directly on resource-
constrained mobile and roadside platforms, eliminating the latency and connectivity
dependencies of cloud-based approaches.

To achieve these goals, VC4 is implementing and testing edge Al capabilities for
perception, planning, and condition monitoring across the mobility domain, spanning
deep-edge computing on ground robots, micro-edge inference on aerial platforms, and
low-power edge nodes at roadside infrastructure. This involves the deployment of
embedded Al on heterogeneous hardware and software platforms — including quantised
LLMs, vision-language models, CNN-LSTM fusion architectures, and neuromorphic
processors — which advances the autonomous operation of mobile agents in real-world
conditions. A series of demonstrators has been developed to showcase the practical
applications of these technologies: a cognitive mobile multi-agent platform (VCD4.1),
roadside perception units connected via a 2.4 GHz LoRa mesh network for cooperative
infrastructure-level sensing (VCD4.2), and a condition monitoring system for mobile
agents addressing both automotive service diagnostics and device health monitoring
(VCD4.3). Through these efforts, VC4 has created a robust framework for intelligent,
autonomous mobility that leverages edge Al technologies across the full edge-to-cloud
continuum.

VC5 - Digital Society: The value chain has successfully demonstrated the practical
viability and substantial benefits of deploying advanced Edge Al solutions across diverse,
real-world infrastructure and ambient environments. Throughout the project, the primary
contribution has been bridging the gap between theoretical Al capabilities and the
stringent operational demands of the energy, mobility, and smart facility sectors. By
decentralizing complex computational tasks away from the cloud and directly onto
resource-constrained edge devices, the consortium has validated highly efficient, secure,
and privacy-preserving Al loT systems. Across the demonstrators, the main activities
focused on proving that sophisticated Al models can operate reliably under strict power,
memory, and environmental constraints. In the realm of critical infrastructure, the project
delivered ultra-low-power, multi-sensor edge platforms capable of autonomous anomaly
detection and predictive maintenance in unstaffed environments. In parallel,
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advancements in human activity inference showcased how decentralized processing—
utilizing radar, RF networks, and vision sensors—can facilitate scalable and privacy-centric
ambient safety and building automation. Furthermore, the successful deployment of
edge-optimized Vision Foundation Models established that cloud-level perception,
segmentation, and tracking can be effectively executed on edge hardware. Collectively,
the implementation of novel paradigms, such as encoder-only architectures, collaborative
split learning, and self-learning sensor fusion, represents a significant leap in Edge Al
maturity and adaptability. During the execution of the work package, the consortium
successfully navigated several technical and environmental challenges. A notable risk that
emerged during real-world validation was the scarcity of naturally occurring failure data
in well-maintained industrial infrastructure, which threatened to impede supervised
model training. This was effectively mitigated by pivoting toward unsupervised anomaly
detection strategies and utilizing synthetic datasets generated via facsimile testing
environments. Additionally, inherent risks related to hardware limitations—specifically
strict memory bottlenecks and highly restrictive power budgets on extreme edge nodes—
were continuously managed. When single-node processing proved insufficient for
complex sensor fusion, the risk was addressed by transitioning to distributed processing
architectures and employing hardware-aware model optimizations. Ultimately, the robust
validation methodologies and adaptive engineering approaches ensured that these
operational risks did not compromise the overarching functional and non-functional
objectives of the demonstrators.

9.2 Relation to the state-of-the-art and progress beyond it

VC1 - Digital Industry: SSMA relates to the state of the art by applying established
multimodal embedding, and microservice patterns to integrate semiconductor
engineering data sources such as lot history, FMEA/METIS, equipment PDFs, and 8D
reports into a unified workflow. Progress beyond the state of the art is achieved by
orchestrating specialised knowledge and extraction services behind a single browser
based. The use of controllably generated synthetic 8D report data for extractor training
reduces dependency on sensitive engineer-authored documents. Together, these
elements deliver a modular, reusable integration pattern for cross-source deviation
analysis at TRL 5 on standard COTS infrastructure.

VCD1.2 advances the state-of-the-art by enabling real-time, ML-based predictions for all
wafers (instead of only a subset in physical metrology), surpassing traditional physical
metrology that is slower and less comprehensive. The demonstrator integrates
heterogeneous sensor data and achieves robust, scalable performance in production,
marking a clear step beyond existing solutions.

Progress beyond state-of-the-art validation documentation by applying VeriACT as a
structured verification and validation support tool. Instead of keeping requirement
checks, test concepts, verification actions, achieved results, comments, and reviews in
separate or informal documents, VeriACT links these elements in one traceable workflow.
This supports systematic evidence collection and review for the VCD1.1 and VCD1.2
validation activities.
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Repeatable benchmarking setup: a separate synthetic test set (30 images), an item-level
causal-link accuracy metric, and a quantitative KPI (75%). The pipeline achieved 81.23%.

VCD1.4 goes beyond typical edge-Al object-recognition deployments by validating a
complete deep-edge/meta-edge software backbone rather than isolated Al components.
The work combines containerised services, Kafka-based secure messaging, OpenSearch
storage and vector search, Grafana monitoring, IAM support, and schema-aligned
inference-result exchange into a measurable validation workflow. The results showed that
the VCD1.4 architecture supports real-time operation, full containerised reconfigurability,
reliable Kafka-to-OpenSearch data integrity, and local/on-premises operation without
dependency on cloud services.

While conventional assembly line component identification in industries requiring
complex change of line procedures is conventionally addressed either through manual
catalogue lookup by maintenance personnel, or through cloud-based classification
systems, VCD1.4 a deep-edge based solution that has been validated through the
presented requirements to be maintainable, reliable, with an accuracy on par with cloud-
based alternatives, and a latency enabling comfortable real-time usage.

Application requirements to implement an automatic, Al-driven quality control system for
sizing machines. This solution shifts specialized operational insights away from human
experts, digitally centralizing this knowledge directly into the machine. As a result, the
system enables real-time quality estimation and autonomous process tuning,
empowering the equipment to independently discriminate workpiece quality.

Going beyond the state of the art by introducing a production-driven validation
perspective for Al-based AOI. Instead of considering defect detection as an isolated
algorithmic task, helped frame the demonstrator around real loT-delivery constraints,
acceptable escape rates, rework capacity, and inspection-flow continuity. This introduced
an industrial criterion for evaluating Al AOI systems: not only whether defects are
detected, but whether the inspection process can support reliable delivery decisions in
realistic production conditions. By introducing an AOI methodology that links Al inference,
statistical validation, and production-risk control. The innovative aspect is the transition
from simple defect classification to a validation framework able to estimate maximum FN
in delivered lots and acceptable FP in the rework flow. DEEPS also introduced the use of
model updating and distributed/continuous learning to progressively improve inspection
performance from production data, moving the demonstrator toward adaptive AOI rather
than static inspection.

Assessing autoencoders within the scope of woodwork quality monitoring, proving its
implement ability in advanced microcontrollers and the possibility of achieving the
accuracy required by the use-case without compromising real-time constraints.
Collected event-based dataset for woodworking quality-control scenarios, using DAVIS346
to support low-latency detection of dynamic variations in panel cutting profiles.

Beyond the state of the art in VCD1.5 by developing a compact CNN-based image-
classification pipeline for woodwork quality control, combining transfer learning, dataset
distillation, knowledge distillation, and quantization-aware training. This enabled accurate
defect classification with reduced training data and computational cost, supporting
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deployment on constrained edge hardware while preserving adaptability to new panel

types.

VCD1.3 advances the state of the art by combining a VCSEL-based interferometric touch
sensor with neuromorphic inference and benchmarking it through a standardized
methodology. As described in D6.02, the Xylo SNN implementation achieved 91.46%
validation accuracy, approximately 515.3 yW total active power, 100 timesteps/s real-time
throughput, and a total memory footprint of 39.91 kB, while a Raspberry Pi 5 CNN baseline
achieved 91.8% validation accuracy at substantially higher power.

Within VCD1.3, the optical interferometric touch sensor from AMS-CH is combined with
the Xylo SNN processor from SYNS in an end-to-end sensing and inference pipeline. The
front end decomposes the incoming signal into 16 frequency channels and converts itinto
spiking representations used by the neuromorphic classifier. This combination enables
compact, low-power, and low-latency interpretation of tactile patterns on edge hardware.
VC2 - Energy: Demonstrator VCD2.1, is advancing beyond the current state-of-the-art
based on rule-based heating strategies. The demonstrator system developed estimates
state of charge (SoC) in the water heater, treating the hot water tank as a battery for
storing energy. This system integrates with existing hardware for measuring other
parameters and uses the new Al-based STM32 MP257F-DK2 board developed in the
project with Al acceleration. New edge Al algorithms have also been developed, validated
and tested.

Demonstrator VCD2.2 is moving beyond the current state-of-the-art on sub-GHz
LoRaWAN by using 2.4 GHz LoRa communication with a mesh architecture. The 2.4 GHz
frequency band enables higher data rates and supports larger payloads, making it well-
suited for applications such as multi-sensor environmental monitoring and control.
However, as 2.4 GHz signals have reduced penetration capabilities, the mesh network
design enables devices to relay messages through multi-hop communication. This
enhances connectivity and data throughput in complex indoor environments with
obstacles, offering advantages over conventional star topology LoORaWAN systems.

Demonstrator VCD2.3 is advancing beyond the current state-of-the-art by integrating
intelligent mesh lighting with sensor fusion and Al algorithms. The smart lighting system
incorporates environmental sensors gather data on air quality, pressure, temperature,
and light levels. Al processes this data locally, enabling features like adaptive human-
centric lighting, automated commissioning, and usage pattern recognition. This creates a
sophisticated network for environmental awareness and management in buildings.

Conventional smart lighting systems rely on cloud Al, fixed CCT schedules, or simple
occupancy thresholds. VCD2.3 demonstrates real-time, fully local 1AQ-driven adaptive
lighting using a LightGBM model (8.6 KB) on a Cortex-M4 microcontroller — enabling Al
inference at the edge without cloud services or dedicated Al accelerators. The m2cgen
export pipeline provides a validated, reproducible method for deploying trained models
on constrained hardware, advancing beyond cloud-dependent or proprietary Al
frameworks.

Referring to VCD 2.4 development has shown that with help of Al acceleration support
classical attack detection mechanisms can be extended to significantly improve the
system reaction and user experience by more flexible reaction on sensor events. The
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implementation on the chosen Pulpissimo platform confirms a straightforward
integration strategy which is due to low resource and area footprint and consequently low
overall power consumption suitable for secure micro edge devices.

VCD2.4 demonstrates the feasibility of Al-based attack detection on secure micro-edge
platforms through an integrated co-design approach combining dataset generation,
model optimisation, quantisation, and efficient hardware mapping. The work carried out
within VCD2.4 shows that low-precision machine learning implementations can provide
reliable attack detection while maintaining low resource utilisation, supporting
deployment on accelerator architectures for security-sensitive applications. This
highlights the potential of trustworthy and resource-efficient edge Al processing for
embedded secure systems.

VC3 - Agri-food and Beverage: Substantial effort was devoted to VCD3.2 and VCD3.4 to
evolve the hardware architecture towards a novel low-cost solution, while preserving the
required embedded intelligence, connectivity, and maintainability.

For VCD3.1, VCD3.2 and VCD3.3, the work demonstrates the integration and validation of
multiple demonstrators under real vineyard conditions. By combining edge Al with high-
precision GNSS, the system enables georeferenced yield and disease mapping, providing
actionable insights for decision-making and vineyard management.

For VCD3.4, the work validates bottle-level monitoring during the prise de mousse process
under real conditions. The collected pressure data support the development of edge Al-
based anomaly detection and contribute to more precise and connected fermentation
monitoring.

Extends the knowledge on neuromorphic accelerators by developing an advanced and
energy-efficient computing platform based on a novel NeuroCorgi test board. Initially
related to the TD5, the upgraded NeuroCorgi computing platform has been integrated
within VCD3.1. On the software side, the proposed edgelA HW/SW solution exploits a
LeYolo-based model developed within the project. On the hardware side, the proposed
solution exploits the NeuroCorgi circuit (feature extraction of the vineyard images)
coupled with an STM32MP2 (LeYolo detection head compute). The main goal is to perform
accurate and energy efficient grape detection in vineyards.

For both demonstrators regarding the grape detection and disease detection, tested and
validate that object detection models (YOLOv8 and RT-DETRv2) can be properly optimized
and efficiently quantized to leverage the Al hardware accelerators. Tests and benchmark
results have been performed on the low-power and high-energy efficient the
STM32MP257 evaluation platform, including the NPU.

For VCD3.1 and VCD3.3, we show that object detection with high accuracy and high
resolution is possible on the edge with real-time speed for disease detection, grapes
counting, berry counting etc. We are going to develop the current models further with
panoptic segmentation from TD6.

Validation tests have confirmed that approximate computing is a viable method to protect
against data reconstruction attacks, successfully replicating simulation results in both
small CNNs and real-world applications (data from VCD3.3).
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VC4 - Mobility: Radar-camera fusion for UAV-borne terrain analysis and benchmarking
against lidar measurements.

VCD4.2 advances beyond typical edge-Al deployments by validating the complete RSPU-
to-meta-edge software stack, including AQI/HPAM/FL pipeline correctness and edge-
versus-cloud RTT benchmarking. In the case of both VCD4.2 and VCD4.3, validated secure
Kafka-to-OpenSearch data integrity and containerised installability. Showed that the
integrated edge architecture can operate as a maintainable and secure deep-edge/meta-
edge backbone, with reliable inference-result exchange, deployable Docker-based
services, and lower edge inference latency than the cloud baseline.

Neuromorphic time-domain classifier eliminates FFT-based spectral analysis, reducing
computational cost by more than 50 % and enabling passive energy harvesting as sole
power source. Passive UHF RFID replaces active wireless radio, removing vehicle-to-
vehicle gateway entirely. Severity-graded bearing fault classification (not binary fault/no-
fault) validated at 93 % accuracy on controlled data. Combined innovations target sensor
unit cost below EUR 25 — an order of magnitude below conventional battery-powered
wireless condition monitoring.

Developed a novel and reliable 2.4 GHz LoRa Mesh Protocol Stack for existing 2.4 GHz
LoRa hardware platforms. Initial methods for mesh recovery and robust data
transmission were successfully verified both within the simulation framework and in a
real-world test network deployment. In addition, initial power-saving mechanisms for
mesh end nodes were implemented and evaluated within the simulation framework,
demonstrating promising results and future optimization potential.

Advanced the VCD4.2 roadside perception layer beyond a standalone object detector by
validating a completed edge Al video-processing pipeline that combines YOLOvV8 vehicle
and obstacle detection. PyTorch/ONNX/TensorRT backend comparison, ROI-based
processing, motion-gating, lane/crosswalk-aware hazard rules, event logging and a
Streamlit/FastAPI operator interface.

Edge-deployable LLM planning with explicit validation points: the prompt-chained
categorisation — decomposition — plan structure exposes intermediate outputs that can
be inspected and gated independently. Combined with 4-bit (Q4_K_M) quantisation via
llama.cpp, this enables the planner to run on a single deep-edge workstation while
remaining substitutable across LLM families.

Support of heterogeneous multi-platform data processing— combining aerial (drone-
mounted LiDAR/camera), terrestrial (hand-portable sensor pack), and static geospatial
layers (DSM, orthophotos) — within a unified voxel representation.

Integrated RSPU production deployment in Riga combining deep-edge perception setup
and secure 2.4 GHz LoRa mesh communication with meta-edge server (VCD4.2).

VCDA4.2 advances beyond typical edge-Al deployments by providing systematic evaluation
and validation of Al model performance under realistic edge conditions. Conducted
detailed sensor data analysis, model training, and benchmarking of AQI forecasting and
HPAM anomaly detection models, including inference latency measurements on Jetson
deep edge hardware. Going beyond state-of-the-art approaches that typically focus on
model accuracy in controlled environments, assessed functional correctness and
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performance trade-offs (latency, robustness, and data quality impact) using
heterogeneous datasets, while also optimizing models through ONNX conversion and
quantization for efficient edge deployment. In addition, validated the federated learning
pipeline at the model level, including distributed training at edge nodes and aggregation
at the server using different federated aggregation strategies, demonstrating reliable
model behaviour and practical deployability under edge constraints.

VC5 - Digital Society: VCD5.1 developed a low power Al hardware platform with
expandability and reusability in mind. This hardware platform was exploited for two
demonstrators: The machine room demonstrator deploys state-of-the-art anomaly
detection using multiple sensor modalities in a low power manner thus going beyond the
current state-of-the-art. The mobility demonstrator deploys a state-of-the-art traffic
monitoring system and reduces the power consumption significantly. By incorporating
TD2 a beyond state-of-the-art system that is a drop-in replacement for the current system
is achieved.

VCD5.2 demonstrated the deployment of neuromorphic inspired local inference which is
beyond state of the art. VCD5.2 demonstrates a fall detection algorithm with a high
accuracy using limited processing mcus. Moreover, the distributed RF-sensing algorithm
is beyond the state-of-the-art.

VCD5.3 demonstrates that it is feasible to achieve cloud-level computer vision
performance on edge devices. The enabler for this is (a) foundation model pretraining of
transformer architectures and (b) using an encoder-only task architecture. The encoder-
only paradigm is a result of this EdgeAl project and contributes to beyond SotA Al, as
demonstrated by two CVPR publications on this topic.

TD2 contributes the state-of-the-art and beyond for collaborative edge Al by enabling
multiple MCU-class devices to train (SGD) a joint model through the exchange of
activations and gradients—avoiding full-model storage or raw-data sharing—and
promoting multimodal smart sensors that learn as one distributed neural network.

9.3 Other conclusions and lessons learned

VC1 - Digital Industry: SSMA development showed that integrating diverse industrial
data requires early decisions on modularity and service separation, reducing coupling
between Ul, knowledge services, and document pipelines. Evolving requirements
highlighted the need for iterative refinement, especially in complex edge Al projects. The
related master thesis explored action-oriented programming with automatic agent
generation, demonstrating improved performance in decentralized data and effective
domain knowledge transfer in semiconductor manufacturing.

The VCD1.2 demonstrator architecture is highly transferable and supports new use cases
with minimal adaptation, confirming readiness for broader exploitation. Continuous
monitoring highlighted the need for improved outlier detection and robust data pipelines,
while user-centric interfaces proved essential for successful adoption.

The main lesson learned is that structured validation tooling is important when several
requirement types, partners, and evidence sources are involved. VeriACT helps keep open
actions, completed checks, deviations, comments, and final requirement status
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transparent and reviewable. This reduces the risk of missing validation evidence and
improves consistency across demonstrator reporting.

VCD1.4 validation showed that schema-compliant messaging, secure Kafka, OpenSearch
storage, Docker deployment, and data comparison effectively test distributed edge-Al
systems. Validating data integrity, reconfigurability, and independence together enhances
robustness, especially with containerized, observable, locally deployable services secured
by certificates and topic permissions.

Collaboration within VCD1.4 confirmed the ease of maintenance resulting from a clear
containerized architecture with modular services, which enables efficient testing per
component and upgrades. From the results of the functional requirements verification, it
was also observed that larger, more computationally expensive models do not necessarily
translate to a better accuracy metric, especially depending on the area of application, and
its relevant data.

The key conclusion drawn from VCD1.5 is the successful validation of running high-
performance quality control workflows—characterized by an accuracy exceeding 95% and
a throughput above 1500 FPS—directly on low-cost edge NPUs. This demonstrates that
budget-friendly hardware can support intensive industrial Al tasks. However, a major
lesson learned is that the choice of the primary image sensor remains critical; the overall
system's ability to discriminate complex defects is fundamentally bounded by the quality
and suitability of the initial image capture.

Confirmed that Al-based AOI must be evaluated not only as a defect-detection tool, but
as part of the production and delivery flow. The main learning is that FP, FN, takt time,
rework effort, and OK/NG routing must be considered together to assess the real
industrial value of the demonstrator.

Learned that high algorithmic performance alone is not sufficient for industrial AOI
adoption. The demonstrator must combine edge inference, board-specific models, multi-
stage inspection, dataset management, and operator feedback to become a reliable and
scalable solution for SMEs and specialized producers.

Event-based vision can provide useful complementary information for industrial quality-
control scenarios by capturing sparse temporal variations with low latency and limited
data redundancy.

Transfer learning and model compression are key enablers for industrial edge-Al
deployment when labelled defect data are limited. A compact teacher-student pipeline,
combined with quantization-aware optimization, can reduce data and compute
requirements while keeping the model suitable for embedded execution; future work
should further validate robustness across difficult laminate colours and broader
production variability.

For VCD1.3, the main lesson learned is that strong offline neuromorphic performance
does not automatically translate into equally strong live-demo robustness. D6.02 reports
91.46% validation accuracy for the deployed SNN, but also identifies a gap between offline
and live performance driven by environmental noise sensitivity and an offset discrepancy
between XyloSim and the hardware. Additional data collection, improved augmentation,
and sensor-/preprocessing-level optimization are therefore key next steps.
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VC2 - Energy: Adopting the edge Al systems reference architecture is important for
managing heterogeneity in multi-tiered edge environments, such as those in VCD2.1,
VCD2.2, and VCD2.3. A lesson learned from the work is that development has
fundamentally shifted away from building simple, isolated systems toward engineering
complex, distributed "systems-of-systems." Realised that successful design, integration,
verification, and testing now demand an approach that addresses the entire hardware-
software-Al-data chain.

Key lessons:

e Model export accuracy is not guaranteed — LightGBM exported via m2cgen
preserved accuracy on MCU; XGBoost did not. Export validation must be an explicit
step in any edge ML pipeline.

e Nicla Sense ME + MKR WiFi 1010 had stability issues limiting data collection;
consolidation on Portenta X8 resolved this.

e Defining a quantitative improvement baseline before deployment would have
simplified validation.

e Occupancy-correlated IAQ patterns (unoccupied rooms show significantly higher
IAQ) were not represented in the initial training dataset — production deployment
data should be used for model retraining.

Al-based technical architecture must be tightly aligned with overarching business
objectives. Their primary lesson was that developing a flexible, well-adapted API is
essential to ensuring scalable data flow and communication with mobile apps and other
future endpoints.

Demonstrated the importance of making complex data accessible through user-centric
design by successfully deploying intuitive web and mobile interfaces. Their core lesson
learned was that aggregating targeted loT data, specifically from water tank devices, can
drive innovative business models and provide valuable, actionable insights for flexible
energy market analysis.

VCD2.4 is set up based on measured data set. To efficiently make use of the developed
accelerator the model might need to be adjusted and/or retrained to get an optimized
system reaction. This has been considered by storing the model parameter inside the
system memory of the Pulpissimo architecture being able to change them if required.

Experimental results confirmed that the co-design methodology between dataset
resolution and Al solutions significantly improve the energy and memory footprint. It
proved crucial for achieving efficient and secure operation on constrained edge hardware.

VC3 - Agri-food and Beverage: Concluded that highly integrated STM32-based low-
power nodes are well suited for real-field edge Al deployments, provided that board-level
power management, communication settings, and sensor-side processing are carefully
co-optimized; the work also showed that modular and configurable hardware
architectures significantly improve reuse, maintainability, and adaptability across
different vineyard monitoring scenarios.
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Demonstrated that it is possible to successfully implement inference on a standalone
platform (MP2) for object detection models. To this end, we found that by optimizing
various neural network architectures (YOLO and Vision Transformers) and adapting these
models for optimal use of hardware accelerators, real-time detection of grapes and
diseases can be performed at acceptable energy efficiency.

Were able to successfully train models for multiple use cases related to viticulture. It is
evident how much progress has been made over the years in image labelling; this part is
much easier now with many semi-automated tools available (segmentation masks can be
created in a few minutes instead of hours). For the deployment side, new hardware
proposed by STM allows for better model integration and closes the gap with older Jetson-
based platforms. However, for fast prototyping, it remains easier to use Nvidia’'s Jetson
because it is fully compatible with existing cloud infrastructure and allows for direct code
portability.

VC4 - Mobility: Strong preprocessing of radar data makes it possible to deploy a light ML
model at edge. Regional datasets are valuable resources that can be leveraged for
benchmarking.

Testing and validation confirmed that VCD4.2 and VCDA4.3 provide a robust deep-edge to
meta-edge software backbone. Results showed correct operation, secure data exchange,
containerized deployment, and effective edge validation versus cloud alternatives.
Schema-aligned payloads, repeatable Docker deployments, Kafka/OpenSearch
monitoring, and data comparisons are key for validating distributed edge-Al systems.

Roller element faults remain hardest to detect (weakest vibration impulse of three bearing
fault types); temperature sensor fusion recommended for production. Passive UHF RFID
read range (~8 m) sufficient for trackside harvesting but limits installation flexibility.
Security architecture (secure element, TPM, blockchain-anchored chain of custody)
designed but not implemented in POC — essential for productization.

Validating and testing wireless mesh networks is complex, requiring specialized methods
and tools. Simulation frameworks aid early design and verification, but real-world testing
is essential for insights into actual radio behaviour. The project highlighted the need for
efficient firmware management tools, including OTA updates, remote configuration, and
event analysis. Partner enhanced its internal tools and software. The next step is
automating distributed event analysis via a centralized data repository to improve
validation, debugging, monitoring, and long-term network operation.

Validation revealed that optimized models need testing in the full application pipeline, not
just as inference engines. After corrections, TensorRT was fastest, ONNX close, and
PyTorch a solid baseline. Pipeline components like preprocessing and UI/API can
dominate throughput. Both inference-only and full-pipeline metrics, plus resource usage,
should be reported to separate model speed gains from software overhead.

For VCDA4.1, LLM planners are highly sensitive to prompt wording and model differences;
newer/larger models don't guarantee better results, complicating model substitution.
DSM resolution poses a greater challenge for multi-platform path-planning validation
than the fusion pipeline. Developing a custom drone sensor package required substantial
integration (mechanical, PSDK, calibration), which should be planned for in future
projects.
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Low-cost field sensors show notable calibration/drift issues, requiring structured
harmonisation and stabilisation before reliable AQI inference (VCD4.2).

Reliable edge-Al deployment needs more than model accuracy; it requires attention to
data quality, system limits, and distributed learning. Experiments showed uncalibrated
sensor data can hurt performance, highlighting the need for data validation and
preprocessing. Model optimization (ONNX, quantization) and latency-aware evaluation
are key for practical use. Federated learning outperformed decentralized baselines and
was more robust with non-lID data. Combining model evaluation, deployment
optimization, and realistic benchmarking is essential for dependable edge-Al systems.

VC5 - Digital Society: The testing of VCD5.2 confronted us once more that the related
effort for real-life testing requires substantial efforts. Radar detectors for fall detection in
elderly homes requires lots of planning, testing of cameras in homes introduces
challenges around safety. Same for testing RF sensing in real offices faces challenges with
establishing a proper ground truth system.

TD2 shows that meaningful collaborative intelligence can emerge entirely at the edge,
demonstrating that decentralized training on constrained devices is not only feasible but
practical, scalable, and privacy-preserving.

The low occurrence rate of failure events in VCD5.1 Machine room caused us to rethink
our approach and pivot towards anomaly detection combined with post detection filtering
to enable detection of not just known failure events but also unknown failure events.
Furthermore, enabling low power monitoring of traffic allows deployment in locations
without stable power and lower deployment costs significantly.

The original implementation of the mesh protocol serialized RSSI values per Crownstone
tuple. By sending all tuple data available in a single Crownstone in a single message
presence detection latency can be drastically reduced.

VCD5.3 demonstrates that it is feasible to achieve cloud-level computer vision
performance on edge devices. The enabler for this is (a) foundation model pretraining of
transformer architectures and (b) using an encoder-only task architecture. Internet-scale
foundation pretraining endows the model with strong patterns that make architectural
biases unnecessary; in turn, this allows for highly efficient encoder-only architectures.

The Chips JU EdgeAl project outcome and results show that as edge Al workloads grow in
complexity, there is a need to integrate systems, coordinate hardware and software, and
scale solutions across diverse deployment environments. This requires a strong hardware
foundation, structuring the product portfolio into modular building blocks across
sensors/actuators, processing microcontrollers with Al capabilities, memory, storage,
modules, and a range of embedded system components. On this foundation, the project
has positioned itself as an edge Al integration architect, combining different building
blocks across the edge Al technology stack of the edge Al systems reference architecture
to meet diverse industry requirements with tailored edge Al systems.

This is essential for enabling edge Al systems that operate autonomously, remain
connected, and scale across real-world environments. In this context, industrial edge Al is
built for smart manufacturing, automation, transportation, healthcare, retail, and smart
cities, enhancing on-site responsiveness through real-time recognition, predictive
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maintenance, and intelligent workflow optimisation. On the other hand, enterprise Al is
designed for on-premises use, and advanced models such as LLMs support secure,
intelligent decision-making across the corporate, financial, and public sectors, allowing
SMEs to run their own Al engines locally rather than relying on the cloud.

The results of the project show that there are still edge Al deployment challenges as Al
workloads grow in complexity. As highlighted, these challenges are connected to system
integration, hardware-software-Al-data co-design, coordination, and the ability to scale
solutions across diverse deployment environments.

Providing modular building blocks across the edge Al technology stack and combining
them to meet diverse industry requirements with tailored edge Al systems enables edge
Al developers to implement these solutions as individual modules or as fully integrated
systems, depending on their application needs.

The edge Al platform developments enable flexible system configuration based on
specific use cases, while supporting customisation to meet diverse deployment
requirements.

The modular solutions, segmented across the layers of the edge Al technology stack, aim
to address design challenges before the last mile of Al deployment in vertical markets
represented by the VCs. This cohesive system-level approach addresses common
development challenges for system integrators and solution providers, enabling them to
focus on developing their applications rather than managing integration.
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